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Tracking Trends  
   in Embedded Technology

By Warren Webb

Although embedded devices are tailored to a wide variety of 
applications and environments, from portable consumer devices 
to critical medical or military systems, the one design step that 
is universal in many of these applications is memory architec-
ture selection. Designers must evaluate memory products based 
on parameters such as capacity, power, speed, size, and cost 
to meet the constant demand for improved system bandwidth 
and performance. 

Because of the extended life expectancy of some embedded 
devices, designers might also need to examine life-cycle ratings 
and the prospects for long-term availability. With plug-in mod-
ules now common in many embedded devices, designers must 
choose a memory technology standard with similar extended 
availability. Many embedded designs such as safety- and 
 security-critical military applications must also provide memory 
protection to guard against data corruption or theft.

In this issue of Embedded Computing Design, we present a broad 
slice of embedded technology including a detailed discussion 
on memory selection. Paul Plitzuweit of Datakey Electronics 
 headlines the Silicon section as he examines the two major 
 memory options for embedded designs, including consumer 
devices like SD cards and USB flash drives or OEM-focused 
products with rugged construction, secure form factors, and 
long-term availability. Paul’s detailed rundown on the pros and 
cons of  specific memory architectures in diverse applications is 
a must-read if you are embarking on a new embedded project.

In addition to memory architecture decisions, embedded design 
teams face an even larger group of options when selecting the 
software system that can meet the design goals and performance 
requirements for each new project. Open-source code, a modu-
lar architecture and extensive feature set, plus a worldwide army 
of developers make Linux a formidable contender for many 
new embedded projects. In our Software section, MontaVista 
Software’s Jim Ready and Patrick MacCartee demonstrate tech-
niques for using Linux-based virtualization methodologies to 
maximize the high-level performance requirements of multicore 
designs while avoiding increases in cost or complexity. The authors 
illustrate the characteristics of multiple embedded virtualization 
 technologies and dispel a widely held misconception regarding 
operating  system combinations in multicore applications.

Although memory and software selection tasks are part of every 
embedded project, the decisions become much more wide-
ranging as the conversation turns to specific vertical markets. 
In this issue, market experts answer both policy and technical 
questions about the current state of In-Vehicle Infotainment (IVI)  

applications and the changes we can expect going forward. 
These IVI systems combine a variety of hardware, software, and 
 communications components to provide features such as hands-
free communications, voice-activated music selection, real-time  
navigation/traffic information, plus streaming multimedia 
and interactive gaming for passengers. As consumers demand  
ever-present connectivity, vehicle computers and infotainment 
systems have become the next embedded design challenge. 

Seamless connectivity is a very important aspect of embedded 
automotive electronics. For example, consumers expect auto-
matic data links to be established between IVI systems and 
 portable computing, cellular, or entertainment devices when 
within range. IVI systems create a unique challenge for devel-
opers because consumers always want the latest technology but 
may keep the same automobile for years.

Joel Andrew Hoffmann, board director of the GENIVI Alliance 
and business analyst for Intel’s Automotive Solutions Division, 
starts this issue’s Strategies section by discussing the latest IVI 
technologies and what advancements we can expect in the near 
future. Joel also explains the GENIVI Alliance open-source 
middleware compliance program aimed at eliminating fragmen-
tation within the industry for IVI product developers. Also in the 
Strategies section, Andy Gryc of QNX Software Systems and 
Paul Sykes of Freescale Semiconductor describe their compa-
nies’ strategic partnership and outline upcoming challenges in 
automobile infotainment development. Along with providing 
techniques to support fast and reliable IVI system updates, Andy 
and Paul show how scalable multicore CPU architectures can 
simplify the design process. To wrap up our discussion on IVI, 
Pierre Teyssier of Sierra Wireless points out the performance and 
usability advantages of deploying Long-Term Evolution (LTE) 
technology in IVI systems, as well as its accompanying design 
challenges such as complex network handoffs and antenna 
requirements. Pierre emphasizes that designers using LTE need 
to choose adaptable platforms that allow new capabilities to be 
added over time via software updates.

The technical articles and Q&As in this issue delve into some of 
the hardware and software development details related to almost 
every design project, plus the problems and challenges you might 
expect in a relatively new market such as vehicle infotainment 
systems. Our job here at Embedded Computing Design is to bring 
you the latest trends and technology updates to keep you ahead 
of the competition. Please give us your ideas on print articles and 
online updates that we can provide to support your design efforts. 
If you have a suggestion for a technical article or video that would 
be of interest to you or other designers, please let me know.

Think long term on design decisions, day-to-day  
or app-specific

@warrenwebb wwebb@opensystemsmedia.com
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The two major categories of portable memory devices – consumer and OEM – each offer 

unique advantages and disadvantages. Most important for engineers, however, is knowing 

how the two categories perform when integrated into embedded designs for commercial, 

industrial, government, military, medical, and other demanding applications.

While most embedded system compo-
nents are sourced from OEM-focused
manufacturers, portable memory devices
are a gray area. The high-volume con-
sumer electronics market – estimated
at more than $250 billion annually[1] –
creates significant demand for USB flash
drives, SD cards, and other consumer-
focused portable memory devices. For
embedded system designers, the econo-
mies of scale these devices offer can
be appealing.

But consumer memory manufacturers
are primarily focused on the needs of
the fast-changing consumer electronics

market. In response, a lesser-known
category of OEM-focused portable
memory systems is providing alterna-
tives that meet requirements unique to
non-consumer embedded designs.

Design considerations for
portable memory
Access control and rights management,
usage monitoring, data logging, in-field
firmware updates, and product authen-
tication are just a small sampling of
potential applications for portable mem-
ory in embedded systems. In addition
to the application, the system’s environ-
mental factors and expected use also

influence which portable memory solution
is the best fit.

As a result, the potential design consider-
ations for portable memory systems are
extensive, including:

❯ Communications interface/protocol
❯ Connector durability
❯ Connector footprint/form factor
❯ Cost
❯ Data throughput speed
❯ Environmental ratings
❯ Ergonomic factors
❯ Insertion cycle life
❯ Memory capacity

Consumer versus OEM memory:  
Finding the right fit for embedded systems
By Paul Plitzuweit
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� Number of write cycles
� Physical size
� Product availability
� Product life cycle
� Ruggedness

Some of these design considerations
might be mutually exclusive. For example,
small size typically precludes rugged
construction. Prioritizing the design con-
siderations makes it easier to determine
which features are most important for a
particular application.

Benefits of consumer memory in
OEM designs
In addition to SD cards and USB
flash drives, other consumer memory
devices used in OEM designs include
Secure Digital High Capacity (SDHC),
microSD, and CompactFlash cards.
While these NAND flash-based devices
are primarily designed for PCs/laptops,
digital cameras, cell phones, and MP3
players, the principal benefits intended
for consumer electronics can also apply
to non-consumer embedded devices.

“Corner-store” availability
The widespread availability of USB flash
drives and SD cards makes consumer
memory a convenient option. Most users
are already familiar with their operation,
and it is easy for OEMs and end users
to obtain these devices from electronics
retailers.

High memory capacity
Transferring data to and from embedded
systems often only requires kilobits or
megabits of memory capacity, but higher
capacities available in consumer mem-
ory devices might be required in some
cases. Video logging, for example, can
require gigabytes of memory capacity.
However, some OEM memory devices
are now offered in memory capacities of
up to 32 GB, so finding devices with high
memory capacities is no longer limited to
consumer memory.

Low cost
Most consumer memory devices’ upfront
cost per bit is low. If an OEM application
requires thousands of portable memory

devices over the design’s lifespan, cost
can be an important consideration.

Small size
Handheld embedded designs often
require a small portable memory device
to fit in the system. In these applications,
a microSD card might be the most attrac-
tive option due to its small size.

Overlooked consumer memory
considerations
While consumer memory products are
not explicitly designed for non-consumer
OEM designs, they offer unique benefits.
However, these benefits can also have
unintended consequences.

“Corner-store” availability reduces
control and risks unauthorized access
With hundreds of different models of
consumer memory products available,
OEMs cannot test, approve, and sup-
port every device that physically fits.
Despite manufacturers’ attempts to
ensure compatibility with specifications
like SD, some models might work while

VersaLogic’s new “Tiger” single board computer is compact and rugged on 
a 3.6” x 4.5” PC/104-Plus form factor. Featuring the low power Intel® 
Atom™ Z5xx (Menlow XL) processor, the Tiger packs powerful 
1.6 GHz performance backed by legendary VersaLogic 
quality. It’s available in both commercial (0º to +60ºC) and 
industrial (-40º to +85ºC) temperature versions!

 Intel Atom Z5xx processor up to 1.6 GHz
 Low power, 6W (typical)
 True industrial temp. version (-40º to +85ºC) 
 High-performance video and HD audio
 Gigabit Ethernet
 Up to 2 GB DDR2 RAM
 PCI & ISA expansion
 Fanless operation 

Add VersaLogic’s long-term (5+ year) product availability guarantee and 
customization options and feel the power of the Tiger!

With more than 30 years experience delivering extraordinary support and on-time 
delivery, VersaLogic has perfected the art of service, one customer at a time. 
Experience it for yourself. Call 800-824-3163 for more information!

This Tiger is as solid as a rock!
Low power Intel Atom Z5xx processor on a PC/104-Plus form factor 

800-824-3163 | 541-485-8575 | www.VersaLogic.com / tiger

Recipient of the VDC  
Platinum Vendor Award  

for five years running!
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others won’t. A lack of control over
which devices will work can increase
support costs and cause inconvenience
for end users.

Additionally, technology standards
change. The transition from SD to
SDHC provides a recent example – a
system designed to use SD cards prior
to the release of SDHC will not work
with SDHC cards unless the system’s
firmware is updated. Likewise, the fast-
changing consumer electronics market
virtually guarantees that a new technol-
ogy will emerge in the future with its own
compatibility issues (see Figure 1).
[Figure 1 | Despite maintaining physical compatibility, new consumer memory standards are not always backwards-compatible with systems designed for previous versions.]

Finally, using a consumer memory
device can increase the risk of data
theft. For example, a misplaced or
stolen USB flash drive that lacks encryp-
tion or other security features is vulner-
able to unauthorized access, as it easily
plugs into any PC. Likewise, using a
USB receptacle in an embedded design
allows USB flash drives to plug in, which
can increase the risk that data could be
pulled off the system or that a virus or
other malware could be transferred to the
embedded device.

High memory capacities are
usually unnecessary
Most consumer memory devices today
start at 1 GB or higher. As such, embed-
ded systems that require only kilobits or
megabits of memory to perform a desired
task are essentially paying for capacity
they don’t need.

Small physical size is not
always preferable
Some designs require a larger portable
memory device. For example, in cer-
tain military applications, a portable
memory device must be able to be easily
inserted and removed by a user wearing
arctic gloves.

While not always apparent early in the
design process, these overlooked con-
siderations should be examined before
deciding whether consumer memory
meets not only the design criteria, but the
expected use as well.

Unique demands of OEM
embedded system designs
Non-consumer OEM systems – those
intended for use in commercial, indus-
trial, government, medical, military, and
other demanding settings – are usually
designed to last for years. As a result,
portable memory used in these systems
must provide long-term availability
and reliability. These designs also face
demanding environmental conditions and
an increased emphasis on secure access.
Demands unique to non-consumer OEM
designs illustrate why consumer memory
devices’ light-duty construction, low
cycle life connectors, lack of security
features, and short product life cycles
can be detrimental to non-consumer
applications.

Rugged construction needed in
harsh environments
Many non-consumer OEM designs are
exposed to harsh environments. Outdoor
applications such as military, construc-
tion, and agriculture use portable memory
devices to transfer operation and mainte-
nance data between the base and vehicles
in the field. The memory device could
be exposed to vibration, dirt, moisture,
shock, temperature extremes, and rough
use. Light-duty consumer memory
devices and receptacles do not provide
sufficient protection or the environmental
ratings needed for harsh environments.

Frequent use and long-lasting designs
demand durable connector systems
Some applications require a portable
memory system with a high mated
cycle life rating. Vending machines, for

example, can utilize portable memory
to provide cashless vending in non-
networked environments. A consumer
can use the memory device to purchase
merchandise from the machine. These
machines often see 50-60 cashless trans-
actions per day. Rated at just 1,500 cycles,
a USB mating receptacle could wear out
in as little as 25-30 days.

Many OEM applications require
increased security
Accidental data spillage and computer
virus uploads have been under the micro-
scope in the government and commercial
sectors in recent years. In response, some
government branches and corporations
have banned the use of consumer mem-
ory devices to decrease these security
risks. The widespread availability of USB
flash drives and memory cards leaves
organizations vulnerable to data theft and
malicious viruses.

Long-term availability needed
Consumer memory is driven by the con-
sumer electronics market and therefore
subject to short product life cycles and
frequent obsolescence. Non-consumer
products often have very long product
life cycles, so components used in these
designs must be available long-term.

Traffic light controllers are an example
of long-lasting OEM designs that need a
portable memory solution with long-term
availability. Technicians use portable
memory to upload setup parameters to
the controllers. These important pieces
of transportation infrastructure can
be fielded for a decade or more, so a

Silicon | Memory devices

Figure 1 | Despite maintaining physical compatibility, new consumer memory 
standards are not always backwards-compatible with systems designed for 
previous versions.
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consumer memory device would likely
become obsolete over the controllers’
lifespan.

Portable memory applications that
require rugged construction, a high
mating cycle life, secure form factors,
or long-term availability best exemplify
when consumer memory devices should
not be considered for embedded designs.

Benefits of OEM portable memory
In response to the unmet needs of many
embedded systems, a less familiar cate-
gory of portable memory devices – OEM
portable memory – is emerging with a
unique focus on OEMs. These devices
provide the rugged construction, high
mating cycle life, secure form factors,
and long-term availability that consumer
memory products do not deliver.

Some portable memory manufacturers
produce “industrial” versions of con-
sumer memory products such as indus-
trial CompactFlash cards or industrial
SD cards. These so-called “industrial”
devices might offer an extended tem-
perature range, use slightly more robust
materials, and support a higher number
of write cycles. However, they still share
many of the drawbacks associated with
consumer memory devices: non-robust
low cycle life connectors, non-secure
form factors, potential obsolescence
issues, and a lack of harsh environment
ratings.

For the purpose of this discussion, true
OEM portable memory devices are
defined as purpose-built systems that
provide the following features.

Unique form factors and controlled
availability for baseline (physical)
security
OEM portable memory is most accu-
rately described as a memory system as
opposed to a singular device. Figure 2
shows an example of a typical OEM por-
table memory system, which consists of
a receptacle that integrates into a host
system and a memory key or token that
plugs into the mating receptacle. The
token or key will only interface with its
unique mating receptacle, which means
OEMs only have to test and support one
approved device.

[Figure 2 | A typical OEM portable memory system consists of (1) a receptacle and (2) a memory key or token.]

Additionally, unique form factors prevent
most unauthorized data transfers, help
protect the host system from malicious
files, and provide a new potential rev-
enue stream when an OEM becomes the
exclusive source of new/replacement
keys or tokens.

Truly rugged construction for harsh
environments and long-lasting designs
Truly rugged portable memory can
withstand extreme temperatures, rough
use, sterilization, chemical exposure, static
electricity, dust, dirt, moisture, shock,
and vibration. To meet these harsh envi-
ronmental requirements, some manufac-
turers use a solid over-molding process
that encases the electronic components
in specially engineered composite plastic
materials (see Figure 3).
[Figure 3 | A memory token with solid over-molded construction can meet harsh environmental requirements.]

The environmental capabilities of portable
memory devices do little good unless the

receptacle is also protected. Receptacles
in OEM memory systems should also
carry ratings consistent with the harsh
environments in which they will operate,
including IP ratings such as IP65 or IP67
or military environmental ratings such
as MIL-STD-810. These environmental
ratings allow OEM memory systems to
operate in harsh environments where con-
sumer memory devices would not survive.

High mating cycle life
OEM memory systems offer a higher
number of mating cycles than consumer
memory devices, ranging from 50,000
cycles to 200,000 cycles for certain
OEM receptacles. For example, an OEM
memory receptacle rated at 50,000 inser-
tion cycles would last a minimum of
13.5 years if used 10 times per day. To
put that into perspective, a typical USB
connector rated at 1,500 insertion cycles
that sees the same 10 insertions per day

Figure 2 | A typical OEM portable memory system consists of (1) a receptacle 
and (2) a memory key or token.

Figure 3 | A memory token with solid over-molded construction can meet 
harsh environmental requirements.
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would reach its rated cycle life in just five
months. Figure 4 compares consumer and
OEM memory device mating cycles.
[Figure 4 | Consumer memory connectors typically have low cycle life ratings compared to OEM memory receptacles.]

Long-term availability
Many OEM memory products have
remained unchanged for more than
20 years. Lower-capacity devices have
a proven track record of long-term
availability, as they utilize Electrically
Erasable Programmable Read-Only
Memory (EEPROM) or NOR flash non-
volatile memory ICs available from
multiple manufacturers. This longevity
significantly reduces the likelihood that
OEMs will have to requalify new mem-
ory devices over a system’s lifespan.

Overlooked OEM memory
considerations
While OEM memory systems typically
do a better job of meeting the unique
requirements of non-consumer OEM
applications, some design considerations
should be weighed against the benefits
offered by consumer memory devices.

Impact of the consumer
memory market
Unlike low-capacity OEM memory,
high-capacity OEM memory typically
utilizes NAND flash technology, just
as consumer memory products do. As a
result, the long-term availability of these
high-capacity devices can be affected by
the consumer market. However, OEM
memory systems based on NAND flash
technology typically offer better long-
term availability than consumer products
by using qualified/consistent sources,
utilizing configuration control, and
providing built-to-last designs.

Focus on low-capacity applications
Many OEM memory systems are geared
toward the low-capacity applications
that are more prevalent in non-consumer
embedded systems. However, as pre-
viously stated, some newer OEM
memory systems offer higher capacities
that match those of consumer memory
products. Most important to engineers
is that the chosen memory solution be
offered in a range of memory capaci-
ties that best meets the system’s specific
memory capacity.

Costs
Bit-for-bit, OEM memory is typically
more expensive than consumer mem-
ory. However, the longevity and con-
sistency that OEM memory systems
provide can result in a lower total cost
over the system’s lifespan. Compared to
consumer memory devices, OEM mem-
ory systems reduce the likelihood that
OEMs will have to waste valuable engi-
neering time requalifying new memory
devices or redesigning their systems
because of memory device failure or
obsolescence.

Which is better?
It depends on the application
Deciding between consumer and OEM
is a likely first step in choosing a por-
table memory solution for an embedded
design. In many cases, both will work.
For successful OEM designs, however,
engineers need to think beyond “Will it
work?” and consider the long-term impli-
cations and the environment in which the
system will be used.

While consumer-focused components
are less prevalent in non-consumer OEM
designs, it is hard to argue with the con-
venience, high memory capacity, small
size, and low cost that USB flash drives,
SD cards, and other consumer devices
can provide. Nonetheless, the short life
of consumer memory products is ines-
capably tied to the fast-paced consumer
electronics market.

Consumer memory manufacturers are
not “anti-OEM”; they’re simply meeting
the demands of a consumer market that
does not need or care about performance
requirements unique to non-consumer
OEM applications. When rugged con-
struction, a high mating cycle life, secure
form factors, and/or long-term availability
are higher priorities, a purpose-built OEM
memory system is likely a better fit. For
example, Datakey Electronics’ newest
series of RUGGEDrive portable memory
offers memory capacities up to 32 GB and
fast throughput, providing OEM design-
ers with a more reliable alternative to con-
sumer memory products for high-capacity
applications in embedded designs.  
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The unstable power conditions of outdoor applications 
such as telecommunications/networking and embedded 
systems run the risk of data loss and drive corruption during 
a sudden power failure. Power failures result in downtime as 
embedded systems are reformatted and operating systems 
are reinstalled. Furthermore, overall productivity decreases 
as cost of ownership increases for industrial-grade memory 
solutions, which are specifically designed for reliability in all 
conditions for mission-critical applications.

NAND flash solid-state drives and embedded modules 
offer superior reliability and power consumption from 
traditional rotating media. Flash controllers typically utilize 
internal volatile SRAM data buffers and are thus susceptible 
to data corruption under sudden power down. A power 
backup function is required to sustain these active compo-
nents and completely prevent mid-transfer data loss.

Battery-based active power backup
Battery-based solutions are not ideal for any embedded 
applications due to their need for replacement over time 
and are not an acceptable solution due to the high cost of 
in-field maintenance. 

Supercap-based active power backup
Supercaps offer sustained power to vital components 
allowing for completion of controller and flash func-
tions, but due to certain limitations are not suitable for 
industrial applications. Supercaps are well known for 
their  sensitivity to temperature change and their ten-
dency to lose capacitance and functionality at extreme 
temperatures. Supercaps, like batteries, also cannot be 
i mplemented in small form factor embedded modules due 
to space requirements.

Tantalum capacitor-based active power 
backup example: ATP PowerProtector
The solid-state capacitor is a critical component that 
surpasses the natural limitations of existing supercap 
designs. The solid-state capacitor’s low series resistance 

and minimal sensitivity to temperature and humidity make 
it the ideal solution for extreme situations. In addition, the 
minimal space requirements of Tantalum capacitors allow 
for implementation in small form factor embedded mod-
ules. Table 1 compares the Tantalum capacitor with the 
other technologies available for sudden power down.
[Table 1 | Comparison of available technologies for sudden power down situations]

PowerProtector is a stand-alone hardware design that 
does not require specific controllers or customized firm-
ware. ATP PowerProtector’s stand-alone hardware design 
ensures a sufficient amount of reserve power during any 
power abnormalities such as unstable voltages and power 
outages. A backup power circuit ensures reliable controller 
and NAND flash operation during a power failure.

During a sudden power failure, the abnormality is discov-
ered by a power loss detection circuit that is integrated into 
the drive, activating PowerProtector. The drive then draws 
power from PowerProtector’s solid-state capacitors for 
reserve power, guaranteeing reliable drive operation. The 
solid-state capacitors allow the flash to finish  processing 
the last command or data.

The lifespan of an industrial-grade product is a critical 
 feature to consider, given that most products last more 
than five years. The average lifespan of supercap is less 
than two years; the capacitance will degrade over time and 
eventually fail to perform. In contrast, the solid-state capac-
itor of PowerProtector has an average lifespan of more than 
five years and no capacitance degradation.

Three actions that a drive typically performs are read, write, 
and erase. Under a sudden power failure, data integrity 
is usually not harmed if the drive is in the read process. 
However, this is not the case if the drive is in write or erase 
mode, and this is where PowerProtector can be advanta-
geous in keeping critical data protected.

ATP Electronics
www.atpinc.com 

THE SOLUTION FOR SUDDEN POWER DOWN  
IN NAND FLASH MODULES/DRIVES
By Alex Tseng, Product Manager, ATP Electronics

Silicon   SPECIAL ADVERTISING FEATURE

SOLUTION DESIGN EFFECTIVENESS RISK LIFESPAN WIDE TEMPERATURE

Tantalum cap Minimal space required Good Low >5 yrs Yes

Supercap Moderate space required Good Degradation <2 yrs No

Battery Larger space required Good Frequent replacement <3 yrs No

Table 1 | Comparison of available technologies for sudden power down situations
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Multicore Systems-on-Chip are multiplying the difficulties software developers face in 

enabling applications to scale linearly with available cores and fully leverage the increasing 

amounts of processing power available. Using Linux-based virtualization methodologies 

can meet the high-level requirements of multicore environments while avoiding increases 

in cost and complexity.

The scalability challenge
Whether software developers like it or
not, and whether they’re prepared for it
or not, virtually every semiconductor
maker worth their salt is producing
multicore Systems-on-Chip (SoCs).
These SoCs typically pair two or more
CPU cores with additional application-
specific hardware accelerators to provide
a complete system. For example, Cavium
Networks, NetLogic Microsystems, and
Freescale Semiconductor produce SoCs
for network processing, while Texas

Instruments and Broadcom make SoCs
for digital media devices.

For software folks, this presents the inter-
esting challenge of enabling applications
to obtain all the processing power avail-
able from these multicore SoC environ-
ments. How can developers make sure
their applications scale linearly with the
available cores, as well as fully utilize the
other SoC hardware components such as
media accelerators and packet engines?
To be clear, the scalability question is still

a real science project for many applica-
tions; however, there are systems to build
and products to ship, so developers can’t
wait for the theoretically perfect solution.

In the past year, MontaVista Software
examined numerous customer use cases
in a wide range of applications includ-
ing network processing, digital TV,
in-vehicle infotainment, super low-power
server Web hosting, and more. The goal
was to understand how a Linux-based
software solution could make full use

Using virtualization to maximize 
multicore SoC performance
By Jim Ready and Patrick MacCartee
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of the underlying SoC hardware across a wide range of application requirements. The
study identified the following high-level requirements that any solution must meet.

Multicore support
The demands of modern embedded systems are hastening the adoption of multicore
SoCs. These demands are further accentuated by the requirements to run multiple
systems simultaneously; thus, the solution must provide an efficient way of using and
managing multicore environments.

Security
Anything downloaded to a device is insecure by definition. The solution must effectively
isolate anything downloaded from the core device functions, and the downloaded
applications must not be allowed to contaminate other applications.

Resource congestion
Downloaded applications must be prevented from hogging system resources. The goal
is to effectively share resources such as memory, CPU time, and I/O. This sharing must
allow more important system functions to have priority over less important downloaded
applications.

Foreign system integration
Many environments run on top of a Linux kernel. However, these environments might
require different userland libraries, as well as different kernel patches. For example,
the Android system has its own device drivers and kernel patches. Ideally, the system
could run any userland that runs on a Linux kernel. The kernel patches and userlands
associated with these environments must be integrated with security and resource
sharing in mind.

This analysis led to the development of a Linux-based architecture that maximizes the
underlying power of today’s powerful multicore SoCs.

Architecture overview
To understand the overall architecture of this software, it is necessary to know a bit about
modern Operating System (OS) environments, most notably virtualization technology.
But be careful; there’s a lot of hype around virtualization (or, as we like to say, a lot of
hype around hypervisors).

Virtualization is a method for dividing a computer’s resources into multiple execution
environments. There are three major categories of virtualization in use today, with the
key difference among them being the layer where virtualization occurs:

❯ Full virtualization and paravirtualization: These types of virtualization
are used to host multiple guest OSs that are isolated from one another.
While highly functional, the performance (without a great deal of optimization)
is very low due to the overhead of the hypervisor and multiple OSs. Examples
include QEMU, Kernel-based Virtual Machine (KVM), Zen, and VMware.

❯ OS resource virtualization: This type of virtualization is used to isolate
and scale applications using a single OS. The advantage here is a single OS
and lower overhead, typically less than 1 percent in most cases. Because
there is so little overhead, the ability to scale and/or optimize performance
is a huge benefit. Examples include Linux Containers and BDS Jails.

❯ Hardware segmentation (Asymmetric Multi-Processing or AMP):
This high-performance configuration dedicates hardware to specific applications
running in user mode for maximum performance. This can be achieved using
a simple runtime executive or leveraging OS resource virtualization and
processor core affinity capability to dedicate cores and I/O to processes with
almost no overhead.
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Software | Embedded Linux, tools    

These types of virtualization offer differ-
ent performance characteristics, require
different setup and maintenance overhead,
introduce unique levels of complexity
into the runtime environment, and address
different problems.

While the industry is currently focused
on pushing fully virtualized hypervisors
as the one-size-fits-all solution to mul-
ticore optimization, the reality is that
embedded developers need a range
of options that can be tailored to spe-
cific application needs. Developers will
require some combination of one or more
of these virtualization technologies to
deliver products that fit within hardware
constraints and meet design perfor-
mance characteristics. In short, the trick
is to match the application with the right
OS services to meet the overall system
requirements, which can include perfor-
mance, reliability, and security.

MontaVista provides three methods of
virtualization based on nonproprietary,
open-source Linux technology and
supported across multiple processor
architectures. Because it is a single run-
time, there is one compiler and one set of
tools that can be used for any use case or
combination of use cases. Figure 1 shows
an overall picture of this approach. These
three methods are:

❯ KVM Hypervisor
(full virtualization)

❯ Linux Containers (OS
resource virtualization)

❯ MontaVista Bare Metal Engine
(OS resource virtualization and
SoC hardware segmentation)

[Figure 1 | One compiler and one set of tools can be used for any use case or combination of use cases with MontaVista’s three methods of virtualization.]

Microserver use case
The idea behind microservers is to utilize
smaller, more energy-efficient proces-
sors to lower the physical and energy
consumption footprint of a class of
Web-centric IT applications. For certain
workloads, several low-power processors
can be more efficient than fewer, more
powerful processors. Cavium Octeon
processors and those from other semi-
conductor suppliers are well-suited to
meet the density and power efficiency
requirements underlying the microserver

concept on the basis of the power
efficiency of the cores themselves. These
SoCs also include dedicated hardware
to handle the front-end security and
encryption/decryption processing that
Web-based applications require.

From a software perspective, MontaVista
Linux Containers and Bare Metal Engine
technology help complete the picture.
Containers are used to provide OS-level
virtualization, allowing very efficient vir-
tualization of the workload requirements.
For example, Containers can be used to
host thousands of independent websites,
each securely isolated from each other.
Containers allow the precise control of
runtime resources allocated to each con-
tainer, so each website can be limited
to the performance levels the customer
has purchased. Or, more importantly, a
rogue website can be stopped from over
consuming resources using the same
mechanisms, thus thwarting a denial-of-
service type of attack.

Bare Metal Engine provides the runtime
environment for the security and encryp-
tion/decryption operations each of these
hosted websites requires. For example,
a 32-core SoC can utilize most of the
cores for application processing with a
few dedicated to packet processing, all
controlled by one Linux instance.

Linux offers a simple solution
It is a widely held misconception that
a combination of Linux and either a
Real-Time Operating System (RTOS) or
simple runtime environment must be uti-
lized to fully realize the high performance
available with multicore processors.
Fueling this misconception is the thought
that Linux itself is incapable of meeting
the requirements because it is too big,
too slow, and not real-time. This fallacy
also drives the requirement that hyper-
visors and/or virtualization must mediate
and isolate the different runtime environ-
ments and facilitate intercommunication
among them. Often it is the RTOS
vendors themselves who perpetuate this
erroneous belief.

In the end, these misconceptions about
Linux drive added complexity and
costs into the development process.
Complexity increases due to multiple
runtime and development environments
(one each for Linux, the RTOS, and
possibly the hypervisor). Costs increase
because of royalties for the proprietary
RTOS and hypervisor, not to mention the
added costs created by the development
complexity itself, with more developers
needed for a longer period of time.

The approach to use Linux everywhere
and fix it where it might not meet some

Figure 1 | One compiler and one set of tools can be used for any use case or 
combination of use cases with MontaVista’s three methods of virtualization.
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requirements results in a single OS envi-
ronment, single tool chain, and common
development and debugging tools for all
aspects of the application. As Einstein
said, “Make everything as simple as pos-
sible, but not simpler.”  
[Figure 2 | 250 | center | ECD in 2D: Jim Ready discusses the technologies available for virtualization in an embedded Linux environment and explains why virtualization involves a lot more than simply running different OSs in a hypervisor. Use your smartphone, scan this code, watch a video: http://opsy.st/r1owBS. ART]
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discusses the technologies 
available for virtualization 
in an embedded Linux 
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involves a lot more than simply running 
different OSs in a hypervisor. Use your 
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IVI middleware ushers 
in era of open source for 
auto industry

While vehicle infotainment capabilities are evolving rapidly, technology 

advancements can be stymied by lack of reusable software code. Joel shares how 

the GENIVI Alliance addresses basic infotainment functionality requirements through 

its open-source middleware compliance program, allowing OEMs to focus on 

developing their own automotive system innovations.

ECD: What is the GENIVI Alliance,
and how does it help developers?

HOFFMANN: The GENIVI Alliance
is a nonprofit consortium of automak-
ers and their suppliers designed to align
requirements, compliance, and software
development of In-Vehicle Infotainment
(IVI) middleware in the context of open-
source Linux (see Figure 1). IVI middle-
ware differentiates an IVI software stack
from a general-purpose Linux Operating
System (OS). The GENIVI founders
developed a working example that con-
vinced otherwise conservative automak-
ers that the era of open software develop-
ment has arrived for this industry.

This follows many other industries,
including telephony switches, nearly
every consumer device such as Android
phones, and of course massive servers
and compute engines used in industry
research, development, and production.
All of these touch the automotive indus-
try, but GENIVI is the first to place open-
source technology in the vehicle itself.
[Figure 1 | Current software development projects within the GENIVI Alliance ecosystem are laying the foundation for a reusable, open-source IVI platform.]

ECD: What are the latest IVI
technologies, and what can we expect
in the near future?

HOFFMANN: Basic infotainment
functionality such as GPS navigation,
media player, multichannel audio mix-
ing, complex network routing, multiple
tuners, diagnostics, and storage are con-
sidered basic requirements today. The

innovation zone surrounds safety, secu-
rity, and expandability. GENIVI focuses
on the basics and leaves innovation up
to individual members. This protects
profitability in the supply chain while
accelerating these innovations to market,
nearing the pace of consumer electronics
development.

Imagine rain/ice sensors that look ahead
half a mile or more to know where you
are going, not just where you are right
now. Those same sensors will be used
to help you find a parking space with a

220 V power outlet if needed. While sit-
ting in the lot, the car will contact you if
a predator comes along or if another car
bumps into you, capturing a photo of the
license plate in the process.

GENIVI enables all of this by gradu-
ally neutralizing the cost of developing
the software basics. Previously, each
car model and program lacked software
code that could be reused in the next
generation. OEMs did not like being held
captive to a single supplier, and so their
purchasing requirements would change

Joel Andrew Hoffmann, Board Director, GENIVI Alliance
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Figure 1 | Current software development projects within the GENIVI Alliance 
ecosystem are laying the foundation for a reusable, open-source IVI platform.
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vendors from year to year, breaking the 
continuity. Building on a GENIVI com-
pliant basis, OEMs will develop their 
own added value and establish intellec-
tual property they can own and reuse.

ECD: The GENIVI Alliance gave the 
first live demo of the Multi-Architecture 
Middleware Platform, the “Apollo 
baseline,” at the Consumer Electronics 
Show earlier this year. What other 
projects are in the works, and when are 
they planned for release?

HOFFMANN: Apollo was a proof 
point to confirm that GENIVI middle-
ware could be built into a complete head 
unit with the help of additional applica-
tions provided by the Linux Foundation 
MeeGo project. GENIVI recently 
released its Specification 1.0 to mem-
bers, incorporating all technical require-
ments agreed upon by present OEM 
and Tier 1 members. Accompanying the 
specification is a registration program 
whereby members can submit products 
for approval. This is the primary deliv-
erable of the alliance, as members build 
their solutions around the specification 
according to the complete set of require-
ments for a development program.

ECD: How do IVI developers balance 
device functionality with driver safety?

HOFFMANN: In the near future, 
expect your IVI system to be able to 
communicate with you more safely, not 
requiring distraction from driving, while 
being responsive to commands you issue 
directly by touch or subtly by a quick 
head movement or eye wink. Expect 
the IVI system to know what’s happen-
ing inside and outside the car based on a 
range of sensors (cameras) that assemble 
a composite view of your surroundings 
and will interrupt you if driving condi-
tions change. 

These technologies exist in the open-
source space but need to be hardened to 
meet the rigorous automotive require-
ments for quality, reliability, and durabil-
ity. After all, the software contained in 
the car you drive out of the dealership lot 
often does not change for 10 years. Car 
owners are not accustomed to the idea of 
software updates that could potentially 
affect the drivability of their vehicles.

Figure 2 | The GENIVI compliance program process provides 
standardizations allowing developers to deliver systems that will run on 
all GENIVI compliant products.

ECD: Is there a certification standard or process for IVI products?

HOFFMANN: Not so much a certification process, but rather a compliance program 
(see Figure 2). Since the IVI industry is fragmented, this is likely the first program of its 
kind. GENIVI systems architects review the member application against the requested 
GENIVI specification and approve products that meet the requirements. OEMs are 
assured by members with compliant products that when they specify “must be GENIVI 
compliant,” they will receive a system that not only will cost less to implement and 
 support over time, but also can be built upon by a range of suppliers.
[Figure 2 | The GENIVI compliance program process provides standardizations allowing developers to deliver systems that will run on all GENIVI compliant products.]

The processes for improvement within GENIVI as well as externally in the  open-source 
projects that support it promise to provide continuous improvement and the highest-
quality software available. GENIVI members actively play a role in improving the 
specification, functions, and code. This is an ambitious effort compared to most 
 standards-only groups since code development is an integral part of the GENIVI 
 process. However, the benefits are clear in time to market and cost savings for the  
automotive industry. The time is right for such an innovation.    

Joel Andrew Hoffmann is board director 
of the GENIVI Alliance as well as the 
business analyst for Intel’s Automotive 
Solutions Division. He represents Intel’s 
founding charter role in the GENIVI 
Alliance as a director on the board and 
chair of the marketing council. He is 
 responsible for Intel’s Connected Car 
Services initiative and acts as a liaison 
with Intel Research, exploring and in-
tegrating new usage models and user 
experiences for IVI with the division’s 
next-generation platforms. Prior to  
Intel, he was involved in computing and 
networking with AT&T, Banyan Systems, 
and as an independent consultant.

GENIVI Alliance 
925-275-6634 
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systems gear up for 
future challenges

Earlier this summer, Freescale Semiconductor and QNX Software Systems 

announced their strategic partnership for jointly developing embedded solutions, 

including in-vehicle digital instrument clusters that enable graphics deployment and 

updates across multiple vehicle lines. Andy and Paul discuss how their respective 

companies are addressing the challenges of developing automotive infotainment 

systems and describe how scalable platforms – particularly those based on multicore 

architectures – can simplify the design process.

ECD: What are the biggest
challenges your customers talk to
you about when looking to design
automotive infotainment units?

GRYC: Automakers and Tier 1 auto-
motive suppliers face many challenges,
but implementing connectivity in mobile
devices has become one of the most
prevalent. Done right, mobile connectiv-
ity can help differentiate a vehicle and
boost its desirability. But it also raises
several issues:

❯ User satisfaction versus
driver distraction: How do
you design an infotainment
system that can leverage the
immense variety of apps and
Internet services available
on mobile devices while
minimizing driver distraction?

❯ Time to market: How do you
ensure that, by the time the car
becomes available to the general
public, its device connectivity
isn’t already obsolete?

❯ Time in market: Given that
an automobile’s life cycle is
10x longer than that of the
average mobile device, how
do you keep the car relevant?
How do you ensure it continues
to work with the latest mobile
apps and services?

SYKES: In addition to the very impor-
tant challenges related to mobile con-
nectivity, customers want to balance the
right set of features with the following
system parameters:

❯ Performance: Given the growing
sophistication of in-vehicle
connectivity, applications, and
Human-Machine Interfaces
(HMIs), how can the customer
ensure that the system will
have enough performance to
support the features required?

❯ Cost: An infotainment platform
might need to support several
configurations to span across a
broad portfolio of vehicles. How
do you optimize the development
and bill of materials cost of
the platform while meeting the
unique needs of each vehicle?

❯ Power consumption: How
can the customer minimize
power consumption to offset
an ever-increasing number of
vehicle engine control units and
the hybrid vehicle trend?

ECD: As the market matures and
end-user expectations grow, user
interfaces in automotive infotainment
systems are becoming richer and more
graphics-intensive. What’s being done
to keep up with these requirements?

GRYC: Infotainment system designers
are tapping into multiple standards and
technologies, including Adobe AIR,
HTML5, and OpenGL ES. Problem is,
none of these can address every require-
ment. Thus, we provide a “universal
platform” that supports these various tech-
nologies simultaneously. That way, design-
ers can take a best-of-breed approach,
blending apps and user interface compo-
nents based on these technologies, all on
a single display. It comes down to flexibil-
ity; rather than force our customers into an
either/or approach, with all its attendant
risks, we have opted for a both/and model
that accommodates multiple environments.

SYKES: Graphical user interfaces in
the vehicle are becoming more popular.
As consumer devices such as tablets are
introduced with ever-increasing graphical
user interface capabilities, consumers
expect the same experience in their
vehicles. Freescale implements the latest
graphics and multimedia technologies
into our products, such as multiformat
1080p video encoding/decoding and
high-performance graphics processing
units with the latest graphics API
standards such as OpenGL/GL ES,
OpenVG, and OpenCL, and tests the
products’ ability to withstand the harsh
automotive environment for many years.
In addition, Freescale works with ecosys-
tem partners like QNX Software Systems
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Paul Sykes, Marketing Manager, Driver Information Systems, Freescale Semiconductor



to ensure that the software running on 
our products can take advantage of the 
hardware capabilities.

ECD: With today’s car owners desiring 
to bring their connected lifestyle to the 
automobile, what are the challenges to 
developing systems that easily integrate 
with smartphones and tablets? How are 
Freescale and QNX Software Systems 
addressing these challenges?  

GRYC: Automakers need to concentrate 
on designing upgradable, future-proof 
systems that keep pace with the rapid 
evolution of mobile devices and applica-
tions. More specifically, they must create 
a system that can reliably and securely 
support new or upgraded software with-
out affecting the system’s core functions. 
With this in mind, we equipped the QNX 
CAR Application Platform with several 
capabilities, including:

 ❯ Firewall and safety features, such 
as advanced memory protection 
to contain faults and adaptive 
time partitioning to prevent 
new applications from starving 
core processes of CPU time.

 ❯ A highly modular architecture that 
simplifies software updates using 
Firmware Over The Air (FOTA) 
techniques (see Figure 1).

[Figure 1 | To keep pace with the rapid evolution of mobile content and services, an infotainment platform must support fast, reliable updates. By using a delta file, Firmware Over The Air (FOTA) can minimize the bandwidth that updates require.]

SYKES: Mobile devices are integrated 
into the vehicle environment in various 
ways. For example, an iPhone or iPad 
might require a USB interface, while 
many smartphones use a Bluetooth 
interface. This integration poses many 
challenges, including:

 ❯ How to account for future 
devices or software upgrades 
for existing devices.

 ❯ How to protect the in-vehicle 
system from corruption or 
viruses while interfacing 
to portable devices.

Freescale solutions offer the hardware 
and foundation software required for 
interfacing to a multitude of existing 
and future mobile devices, whether they 
utilize a wired or wireless interface. 
However, the ability to interface is only 
part of the challenge. It is also impor-
tant to have available processing power 
to support future needs, which could 
include connections to other cars or to the 
transportation infrastructure. Once the 
interface is established, it is also neces-
sary to ensure that it is secure. The i.MX 
processor family offers features such as 
specialized hardware for software version 
control and trusted image execution that 
can help protect the system from unde-
sired software effects.

Figure 1 | To keep pace with the rapid evolution of mobile content and 
services, an infotainment platform must support fast, reliable updates. By 
using a delta file, Firmware Over The Air (FOTA) can minimize the bandwidth 
that updates require.
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ECD: What are some of the key
innovations both companies offer to
simplify the design process for auto
engineers? And how do you help
the general application development
community keep cars fresh with
new applications?

GRYC: For auto engineers, it’s about
creating a platform that has all the key
software technologies integrated into it.
In essence, we give them an out-of-the-
box infotainment system that has the
pieces they need – Operating System
(OS) platform, multimedia engine, graph-
ics frameworks, networking stacks, and
so on – to get their systems set up quickly.

For the application developer community,
it’s about providing support for HTML5,
Adobe AIR, and other standards so that
developers have the flexibility to apply
their expertise to automotive systems,
regardless of the application or the auto
manufacturer for which the applica-
tion is designed. For example, because
the BlackBerry PlayBook is based on
the QNX Neutrino OS, developers who
create applications for the BlackBerry
PlayBook could have a natural migration
path between application development
on the PlayBook and automotive systems
based on QNX Neutrino.

SYKES: It is also important to provide
scalable development solutions to the

customer. While some chipmakers focus
their solutions on a particular segment
of the infotainment market, the newest
i.MX 6 family of application processors
can cover the entire range of solutions
from entry to high end while maintain-
ing software compatibility (see Figure 2).
The entire family is based on standard
ARM processors in single and multicore
configurations and shares common foot-
prints and pin configurations. Hardware
can be designed without worrying if more
or less performance will be needed later.

[Figure 2 | Freescale’s i.MX 6 series of single-, dual-, and quad-core processors enable next-generation automotive infotainment with a powerful, scalable platform for multimedia and display applications.]

Prior to hardware development, the soft-
ware development process can start with
Freescale’s affordable automotive-focused
reference platforms that enable key system
functions, offer expandability to support
new functions, and include the software
base that allows the customer to start devel-
opment right away.

ECD: What has changed in automotive
infotainment that makes multicore CPU
architectures so attractive to developers
today, and how do Freescale and QNX
Software Systems take advantage of
these architectures?

GRYC: Simply put, there’s a lot more
going into cars, from video codecs to
3D navigation applications to high-level
languages with virtualized execution

environments, all of which have a serious
appetite for CPU cycles.

Multicore addresses this demand for
greater processing power by allowing
multiple applications to run in parallel.
For example, in a multimedia head unit,
you could dedicate one core to running
a compute-intensive process such as an
HTML5 browser and use the other cores to
run the remaining processes. Or you could
run in full Symmetric Multi-Processing
(SMP) mode and allow any process to run
on any available core.

From a software perspective, the QNX
Neutrino RTOS makes multicore dead
simple. Because QNX Neutrino employs
a true microkernel architecture, only the
OS kernel needs SMP awareness and
supporting logic. Applications, drivers,
networking stacks, and other multithreaded
processes can automatically take advan-
tage of multiple cores without having to be
rewritten or redesigned because the kernel
handles the details of scheduling threads
on each core. Moreover, our visualization
tools can analyze how the multicore
system behaves as a whole. This approach
offers deeper insight into the complex
system interactions typical of multicore
designs and allows developers to focus
their efforts on areas that yield the greatest
increase in parallelism and performance.

Figure 2 | Freescale’s i.MX 6 series of single-, dual-, and quad-core 
processors enable next-generation automotive infotainment with a powerful, 
scalable platform for multimedia and display applications.
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[Figure 3 | 250 | center | ECD in 2D: Andy explains how the Terminal Mode specification enables car infotainment systems to access new mobile phone apps as they become available by replicating the phone’s screen on the car’s controls or touch screen. Use your smartphone, scan this code, watch a video: http://opsy.st/pZUDe7. ART]

Andy Gryc is the automotive product marketing manager at QNX Software Systems. 
He has been a software developer and designer for more than 20 years. Prior to 
joining QNX Software Systems, he worked as the lead embedded software architect 
for GM OnStar, designed and implemented a speech recognition engine, and worked 
on software for palmtops and notebooks. 

Paul Sykes is a marketing manager with Freescale’s Driver Information Systems 
organization. He has more than 15 years experience in the semiconductor industry, 
including product development, program management, and marketing positions. He is 
currently focused on the automotive telematics, infotainment, and driver information 
application spaces. 

QNX Software Systems
info@qnx.com

www.facebook.com/pages/QNX-Software-Systems/92022217198 
@QNX_News, @QNX_Paul

www.qnx.com   

Freescale Semiconductor
www.facebook.com/freescale

@Freescale
www.freescale.com

SYKES: Multicore CPU solutions offer 
the benefits that Andy described while 
consuming less power than a  single 
core CPU with similar performance. 
This reduction in power consumption 
is important for all vehicles, but can be 
critical in hybrids. 

While some markets focus on achieving 
the highest performance for a  particular 
application, infotainment applications 
can greatly benefit from multicore CPUs 
because they require multiple simulta-
neous processes such as speech, audio, 
multimedia, navigation, and HMI. 
Single applications running across mul-
tiple cores will experience diminishing 
returns as the number of cores increases. 
In contrast, multiple applications in 
an infotainment system can be run as 
unique processes to optimize loading 
and take full advantage of each core’s 
available performance. As a result, the 
infotainment system achieves more 
processing power with better software 
load balancing, as well as lower power 
consumption.    

ECD in 2D: Andy explains how the Terminal Mode specification enables car 
infotainment systems to access new mobile phone apps as they become available 
by replicating the phone’s screen on the car’s controls or touch screen. Use your 
smartphone, scan this code, watch a video: http://opsy.st/pZUDe7.
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While Long-Term Evolution (LTE) cellular technology enables a variety of supercharged 

automotive infotainment applications, the novel technology introduces a number of 

engineering challenges regarding network handoff and antenna complexities. Designers 

need to evaluate these considerations before they can unlock LTE’s potential for advanced 

data management, cost savings, and a better user experience.

Imagine being able to take your Netflix account on your next
road trip and letting your kids stream their favorite movies on
demand. Imagine jumping onto a video conference for some
last-minute prep for a big meeting while getting a ride to the
airport. Imagine watching real-time video of upcoming traffic
problems taken from other drivers’ vehicles and streamed right
to your dashboard.

You don’t have to imagine much longer. High-quality video
streaming to the vehicle is almost here, and new Long-Term
Evolution (LTE) cellular technologies are making it happen.
Network-based In-Vehicle Infotainment (IVI) systems such as
Ford SYNC have been on the market for several years, offer-
ing a variety of cloud-based media, maintenance information,
emergency assistance, and other services. These applications

are about to get supercharged with the wide-scale deployment
of LTE technology.

LTE networks operate at data rates up to 100x faster than today’s
2G and 3G cellular connections, bringing the horsepower of
fixed-line home broadband connections to the vehicle. They
also provide much better range, especially in rural areas that are
underserved by 3G data networks.

However, LTE introduces some significant challenges for system
designers and automotive engineers, including more complex
network handoffs and antenna requirements and the need for
ample flexibility to accommodate evolving standards and tech-
nologies. What do system designers need to know about LTE,
and what can they do to make the most of it?

LTE in the driver’s seat
By Pierre Teyssier
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LTE advantages
While today’s IVI systems use an assortment of network connec-
tivity technologies, current trends indicate that LTE is the future 
of networking. The Global Mobile Suppliers Association reports 
that, as of September 2011, 237 operators in 85 countries are 
deploying LTE, with 26 networks now commercially launched. 
In fact, LTE is the fastest developing mobile system rollout in the 
history of the industry, and for good reason.

First, LTE can enable a superior user experience, with increased 
capacity and theoretical peak download/upload speeds of 
100 Mbps/50 Mbps. LTE also operates with as little as one-tenth  
the latency of current 3G technologies. This means that an  
LTE-equipped vehicle can load a standard Web page in less than 
a second, compared to a typical 3G network with 100 millisecond 
latency, which takes five seconds to load the same page regard-
less of connection speed. For in-car video services, this reduced 
latency translates to a significant and immediately noticeable 
improvement in the user experience.

As an IP-based technology, LTE also has a more advanced 
control plane and data plane system. This enables IVI systems 
to employ sophisticated data management and prioritization 
schemes and allows drivers to access multiple network services 
and applications simultaneously.

Unlike previous-generation cellular systems, LTE is ex- 
tremely flexible and can be deployed over several different 
frequency bands, including frequencies currently used for 
2G and 3G services. As operators refarm their spectrum for 
LTE, many are deploying new high-speed networks in lower 
spectra (especially the 1,800 MHz frequency), improving the 
range of cellular data services considerably when compared to 
3G technologies.

Finally, LTE’s simplified IP core and transport networks, 
as well as its ability to reuse existing 2G cell sites for LTE   
services, allow operators to deploy LTE networks more quickly 
and inexpensively. Ultimately, this cost savings gets passed down 
the line, lowering the cost per bit for in-car connected services 
and making high-quality HD video applications a viable business 
proposition.

The potential of LTE for IVI services is considerable. However, 
LTE technology also introduces some significant engineering 
challenges  – most notably, more complex handoffs between LTE 
and non-LTE networks. 

Shifting between operating modes
On today’s roads, any LTE-equipped vehicle will enjoy  pockets 
of high-speed LTE connectivity separated by long stretches with 
only 3G or even 2G network co verage. In this environment, 
 having a good LTE radio is not enough. Designers need a  system 
that can effectively navigate complicated handoffs between 
 different technologies and maintain a consistently high-quality 
user experience across the network as it is today, as well as the 
network of the future.

In any viable IVI system, the LTE module or modem must 
be capable of functioning with combinations of 3G, 2G, and 
evolved High-Speed Packet Access (HSPA+) networks as well 
as LTE, potentially in multiple frequency bands depending on 
where the vehicle will be sold. And it’s not enough to simply hand 
off the session in a way that is transparent to the user. The  system 
also must employ some intelligent decision-making capacity 
to choose the best possible connection at all times. If you’re 
videoconferencing with your team on the way to an important  
meeting, for example, and your car switches from LTE to 2G 
even though 3G service is available, it will be little consolation 
that you still technically have a data connection.

All of these potential modes and frequencies raise basic engi-
neering challenges. Operating with 2G, 3G, and LTE, as well as 
managing handoffs from each mode to all others is a much more 
complex proposition. Engineers must integrate radios for each 
connectivity type (possibly in multiple frequencies) and test each 
one individually, in addition to all possible handoffs. 

Given these complexities, it is essential to look for cellular 
 solutions from vendors with broad expertise not just in LTE, 
but also in other 2G and 3G technologies. LTE suppliers should 
demonstrate their success developing solutions that operate in 
multimode environments.

Because LTE is being implemented in many different ways 
over many different frequencies, it’s also a good idea to work 
with a supplier who has developed a broad range of successful  
LTE solutions (modules, hotspots, USB modems, and so on) 
in  different markets. Along those lines, system designers 
should seek global suppliers who can pursue certifications with 
 multiple network operators worldwide and offer precertified LTE 
 solutions for many markets.

Thinking about antennas 
Antennas have been a mature, reliable technology for many 
years in 2G and 3G systems, but for LTE in-vehicle systems, 
they can be a significant challenge. LTE relies on Multiple Input 
Multiple Output (MIMO) antennas, which are inherently more 
complex than those used in 2G or 3G systems. Balanced antenna 
structure, coherent distance (antenna separation), polarity, and 
even directionality become critically important, and systems 
that do not properly account for these factors deliver a notice-
ably degraded user experience.

In addition, while the lower-frequency bands on which LTE 
 operates improve range, they also increase electrical noise. So 
antennas must not only account for more complex requirements, 
they must do so in a noisier environment. Given the fact that 
many operators are rolling out LTE in existing 2G cell sites, 
 network coverage might also be less optimal than it would be in 
a network built from the ground up for LTE services.

To address these factors, system designers should make sure 
they work with vendors who offer a high level of expertise in the 
 specialized discipline of antenna design and testing.
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Flexibility for the future
One of the biggest challenges associated with LTE technology
is simply its novelty. LTE systems work – the new network
deployments launching each month testify to this fact – but LTE
is still very much an evolving technology. For example, while
the industry is developing an IP-based voice and SMS messag-
ing capability for LTE (the Voice-over-LTE, or VoLTE initiative),
there is currently no industry-wide standard for implementing
these services. In addition, LTE is evolving to LTE-Advanced,
which will support even faster data rates.

When developing LTE-based infotainment systems for vehicles
that will be on the road five, six, or 10 years down the line,
designers need to be sure they are using solutions with enough
headroom to accommodate evolving standards and technologies.
They should look for programmable LTE modules and modems
that will allow them to embed application and communication
intelligence into the cellular module, as well as add new capa-
bilities over time via over-the-air software updates. They should
look for modules built with operating system-like processing
capabilities, if not actual lightweight operating systems. Along
those lines, they should seek out cellular vendors with robust
development platforms that provide everything designers need
to build and continually evolve in-vehicle cellular solutions.

For example, Sierra Wireless offers its AirPrime AR Series
of wireless modules designed specifically for the automotive
industry (see Figure 1).
[Figure 1 | AirPrime AR Series wireless modules are developed from the ground up to achieve rigorous compliance with automotive specifications, providing high-quality performance under harsh operating conditions.]

Don’t drive alone
The facts are clear: LTE is coming, and it will unlock a world
of new possibilities for in-vehicle communications and applica-
tions. Moreover, it is just as clear that delivering LTE IVI systems
is not a straightforward proposition.

With mature 2G and 3G technologies, it might have been possible
to simply add a cellular modem to an otherwise isolated infotain-
ment system. To develop a high-quality LTE solution, however,
system designers will benefit greatly from working with an
established supplier who can navigate the unique challenges and
potential pitfalls of the technology. From shepherding the system
through operator certifications to assuring the solution accounts
for unique network implementations in target markets, a strong
wireless technology partner can make the journey to tomorrow’s
infotainment systems a much smoother ride.  
[Figure 2 | 250 | center | ECD in 2D: To ensure wireless reliability and reduce total cost of ownership, Sierra Wireless AirPrime AR Series embedded modules meet stringent environmental requirements and support high-volume production.Use your smartphone, scan this code, watch a video: http://bit.ly/ntcSUH. ART]

Pierre Teyssier is senior VP of engineering
for the M2M Embedded Solutions Business
Unit at Sierra Wireless. Prior to joining
Sierra Wireless, he served as VP of
operations and smart business solutions
at Wavecom and director of manufacturing
at Axiohm, and also worked as a software
engineer at Enerdis.

Sierra Wireless 
PTeyssier@sierrawireless.com  

@SierraWireless 
www.sierrawireless.com 

Figure 1 | AirPrime AR Series wireless modules are 
developed from the ground up to achieve rigorous 
compliance with automotive specifications, providing 
high-quality performance under harsh operating 
conditions.

ECD in 2D: To ensure wireless reliability and reduce total 
cost of ownership, Sierra Wireless AirPrime AR Series embedded 
modules meet stringent environmental requirements 
and support high-volume production. Use your 
smartphone, scan this code, watch a video:  
http://opsys.st/ntcSUH



200+ speakers, 150+ technical sessions, 
100+ ARM IP experts, a single architecture—
join the community defi ning the future.

ARM® TechCon™ 2011 is your “can’t miss” opportunity to 

unlock the proverbial Rubik’s cube of design challenges. 

    Immerse yourself in the latest technologies for chip 

design utilizing advanced manufacturing technology. 

   Connect with experts and learn industry-leading 

strategies and methodologies for optimizing your 

ARM IP-based design.  

   Learn proven techniques for accelerating your design 

with leading operating systems and software.  

Advance your knowledge of the best-in-class techniques for 

designing with the leading embedded microprocessor 

architecture—ARM. It’s simply a smarter way to 

design everything from sensors to servers. The design
possibilities are endless, but the seats are not. 
Go to ARMtechcon.com and register today.

ARMtechcon.com   

Unlock the potential 
of ARM-Powered® designs. 

Optimize power consumption, leverage advanced process technology,
and gain effi ciency in your next embedded design.

Chip Design Day

October 25

Software & Systems Design Days

October 26-27

The Santa Clara Convention Center

Santa Clara, CA

Join the community defi ning the future



Bridge joins interconnect protocols
As embedded designers start each new project, they face the potential challenge of matching 
the latest high-performance computing devices with legacy peripherals. Targeting these challenges, 
Integrated Device Technology (IDT) recently announced a protocol-conversion bridge allowing designers 
to connect the latest x86 processor technology with existing backplane interconnect technologies. 

The IDT Tsi721 is a PCI Express-to-RapidIO bridge that allows existing systems in the wireless, 
defense, imaging, and industrial markets to maintain their high-performance, low-latency, and high-
flexibility characteristics with Intel’s latest PCI Express-based architecture. Conversely, the enterprise 
cloud computing and server markets that already use PCI Express-enabled processors can now take 

advantage of RapidIO as a backplane interconnect. The IDT Tsi721 offers eight direct memory access and four messaging engines, 
each capable of transferring data and operating at line speeds of 16 Gbps. This simplifies system-level software development by 
enabling the allocation of multiple engines per core in a multicore, multithreaded system. The IDT Tsi721 is available in a 13 mm 
x 13 mm FCBGA package and is priced at $49 each in volume. IDT offers Tsi721 software support for Linux and Windows. 

 Integrated Device Technology | www.idt.com | www.embedded-computing.com/p52449

Development kit eases MCU start-up
With microcontroller manufacturers integrating more and more features and functions into each 
new generation, users are finding it difficult to adapt existing development hardware to match the 
changes. In support of these users, IAR Systems has delivered a complete starter kit for the new 
STM32 F-2 series of microcontrollers from STMicroelectronics. The new series is based on the ARM 
Cortex-M3 and combines 90 nm process technology with an adaptive memory accelerator and a 
multilayer bus matrix. 

The IAR KickStart Kit for STM32F207 includes an evaluation board, software tools, a debug probe, 
example projects, and board support packages for several Real-Time Operating Systems (RTOSs). The evaluation board is supplied 
with an STM32F207ZG microcontroller, color LCD, connectors for USB host, USB On-The-Go, Ethernet, and other peripherals. 
Debug connectors for Embedded Trace Macrocell, Serial Wire Debug, and JTAG are also included. The KickStart Kit for STM32F207  
is available now and is priced at $289.

IAR Systems | www.iar.com | www.embedded-computing.com/p53521  
STMicroelectronics | www.st.com | www.embedded-computing.com/p53522 

Sensors fit pneumatic control applications 
Medical and industrial applications such as gas sampling/collection, respiration screening, 
and blood analysis systems that monitor and control pneumatic flow are among the specialized 
embedded projects that require accurate pressure sensors. For these applications, Honeywell 
introduced a new series of uncompensated and unamplified board-mount pressure sensors. 

The TruStability NSC Series offers a ratiometric analog output for reading pressure over the 
specified full-scale pressure span and temperature range. Because they are uncompensated 
and unamplified, the sensors offer infinite resolution on the pressure signal and the frequency 

response is limited only by the measuring system. Ranging from 1 to 150 PSI, these sensors will operate from -40 °C to +85 °C 
and are available in absolute, differential, and gage types. 

 Honeywell International | www.honeywell.com | www.embedded-computing.com/p52908 

Controller extends touch-screen features
With smartphones and tablets leading the way, consumers now expect touch-screen interfaces 
on most new portable embedded products. With high-volume consumer applications such as GPS, 
gaming consoles, and digital still cameras in mind, Atmel released the Atmel maXTouch mXT112E 
controller optimized for a wide range of 2.8" to 3.5" touch screens. 

The new controller enables single-layer touch screens and features advanced signal processing 
algorithms to lessen interference from LCD displays and environmental or charger noise. The 
Atmel maXTouch mXT112E provides 12-bit x 12-bit touch position reporting along with a report 
rate of up to 250 Hz. For advanced gestures, the controller allows up to four simultaneous touches and rejects unintentional 
touches caused by a gripping hand. The controller can also support a narrow passive stylus input even while the user’s hand is 
resting on the screen in a natural writing position. The maXTouch mXT112E is available now and comes in a 5 mm x 5 mm x 0.6 mm 
Quad Flat No leads (QFN) package.

 Atmel Corporation | www.atmel.com | www.embedded-computing.com/p53110
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Linux platform integrates high-end graphics
As embedded devices in multiple industries become universally connected and grow in 
complexity, users expect a sophisticated, interactive interface with high-end, real-time graphics 
capabilities. To meet these demands, Wind River released an update to its commercial embedded 
Linux runtime and development platform. Wind River Linux 4, Update Pack 2 is the first commercial 
embedded Linux platform to provide a fully integrated graphics software stack, from the board to 
the user interface framework level, for the latest Intel and Texas Instruments processors. 

The pre-integrated graphics stack works out of the box using the latest hardware and graphics 
drivers, including Intel Embedded Media and Graphics Driver on the Intel Atom processor and with OpenGL and PowerVR drivers 
on Texas Instruments’ TI Sitara ARM and OMAP35x processors. This stack bundles the latest versions of popular graphics applications 
and is optimized for embedded development. In addition, Linux Standard Base (LSB) certification assures compatibility with all  
LSB-compliant third-party applications.

Wind River | www.windriver.com | www.embedded-computing.com/p53527

Serial devices enable next-generation connectivity
The next generation of computing architecture destined for embedded designs includes high-speed 
serial protocols such as USB 3.0 at 5.0 Gbps, DisplayPort 1.2 at 5.4 Gbps, and PCI Express 3.0 at 
8.0 Gbps. These new protocols will bring significant performance improvements such as 3840 x 2160 
graphics resolution, connectivity speeds over 10x faster than current USB 2.0, and almost double the 
bandwidth of key chipset I/O. 

To maintain the signal integrity of these high-speed serial signals across an embedded system 
and external cables, Pericom Semiconductor recently introduced four new USB 3.0 ReDriver signal 
integrity products (PI3EQX774XXX), a new DisplayPort 1.2 ReDriver (P2PPI3EQXDP), and two 

PCI Express 3.0 signal switches (PI3PCIE341X). OEM pricing for these switching, timing, and signal conditioning devices start at 
less than $2, and production quantities are available now.

Pericom Semiconductor | www.pericom.com | www.embedded-computing.com/p53528

Lower-noise op amps boost signal accuracy
Embedded applications in the consumer, industrial, and medical markets such as sensor, signal 
conditioning, and instrumentation that require low noise, low-voltage operation, high precision, and 
low drift can benefit from the performance and features of the new MCP6V2X family of operational 
amplifiers (op amps) from Microchip Technology. The new devices feature a self-correcting auto-zero 
architecture that enables high precision, including an input offset voltage of 2 microvolts and a gain 
bandwidth product of 2 MHz. 

With low noise of 50 nV/root Hz, the MCP6V2X family is a lower-noise alternative to Microchip’s existing family of auto-zero op 
amps. In addition, the 1.8 V to 5.5 V operating voltage with rail-to-rail I/O provides a greater dynamic range, which leads to better 
performance across the entire operating voltage range. The devices are available in an 8-pin Mini Small Outline Plastic (MSOP) 
package and are priced under $2 in 10K quantities.

Microchip Technology | www.microchip.com | www.embedded-computing.com/p53529

Hercules MCUs handle heavy lifting in safety-critical systems
Supporting embedded applications that require safety certifications in medical, industrial, 
and transportation applications, Texas Instruments introduced the new Hercules safety 
microcontroller platform in early September. The platform consists of three ARM Cortex-based 
microcontroller families with scalable performance, connectivity, memory, and safety features for 
applications that require a high level of reliability. 

Unlike microcontrollers that rely on software routines for safety capabilities, Hercules 
microcontrollers implement safeguards in hardware to increase performance and reduce 
software overhead. The RM4x MCU family is based on 220 MHz dual ARM Cortex-R4F floating-

point cores that provide high performance for industrial automation, servo drives, and medical instrumentation such as diagnostic 
and therapeutic equipment. For transportation applications such as railway, aerospace, and automotive, the Hercules TMS570 MCU 
family offers 180 MHz dual ARM Cortex-R4F floating-point cores. The TMS470M MCU family supplies an 80 MHz ARM Cortex-M3 
core for cost-efficient performance applications such as automotive and IEC 61508 system safety requirements. The Hercules 
microcontrollers range from $5 to $30 in 10K quantities.

Texas Instruments | www.ti.com | www.embedded-computing.com/p53526
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Roving Reporter blog: vPro technologies manage remote retail devices 

By Warren Webb 

Remote embedded devices such as Point-Of-Sale (POS) terminals and intelligent kiosks are becoming 
commonplace in nearly every marketplace and offer retailers reduced operating costs, real-time data 
collection, and simplified maintenance.  The embedded performance requirements of these systems are 
substantial as most devices must simultaneously interact with a user and drive one or more local displays 

while communicating with a remote server. These performance expectations will grow as developers strive to outperform 
the competition and create a unique user experience. In addition to escalating performance needs, many POS terminals 
and kiosks are deployed in locations without a local operator and require built-in provisions for system security and 
remote management.

Read more at http://opsy.st/oNWsy0. 

By Jennifer Hesse www.embedded-computing.com
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-community Beat
Keeping the embedded conversation going

Cities aim for higher tech IQ 

The grid isn’t the only infrastructure getting smart. 
Around the world, the smart city concept is generating buzz 
as communities seek connectivity as a means to conserve 
energy, improve municipal services, and develop economic 
opportunities. ABI Research reports that $8.1 billion was 
spent on smart city technologies in 2010 and expects that 
number to reach $39.5 billion by 2016. With 102 smart city 
projects currently under way worldwide, spending on smart 
transportation technologies like automatic vehicle IDs and 
smart governance systems like electronic IDs will increase 
over the next five years, according to ABI. 

Analysis from Frost & Sullivan suggests that this 
emerging smart city application area is providing a 
wealth of revenue opportunities for telcos delivering 
Machine-to-Machine (M2M) communications, a market 
that notched nearly 60 percent year-on-year growth 
in the European Union in 2010. To overcome M2M 
coordination 
issues, Frost & 
Sullivan asserts 
that telcos 
must partner 
with local 
governments, 
energy service 
providers, 
and “digital 
citizens” 
to develop 
richer M2M 
applications 
for business-
critical 
processes.

Embedded database part of healthy diet 
program for farm animals
                                    Watch how  

a robotic  
system equipped with 
the ITTIA DB SQL 
automatically matches 
animal feeding patterns 

and manages the concentration of food delivered 
to livestock. The database protects, organizes, and 
shares data such as feeding instructions to ensure 
animals receive proper nutrition.
See more embedded technology videos at our library:  
http://video.opensystemsmedia.com. 

▲

Smart Energy TechChannel 
Putting the cart before the 
horse? Study says people don’t 
know energy basics like dollar 
(or other currency) per kWh: 
http://opsy.st/nGMj4i. 

See more ideas at our Smart Energy TechChannel:  
http://tech.opensystemsmedia.com/smart-energy. 

▲

For more ideas on M2M, 
smart energy, and other tech 
for smart cities, see our special 
supplement issue, Industrial 
Embedded Systems.

www.industrial-embedded.com
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SSD (Solid State Drive)

Wide temp.

GTR II
2.5” Ruggedized SATA
Capacities: 32GB~256GB
Read: 210MB/s (Max.)
Write: 210MB/s (Max.)

GTR-P
2.5” Ruggedized PATA
Capacities: 32GB~128GB
Read: 110MB/s (Max.)
Write: 110MB/s (Max.)

STM-25
2.5” SATA
Capacities: 32GB~512GB
Read: 240MB/s (Max.)
Write: 170MB/s (Max.)

GTR-18
1.8” Ruggedized SATA
Capacities: 16GB~128GB
Read: 120MB/s (Max.)
Write: 120MB/s (Max.)

HSR-18
Half Slim (JEDEC MO297) SATA
Capacities: 16GB~128GB
Read: 150MB/s (Max.)
Write: 140MB/s (Max.)

mSATA
Capacities: 16GB~128GB
Read: 150MB/s (Max.)
Write: 80MB/s (Max.)

SATA DOM
* World’s Smallest SATA DOM (V)
Capacities: 512MB~8GB
Read: 24MB/s (Max.)
Write: 17MB/s (Max.)

Vertical/Horizontal  type 40/44 pin

CF card CFast SD card

SDR/ DDR/ DDR2/ DDR3

mSATA/ mPCIE /eMMC

Memoright Corporation
www.memoright.com

Read: 150MB/s (Max.)
Write: 80MB/s (Max.)

Memoorig
www.mem sales@memoright.com

5104 Old Ironsides Drive Suite 113
Santa Clara, CA 95054

TEL: (409) 961-4007

SSD (

800GB
2.5”  SATA
Read: 220MB/s (Max.)
Write: 220MB/s (Max.)

FTM PLUS
2.5” SATA III
Capacities: 60GB~480GB
Read: 550MB/s (Max.)
Write: 500MB/s (Max.)

FTM-25
2.5” SATA
Capacities: 60GB~480GB
Read: 280MB/s (Max.)
Write: 270MB/s (Max.)

eMMC

mPCIE
Capacities: Up to 128GB
Read: 350MB/s (Max.)
Write: 200MB/s (Max.)




