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Tracking Trends
			in Embedded Technology
By Rory Dear, Technical Contributor
rdear@opensystemsmedia.com

Uncovering CPU power consumption’s smoke and mirrors
As applications become increasingly
mobile, power saving becomes less
about conservation of fossil fuels and
saving the environment, and more
about the consequential battery life. A
few milliamps might seem minor, but
this presenting itself as an extension of
half an hour of operating life before the
next charge can be hugely important,
especially if it pushes your product’s
battery life higher than your competitor’s product.
Unfortunately, for those developing finished products, a numerical nightmare
exists in trying to calculate resultant
wattage. Not only must they contend
with combining a number of ICs’ quoted
figures and leaving a reasonable buffer,
but once those figures are reviewed
closely, it quickly becomes obvious what
a mathematical minefield this will be.
I liken quoted power consumption figures to food calorie marking. Emblazoned
on the front reads an attractive figure,
say 100 calories, though closer inspection shows this quantification applies to
a fraction of the contents. Analogically,
this is exactly what we see from IC manufacturers, and CPUs are a particularly
good example.
I shall focus on the two industry CPU
leaders and their current crop of
embedded CPUs, namely the Intel
Atom and AMD G-Series. The Atom has
been around for some time, and it vastly
improved on the original netbook-destined offerings. The G-Series appeared
for the first time as a System-on-Chip
(SoC) earlier this year.
Actually, that “SoC” label is highly
important here. Whilst self-explanatory,
it’s important to distinguish between this
and a “standard” CPU. Whilst a standard
www.embedded-computing.com

CPU may have a separate Northbridge,
Southbridge, and/or Super I/O companion chips, the term “system-onchip” denotes that the entire chain is
contained with the device itself.
All inclusive?
The first aspect of where opportunity
exists for misrepresentation of power
consumption should now be obvious.
Intel favors the separates approach, and
the headline figures they quote cover
only the CPU and do not include the
companion chip. Once you consider the
CPU will not function without the companion chip, this suddenly becomes a
rather meaningless figure.

it important to you what power a device
will typically consume, or what the maximum is that it can consume?
Intel quotes typical values. An argument could be made that this is the
correct mechanics of measurement;
an embedded, dedicated-function
computer is unlikely to be running
at 100 percent CPU capacity, and if
it is, it’s probably a sign to upgrade.
Theoretically, this method should give
you a better feel for what you’re likely
to end up with, based on an average
(though who decides that average
remains undisclosed).

Unfortunately, even if CPU manufacturers universally agreed to cite the
consumption of the complete set, a
second aspect is evident, which they
appear even less able to agree on – and
one which will even further confuse the
now exhausted embedded hardware
developer.

AMD quotes maximum figures. This, of
course, presents itself – especially as
a headline – far less attractively than a
typical figure does and, for this reason,
is a significant marketing risk. However,
this is the figure the embedded developer really needs to know. Whilst their
marketing team will demand the lowest
figure he’ll later be prepared to provide,
our embedded developer’s role is to
ensure he covers every worst-case scenario. When specifying the battery, or
publicly approving to green credentials,
the developer must have confidence
that every relevant aspect is within the
specification – something unachievable
based on woolly and ambiguous typical
figures. This poses an even bigger risk if
you design your heat dissipation method
around this typical figure, which will not
be able to cope when processor loading
exceeds that figure, as it naturally will.

Typical versus maximum
The second practice is that of marketing understatement, which leaves
companies desperate to headline the
lowest figure they can. This has led to
different manufacturers presenting
power consumption in different ways. Is

Standardize please!
I urge all CPU manufacturers and those
creating products with similar opportunity for ambiguity to standardize
and remove all smoke and mirrors, so
our industry can gain the confidence it
needs.

The AMD G-Series, being an SoC,
quotes effectively the combined figure.
This is far more useful to the hardware
developer as it enables one to immediately understand the total figure, not
experience a nasty surprise halfway
through a design cycle. This is also true
for the majority of smaller CPU manufacturers, for example, the VDX SoC range
found in ICOP’s range of single board
computers, which seems for the majority
de facto.
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DIY Corner
By Monique DeVoe
mdevoe@opensystemsmedia.com

“It’s not an embedded Linux distribution; it creates a
custom one for you” – DIY and the Yocto Project
By Monique DeVoe, Assistant Managing Editor

Low-cost, open-source DIY hardware started strong in the hobbyist and educational communities, but has
been making its way into professional, embedded applications. Linux began as an open-source version of UNIX,
though it, too, has matured and broken into professional settings thanks to high usage among engineers who
were once considered hobbyists and showed the industry what Linux could do. Of course, open-source hardware
was a natural fit for the exploding DIY board market, and the Yocto Project ties it all together with a growing
Linux community.
The Yocto Project, founded in 2010
as a Linux Foundation Collaborative
Project, is an open source project and
community of developers who share
a vision of making embedded Linux
development easier. It includes tools,
methods, templates, metadata, an automated build framework, an automated
testing framework, and more. And its
Advisory Board is made up of a dozen
member organizations from various
backgrounds, including silicon providers (Texas Instruments, Intel), Operating
System (OS) vendors (Wind River,
Mentor Graphics, Enea AB, MontaVista),
OEMs (LSI Logic, Juniper Networks,
Huawei), consultants (Sakoman Inc.),
and other open-source projects (LTSI,
OpenEmbedded).
The breadth of this ecosystem has
enabled the Yocto Project to play a considerable role in the “maker” movement,
with important players in the DIY movement participating in the community:
BeagleBoard.org, Intel’s MinnowBoard,
board manufacturer CircuitCo, and the
Angstrom Distribution for board support. However, in addition to helping
hobbyists and those new to Linux in the
DIY space, many Yocto resources focus
on Linux development for embedded

For many
of the embedded
developers I know,
Linux is not only the
first choice, it is the only
real choice.

systems developers. As open hardware becomes an increasingly viable,
inexpensive alternative for prototyping
embedded systems, the Yocto Project is
uniquely positioned to support development on both sides of the fence.
“There is a very strong relationship
between the Project and the DIY community, mostly because there is a very
blurry line there,” says Jeff Osier-Mixon,
Yocto Project Community Manager,
“Many members, possibly all, of the
Yocto Project community are ‘makers’
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in the most basic sense – they make
new devices or improvements on old
devices.”
“For many of the embedded developers
I know, Linux is not only the first choice,
it is the only real choice,” Osier-Mixon
says. “Interestingly, the Yocto Project
itself bridges from [the DIY] community
into the corporate community. The
Project is now an upstream provider for
three OS vendors. In a sense, we bring
the flexibility and energy of the DIY community to the corporate community and
provide them with better tools than they
could have had otherwise. That dynamic
goes back to the early days of open
source in the late 1980s and 90s.”
“It’s not an embedded Linux
distribution – it creates a custom
one for you”
The Yocto Project is not a Linux distribution (distro) in and of itself, but rather it
enables its community to build their own
unique distros that are tailored to their
embedded hardware. Although some
traditional embedded systems require
power, RAM, and other resources that
are not available on standard DIY platforms, the Project provides desktop
users of Linux a variety of Linux flavors
www.embedded-computing.com
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Figure 1 | The OpenEmbedded architecture workflow of the Yocto Project helps guide embedded developers through custom
application builds.

to choose from, and then enables them
to customize it to suit their purposes.
Stock OSs like Angstrom Linux and
Android available on open hardware are
often fine for developers who do not
need specialized User Interfaces (UIs)
or specific application software immediately, such as those creating a thin client
or Network Attached Storage (NAS).
“However, most embedded applications
will eventually require scaling down the
OS’s needs in order to scale up the needs
of the application, and that requires a
custom OS,” Osier-Mixon says. To circumvent this challenge, the Yocto Project
provides an OpenEmbedded workflow
(Figure 1) to guide developers through
custom development, in addition to
offering support from consultants, OS
vendors, and the rest of the community.
The future of DIY and Linux
As more and more DIY boards come
onto the market, the embedded industry
should see them gain momentum in professional settings as well as for individual
hobbyists. New uses for these inexpensive, open source boards are cropping
up in many application areas, and as
they mature and diversify the possibilities multiply.
www.embedded-computing.com

“For myself, I would say that these DIY
boards have utterly revolutionized the
way people, particularly software developers, see embedded computers,”
Osier-Mixon says. “BeagleBoard in
particular blew that wide open by providing an embedded board in a simple,
easy-to-understand package with a
USB interface for under $200. This was
at a time when a similar development
evaluation system included a board in
a sealed package with leads coming
out, maybe with a screen or simple keyboard, and cost ten times as much, and
you really only could use it with a special
JTAG tool that itself cost a few hundred
bucks. The BeagleBoard changed everything: Suddenly anyone could have an
embedded system on their desk, and
the best part was that instead of running a proprietary operating system, it
ran Linux. So if I know how to create a
device driver for my desktop, I can do
the same thing for this little gem. I can
make it do things, drive robots, run
my network.”
“Companies who create devices have
been using [DIY boards] with increasing
regularity over the last five years. They
are far cheaper than evaluation systems,
but, more importantly, they have public

communities who develop software and
solve problems with the boards and
that feeds back into the board’s lifecycle
through the open source process, so
changes can be identified and resolved
far faster than they could for a single
company. The opportunities for everyone
involved are increased by participation
from everyone else. This throws the
whole competitive model on its ear.”
The Yocto Project is represented at many
conferences, some of which hold daylong mini conferences called Developer
Days (DevDays). Corporations also
have access to training from the Linux
Foundation, and new member organizations have access to a mentor program
that provides Yocto Project-compatible
resources.
The Yocto Project is active on several
Internet Relay Chat (IRC) channels on
freenode.net (#yocto, #poky, #oe, and
you can find Osier-Mixon as “Jefro”),
and there are mailing lists for individual
tools and the Project in general. Yocto
is also active on Google+, Facebook,
and Twitter. The Yocto Project site has
many documents and videos about the
Project, as well as recorded conference
presentations.
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ARM technology update

Reducing risk
and time to market
at the ARM Center
of Excellence
Q&A with Huzefa Cutlerywala, Jeff Scott, and Pradeep Sukumaran of Open-Silicon

As the embedded industry prepares for the 64-bit ARM products, customers need to determine if 64-bit
architectures fit their needs. Embedded Computing Design talked with ASIC and SoC semiconductor
solutions company Open-Silicon about its 32- and 64-bit ARM design wins, software optimization, and
its ARM Technology Center of Excellence, which helps new ARM customers design ARM-based ASICs.
Edited excerpts follow.
ECD: Remind our readers about Open-Silicon – when it
got started, where it’s located, how many employees you
have, technical focus, and industries served.
CUTLERYWALA: Open-Silicon is a fabless ASIC provider
that makes custom ASIC and SoC solutions using digital and
mixed-signal IP for a wide variety of applications. The company was started in 1999 as part of Intel and has been an independent entity since 2003. Open-Silicon is headquartered in
Milpitas, CA, with additional engineering centers located
in Bangalore and Pune in India, Hsinchu and Kaoshuing in
Taiwan, and sales and support offices worldwide. In total we
have approximately 350 employees.
Open-Silicon can take customer input from Spec, RTL, Netlist
or GDSII and provide high-quality chips in volume production
using multiple fab technologies. We also offer system and software expertise. In the last 10 years as Open-Silicon, we have
done over 300 ASIC projects and shipped over 85 million parts
in a wide variety of applications, including networking, storage,
consumer, industrial, and connectivity. We have done 20-plus
designs using ARM CPUs, which have ranged from the earlier
ARM7TDMI processors to the latest Cortex family CPUs.
ECD: What is Open-Silicon’s ARM Technology Center
of Excellence and who is involved in it at Open-Silicon?
What do you want people to get out of it?
CUTLERYWALA: Open-Silicon has set up dedicated teams to
focus on ARM CPUs and related technology that is needed to
support an ARM-based ASIC (Figure 1). It covers six specific
areas where we have specialized engineering groups, skills,
tools, case studies, and experience to enable ARM-based
ASICs:
1.
2.
3.
4.

SoC architecture and analysis
Modeling for analysis and virtual prototyping
AMBA-based RTL design, integration, and verification
FPGA prototyping for emulation and software
development
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Figure 1 | The ARM Technology Center of Excellence has
six teams that focus on different areas of ARM-based ASIC
development.

5. CPU optimization and hardening for physical design
6. Post-silicon validation, and embedded software
development
We realized that all six elements are integral parts of what is
needed to deliver an ARM-based ASIC ensuring reduced time
to market to production silicon. Our goal is not just to provide a
design service, but to offer customers a complete solution that
enables them to get to volume silicon, hence the emphasis on
software and systems along with the ASIC.
Our customer-facing IP team and Technical Solutions team
work with the engineering teams that have been defined for
each of the six areas. Depending on the customer’s requirement, we would support the project in some or all of the six
areas defined.
Our goal for the ARM Technology Center of Excellence is to
reduce risk and reduce time to market, while providing an optimized solution for ARM-based SoCs. This team has a roadmap
www.embedded-computing.com
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Figure 2 | Open-silicon’s Spec2Boost platform helps designers new to ARM quickly develop in an ARM environment.

in each area as well as [on the] whole to bring unique platforms
to help reduce risk and time to market.
We have recently launched our “Spec2Boot” platform, which
makes it easier for new customers or teams to start using an
ARM environment (Figure 2). This platform provides a readyto-start package of RTL code, verification environment,
FPGA, Carbon-based virtual prototype, and software to get
the customer from their initial spec to a bootable environment very quickly. This allows the customer to focus on their

www.embedded-computing.com

SoC particulars, be it media, security, or communications, for
example, and not worry about getting the basic ARM subsystem implemented and debugged.
ECD: Which markets and advantages do you see 64-bit
ARM designs having for your customers? Where is 32-bit
still the best option?
SCOTT: For 64-bit ARM, to date we’ve seen interest primarily
in the server space for products targeting x86-based server
replacements with lower power equivalents. Other areas could
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ARM technology update

		

include platforms with higher computing performance requirements like headed gateways, wireless backhaul, and high-end
display/video. Most of our customers are in the set-top box,
Internet gateway, and portable computing application space,
so there has not been a large move to 64-bit yet. 32-bit ARM
cores may continue to be used in these applications for several
generations to come.
Customers who are looking for the highest computational
capability and a larger physical address space will make the
move to 64-bit first. We believe 64-bit ARM will be competitive
in this area, and offer lower power consumption compared to
competing 64-bit architectures.

For CPU Hardening
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Applications where increased computation is required at reduced
power is where 64-bit will be used in the future, [and] is clearly
the benefit that customers will look for. In areas where ARM is
used as a control processor, 32-bit may continue to be used.
ECD: What kind of software do you provide for your
designs? Is it optimized for 64-bit?
SUKUMARAN: Typically, Open-Silicon provides what we call
“platform software,” which includes all low-level software
from BootROM, custom bootloaders, and hardware abstraction layers all the way up to the Operating System (OS), device
drivers, and Software Development Kits (SDKs). Customers
provide the higher layers, namely the middleware and application software. By leveraging Linaro ARMv8 and UEFI activities,
we have done some groundwork already on 64-bit ARM using
AArch64 models, targeting bootloaders, 64-bit Linux OSs,
power management using ACPI and device drivers for PCIe
Gen 3, SATA III, and 10 Gigabit Ethernet, which are peripherals typically seen in microserver SoCs. We have not done any
specific optimizations for 64-bit designs yet, but can do it if a
customer requests it.
ECD: What are the challenges in optimizing software for
64-bit designs?
SUKUMARAN: Software written for 32-bit can run on 64-bit
CPUs, but it can be made more efficient in terms of performance and power if we analyze it at an instruction set level
and utilize 64-bit registers and date types. A lot depends on
the maturity of the toolsets that can make best use of 64-bit
CPU architectures. In particular, we are seeing the software
ecosystem for 64-bit ARM processors gaining momentum,
which is good for software developers. A system-level challenge would be to leverage the best out of multi-level cache
hierarchies. Not specific to 64-bit designs, but equally important, is the concept of heterogeneous computing across CPU
and GPU clusters. This is something that software developers
should track to see how the compute power of both CPU and
GPU can be best utilized to run software more efficiently.
ECD: What is next in the ARM space for Open-Silicon?
CUTLERYWALA: We are gearing up to support customers in
multiple directions:
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Figure 3 | CPU hardening is crucial for SoC designers to
optimize power and performance.

›› Enable customers on the newer ARM CPU platforms,
including A7 and A15 in the 32-bit space, as well as
support the 64-bit space as it becomes more mainstream
›› Offer better solutions on the interconnect as well,
including NIC-400 and TLX-400 and future generations
of distributed caches, memory controllers, and network
interconnects
›› Keep pushing to lower geometries and higher performance
on the CPU hardening side – targeting multi-Gigahertz in
sub-28 nm technology (Figure 3)
›› Invest in additional tools to enable virtual prototyping that
jumpstarts software development
›› With multi-CPU environments the debug capabilities
will also need to keep up, and this is another area we will
focus on
Huzafa Cutlerywala is Sr. Dir. Technical Solutions at
Open-Silicon.
Jeff Scott is Principal SoC Architect at Open-Silicon.
Pradeep Sukumaran is Sr. Solutions Architect at
Open-Silicon.
Open-Silicon
www.open-silicon.com
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Jelly Beans just got smarter:
Bluetooth connectivity boosts
Android 4.3
Q&A with Steve Hegenderfer, Director of Developer Programs, Bluetooth SIG

The release of Android Jelly Bean 4.3 came with many new features, including performance
enhancements, OpenGL ES 3.0 support, and a variety of Bluetooth upgrades like Bluetooth Smart Ready
technology, which enables Android to break further into intelligent applications and the Internet of Things
(IoT). Embedded Computing Design talked with Steve Hegenderfer, Director of Developer Programs for
the Bluetooth SIG about Bluetooth Smart Ready technology and what it means for Android developers
in version 4.3. Edited excerpts follow.

ECD: What is Bluetooth Smart Ready
technology, and did Bluetooth take
part in its integration with Android
Jelly Bean 4.3?
HEGENDERFER: Bluetooth Smart
Ready devices are phones and tablets
that have a dual-mode Bluetooth chip
that gather specific data from sensors,
like the state of door locks or a user’s
weight or vitals, and send that data to
a Bluetooth Smart device (Figure 1).
They are built to Bluetooth v4.0 specifications, the latest version of Bluetooth
wireless technology that includes a lowenergy feature that provides the basis
of Bluetooth Smart Ready technology.
They also include a dual-mode, lowenergy radio. These devices are also built
on a Generic Attribute Profile (GATT)based architecture, which is built on
the Attribute Protocol (ATT). The architecture establishes common operations
and a framework for transporting data
that is stored by the ATT. Examples of
Bluetooth Smart Ready devices include
phones, tablets, PCs, TVs, set-top boxes,
and game consoles that sit at the center
of the users’ connected world. These
devices receive data sent from Classic
Bluetooth devices, like keyboards and
audio headphones, and then feed it into
applications that turn the data into useful
information. Bluetooth Smart “appcessories” include ultra-low-power devices like
wearable fitness devices, smart watches,
medical devices, and smart locks.

The Bluetooth SIG played an advisory
role to Google, helping Google to
understand how the technology works
and how to go to market.
ECD: How is the Bluetooth SIG
significant to Android Jelly Bean 4.3
and Android developers?
HEGENDERFER: Android OEMs and
developers particularly stand out as
winners with this technology, in addition to consumers who can expect
Bluetooth Smart devices to “just work”
with devices they already have due to
increasing native support.
When any of the dozens of Android
device OEMs use the latest Android OS
that includes a dual-mode Bluetooth
chip (with BR/EDR and low-energy
radios), the product is Bluetooth Smart
Ready – meaning it can connect to
billions of Bluetooth BR/EDR devices
like speakers, cars, mice, keyboards, and
billions of Bluetooth Smart appcessories.
Also, life will be much easier and simpler for developers going forward. They
no longer need to write multiple APIs
for multiple Bluetooth Smart Ready
implementations from various Android
OEMs. They now have one native API
(Android’s SDK) to write to connect to
millions of devices, regardless of the
OEM. They don’t need to worry about
learning multiple SDKs, hence different
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APIs for each Bluetooth implementation. Developers can use the native
Android APIs for Bluetooth across all
Android 4.3 and later devices. Post
Android Jelly Bean 4.3, they don’t have
to worry about the complicated matrix
of device support. This means they can
get to market quicker and be guaranteed that the appcessories will work with
all Android 4.3+ devices because they’re
Bluetooth Smart Ready hubs.
Seamless updating is also a new benefit
of Bluetooth Smart Ready technology.
Developers can distribute apps on
Google Play for consumers, and when
consumers download the app, in the
background the associated Bluetooth
profile updates the software stack on the
Android device.
Also, the Bluetooth SIG has released
an Application Accelerator for Android.
This kit contains code, videos, and documentation to speed app development
for Android 4.3 devices that communicate with Bluetooth Smart devices.
ECD: What Bluetooth connectivity
options are now available to
Android application developers
with the 4.3 release?
HEGENDERFER: Multiple code bases
are no longer needed just to support
different Bluetooth stacks – Google
now offers a single set of APIs on all
www.embedded-computing.com

Android devices supporting SDK version 18 and higher. This will be available
first on Android 4.3 phones and tablets.
With the new API developers can build
Android applications that communicate with Bluetooth Smart peripherals,
such as heart rate monitors, pedometers, smart door locks, and smart light
bulbs. ABI Research projects 220 million
Bluetooth Smart appcessories coming
to market this year and almost 1.5 billion
shipping in the next three years.
Android 4.3 devices with Bluetooth
Smart Ready will be able to connect with
Classic Bluetooth devices and Bluetooth
Smart devices, and feed it into applications that turn the data into useful information (Figure 2).
ECD: What markets do you
see becoming available to Android
with the Bluetooth capabilities now
available in 4.3?
HEGENDERFER: Markets like sports
and fitness, health and medical, home
automation, and any other consumer
electronic devices and appcessories will
benefit from and leverage the low-cost,
power-efficient, and ubiquitous nature of
Bluetooth Smart technology. Bluetooth
Smart technology is optimized for these
markets because these devices are
sending bursts of cloud-friendly, lightweight, real-time data.
Also, with Android being open sourced,
this opens it up to be used in more
embedded systems and the Internet of
Things (IoT), as Bluetooth is the standard
for wireless connectivity for devices.
ECD: How does Bluetooth
connectivity in Jelly Bean 4.3 position
Android devices in the IoT?
HEGENDERFER: Bluetooth technology
is a key enabler of the IoT ecosystem,
because it is ultra-low-powered, trusted,
and, most importantly, everywhere –
especially in devices already in the hands
of consumers. Ease, scale, and ubiquity
make it the trusted and preferred wireless technology for consumers, developers, OEMs, and suppliers when it
comes to connecting their things in the
IoT ecosystem.
With the major operating systems now
providing native Smart Ready support,
www.embedded-computing.com

Figure 1 | Bluetooth Smart Ready devices are phones or tablets that act as a hub for
Bluetooth Smart “appcessories” such as medical devices and smart door locks, which
they communicate with via ATT.

Figure 2 | The consolidation to a single set of APIs on Android versions 18 and
above, Android 4.3 devices that are Bluetooth Smart Ready-enabled will be able to
communicate with both Bluetooth Smart and Classic Bluetooth devices.

it is easy for handset, tablet, TV, and PC
OEMs to make Bluetooth Smart Ready
available to consumers. This allows
Bluetooth Smart OEMs, first-, and thirdparty app developers to bring virtually
any “thing” into the IoT with Bluetooth.

into the health and medical space as
well. Home automation is expected to
follow a very similar path. ABI Research
recently reported that Bluetooth Smart
will experience the highest growth in
the category.

ECD: What can we expect from
Bluetooth in the near future?
HEGENDERFER: With the proliferation of Bluetooth Smart and Smart
Ready technology, we expect to see
continued growth and adoption across
markets. Bluetooth is already the wireless standard of choice in the sports
and fitness arena, and that is extending

Steve Hegenderfer is the Director
of Development Programs for the
Bluetooth Special Interest Group.
Bluetooth Special Interest Group
www.bluetooth.org
Follow:
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The business
case for the
Internet of Things
By Brandon Lewis, Associate Editor

Much of the technology needed for the Internet of Things (IoT) has been available for some time, but connecting
a world’s worth of devices to the cloud requires more than just an Internet connection. For IoT deployments to
be successful, business models and pain points for players on both the device side and network side must be
identified, followed by solutions that can collect and analyze data securely and efficiently.
The IoT; intelligent systems; surround computing. Whatever
you choose to call it, the big buzz in embedded over the
last couple of years has been around ubiquitous computing
and how connecting edge devices to the cloud will change
our perceptions of data. However, once you get beyond the
buzzwords, the potential, and even the technology, the IoT is
nothing more than a concept unless it addresses the business
models and use cases of the enterprise and carrier networks.
In the context of the IoT, both carriers and the enterprise face
significant deployment challenges, with businesses having
to consider how to integrate new and existing devices into
a “system of systems” approach, and network operators
needing to respond to the data traffic produced by billions
of sensors. Both must also determine how to move data northbound to the cloud for analysis and then back southbound to
execute on gained intelligence, and how to manage it along
the way (Figure 1). Until recently, these setbacks were the
result of a lack of technology. But with the advent of SoftwareDefined Networking (SDN), Network Intelligence (NI), and
manageability tools, the discussion turns to how companies
can incorporate these technologies to use the IoT to their
advantage.
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“The technology ingredients are there today [for the IoT],
but not necessarily the business models and supply chains,”
says Gareth Noyes, Chief Strategy Officer, Wind River. “We
are going to need to deploy infrastructure at multiple levels –
whether it is at the edge, gateway, sensor hubs, or the cloud –
that is scalable, both in terms of performance, price, and other
things. One of the reasons why the embedded space is so
fragmented is that we are dealing with price points, different
business models, different technology demands. That leads to
us having to be very scalable in that approach.”
“You have to identify where the pain points are on the c arrier
side and the enterprise side,” says Jim Douglass, Chief
Marketing Officer, Wind River. “The starting point is, ‘what
value is the IoT going to create?’ The IoT is a big concept, but
if you break it down in its simplest form, it is all about trying to
unlock the value of your assets and business processes; trying
to make them perform better; trying to make sure they are
more sustainable; trying to ensure there is no disruption.”
The business case for connecting “everything”
As mentioned, the business case for the IoT is that it allows
carriers and the enterprise to make better use of existing
www.embedded-computing.com

infrastructure. For carrier networks, the IoT presents the opportunity to provide tiered services for data that is more or less
critical. This can be achieved through software solutions that
enable new revenue streams and also limit additional overhead.

engines. Content inspection also allows you to look for bad
actors, as well as implement some flow analysis and traffic
shaping. This enables you to see what is going through the
pipes, then manage, analyze, and monetize it.”

“From the carrier side, the question is not how will the networks
be able to handle the IoT, but how the carriers will get paid,”
says Douglass. “How do they quickly drive down Operating
Expenditures (OPEX) but make money at the same time? It is
an issue of effectively accelerating information through data
pipes, which is a lot more effective with data acceleration

“If you do not have enough physical bandwidth in your pipe,
or the data volume is too high on your device, you are going to
need some intelligence to throttle that in an intelligent way,”
Noyes explains. “Unless you own all of the infrastructure, you do
not have control over the latency and data paths. Today you are
leveraging either public infrastructure or leased infrastructure.

Private
Cloud

Data Center

https
email
IM
video
VoIP

The Internet
The Cloud

The Cloud

By 2020 nearly 40% of data will interact with the
public cloud, but its IT-like levels of reliability are
inconsistent with the up-time demands of critical
infrastructure and trusted systems designed to
leverage IoT architectures.

Gateways
Gateways sit on the horizon between the revenue generative
territory “north of the gateway,” where app stores, adaptive
analytics, and the cloud are transforming businesses, and
those devices “south of the gateway,” where cost pressure
coexists with rapid innovation. Gateway devices must
support a broad range of connectivity protocols and satisfy
complex management and provisioning requirements.

Big
Data

Embedded
Cloud

Telcos
As carriers look to monetize the massive amounts
of data traveling over their networks, requirements
for flow analysis, deep packet inspection, and sheer
speed will grow. Cost pressure will drive interest in
software solutions like network functions
virtualization (NFV).

Gateways
Security
End-to-end security is checked at the final destination; but before
reaching the gateway, packets will often go through one or more
wireless links that are by nature exposed to potential attackers.
Per-hop security depends on the intelligence required to detect
altered, dropped, or fake packets at each node that data intersects
in the system-of-systems.

Firmware Update
Aggregated Packet

• Headers
• Firmware Content
• Message Integrity Code

• Headers
Headers
• Sensed Data
• Message Integrity Code

Sensor Networks
Edge Management

As companies look to deploy sensor networks with millions
of end-points, each sensor requires extreme reliability,
wired or wireless connectivity, sensing, and security – all of
which results in a complex requirement set.

In device networks with thousands to millions of end points,
attached to trusted systems and critical infrastructure,
management of devices at the edge will require intelligence
throughout the systems-of-systems: agent-based execution at
the device level, remote management and provisioning
capabilities delivered by gateways, and cloud-based delivery of
updated software.

Headers
• Data Source (ID)
• Data Destination
• Timestamps
• Key Identiﬁer
• Security Content

Figure 1 | The IoT relies on a North/South concept with multiple components to ensure that data moves from the device to the cloud
and back again in a secure and efficient manner. Graphic courtesy Wind River.
www.embedded-computing.com
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Native
Linux Apps

Global Support

Migration and Design Services

That does not necessarily give you the underlining performance
that you need. That is probably going to be a business opportunity for service providers – to provide different classes of
infrastructure. You may pay more for something that has low
latency or high determinism, and there are services that have
adapted to the ‘good-enough’ model – video streaming as an
example. On the other hand, in a lot of end-user applications,
where you have maybe security or safety-critical applications,
‘good-enough’ is not good enough.

“The concept here is if you are providing different types
of traffic over a single IP pipe – if you are transmitting video,
monitoring data, tweets, e-mails, and a bunch of things all over
one pipe, you are probably going to want to have a better
quality of service with protocol data,” Noyes continues. “What
the Intelligent Network Platform allows you to do is look at
different flows and on a packet-by-packet basis, determine
what you want to do with the packet (Figure 2). You can make
it high priority or more critical.”

Customer
Data Plane Apps

Customer
Data Plane Apps

Customer
Data Plane Apps

Application
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Engine
Core Affinity

Content
Inspection
Content
Engine
Inspection
Engine
Core Affinity

Flow
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Flow
Engine
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Engine
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Management
Plane
Linux
(w/DPDK)

Wind River
Workbench

Wind River
Packet Generator

Linux User Space

Figure 2 | The Wind River Intelligent Network Platform integrates application acceleration engines, content inspection, and flow analysis
that give Network Service Providers a business incentive for the IoT.
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Figure 3 | Wind River’s Intelligent Device Platform enables
enterprise customers to build manageable, secure gateways
to capitalize on opportunities such as adaptive analytics and
predictive maintenance.

Intelligent networking enables the IoT business case for
service providers and, when combined with SDN technology,
helps facilitate the northbound/southbound flow of information. On the device side, the IoT will provide enterprise
businesses with actionable intelligence about their resources,
allowing data to be extracted from the edge, analyzed, and
returned. However, executing on this process requires that
intelligence is applied at the bottom layers of the cloud so
that information can be retrieved from disparate devices in a
secure and digestible fashion. As many existing devices were
deployed without regard for the IoT, gateway architectures
can be layered in to preclude extensive field upgrades on
legacy systems.

We are already architecting programs like the Intelligent Device
Platform that have the building blocks, and we can fully expect
to incorporate others. That is on the edge side facing down to
the devices.”
Different strokes for different verticals
Flexible solutions are a critical component for IoT deployments
due to fundamental differences in industry verticals. Though
the technology and business cases are available today, there
is still work to be done to optimize the IoT for individual markets. This will have to be conducted on an industry basis, and
requires ecosystem collaboration to unlock value in the core
network and at the edge.
“Ultimately, you love technologies that can go horizontal
because that makes some really big plays,” says Douglass. “But
in the interim, you have a bunch of vertical markets that have
unique situations right now – they have different standards for
connectivity, different APIs, different protocols for different
peripherals – so you have to attack it on a vertical basis. The
other thing is that the value chains are slightly different in all
of these industries, and so how you actually deliver that value
is going to be different. We are going to have to partner on a
vertical basis with ecosystem players that are trying to serve
those individual markets.”

“We have devices everywhere, and a lot of these were p
 urpose
built to be safe and secure,” Douglass says. “The way they
accomplished that was by being isolated from things like
enterprise networks where nasty things happen. A lot of highreliability systems in Aerospace and Defense and carrier networks have taken the network out of the question, and many
apps have tried to stay off the Internet. This results in no leverageable data. This data can be used for predictive maintenance
for remote repairs, to get information from a lot of devices
to reduce OPEX, and for adaptive analytics so you can adjust
elements to make everything more optimum.”
“You cannot have a closed, proprietary, non-API for this infrastructure,” Noyes explains. “It is going to be based on interoperable building blocks, standards, compatibility, well-defined
structures, and APIs. We have a platform called the Intelligent
Device Platform that is architected specifically around an open
operative environment that caters for different management
protocols, whether it is OM, OSGI, OMDA, and other protocols
on the management side (Figure 3). On the communications
side, there are things like ZigBee, Bluetooth, and other things.
www.embedded-computing.com
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Building trust in
the Internet of Things
By Mike Borza

Embedded device security is quickly becoming a broader and more complex topic as exponentially more
devices of all kinds and sizes are connected together to form the Internet of Things. Embedded software
is the key enabler of this functionality, and is critical to maintaining the security of systems and recovering from
successful attacks. Embedded software designers provide appropriate levels of security against direct attacks,
and consider the implications of operating in an environment of potentially compromised devices. An important
objective is to establish trust, and renew trust in response to the evolving threat landscape.
The Internet of Things (IoT) makes security a more important consideration
than ever for designers of devices that
will provide the eyes, ears, and hands of
the network, as well as for command and
control functions that monitor, react to,
and control those devices. Individually,
devices need to be prepared to operate
in an environment where attacks might
originate from anywhere around them.
In addition to being domain experts in
the mission function of their embedded
devices, system designers must now
consider how they can provide that
capability when interconnected with
devices that may be compromised.
Know what to protect against
Modern embedded systems cover a
vast range of architectures, system sizes,

capabilities, and operating environments.
One thing that most systems in development today share is that they use
networking technology to communicate
between each other or in their command
and control networks. Designers need
to step back to look at their systems
from the perspective of an adversary.
It’s useful to start by asking some fundamental questions, for example:
What kinds of adversary do I need to
protect against?
In an interconnected world, potential
adversaries can include smart young
“explorers” looking for a challenge or
bragging rights; competitors looking
for trade secrets or weaknesses they
can exploit in the marketplace; or committed attackers looking to disrupt or
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take control of a system because of its
own capabilities or to use as a staging
platform to launch further attacks. What
is true for all of these cases is that sophisticated software and test equipment is
more available now than ever, and the
Internet makes information to use them
readily available and even facilitates the
creation of geographically distributed
teams with an array of skills to reduce
the time it takes to mount a successful
attack.
What level of access do they have?
While many threats are based in the
network, seeking to exploit weaknesses
in protocols or latent software defects,
an adversary that has physical access to
a system has many more opportunities
to probe for weaknesses. Debugging
www.embedded-computing.com

ports, test points, and exposed memories are all favourite entry points from
physical access. Care should be taken
to secure common entry points such as
unauthenticated console access through
an Ethernet or serial port during bootstrap, or USB-based post-boot automatic firmware upgrades.
What are the consequences of
a successful attack on my system?
The ultimate successful attack gives an
attacker complete control of the system,
allowing them to inspect and modify
firmware. The direct consequences
may expose Intellectual Property (IP) or
trade secrets, or expose IP licensed from
other companies, or create civil liabilities for breach of confidentiality. Indirect
consequences can include embarrassment or loss of reputation in a market,
or a loss of confidence in customer and
partner bases.

determined reverse engineering. Test
equipment with embedded secrets
or service passwords can provide an
avenue for attackers to gain access to
and control of a system.
Trust begins at home
The first step in securing a system
should be building up the trust that its
firmware is intact. Secure bootstrap systems use cryptographic signatures on
the firmware, traceable to the firmware
provider, to determine the authenticity

of the firmware. While predominantly
firmware, secure bootstrap systems like
Elliptic’s tBoot firmware take advantage
of hardware features like ARM TrustZone
that may be embedded in the processor,
or provided at board level. Flexibility is
maximized by using public key signing
algorithms with a chain of trust that
allows the code signing authority to be
replaced by revoking and reissuing the
signing keys if it is ever compromised.
The essential feature that security hinges
on is that the root of trust public key is

What are the consequences
to neighbouring systems of
a successful attack?
If an attacker gains control of the system,
what else does that give them access to?
An automobile infotainment system with
Wi-Fi connectivity for mobile devices
may provide a perfect launch platform for attacks on the vehicle control
electronics.
Are the assumptions that
drove design decisions in previous
generations of my system still
valid? What are the implications
if they aren’t?
Many embedded systems, especially
leaf nodes in sensor and control systems
that used to operate over proprietary
networks, are being or will be converted
to widely available network technologies like Ethernet, Wi-Fi, and TCP/IP.
Previously isolated systems may now be
accessible from the Internet, even if indirectly through front-office or back-office
networks. Knowledge about specialized
protocols like CAN is now much more
accessible than it once was, so even if
the original technologies are still applicable, they may be more accessible
and therefore more vulnerable than
they once were. Obscurity and obfuscation provide little protection from
www.embedded-computing.com
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known to the secure bootstrap system,
and is unalterable. Storing the public
key or a cryptographic hash of it in hardware (preferably in the processor itself)
ensures that the root of trust identity can
be established.
While the system may be in a trusted
state after boot, keeping it intact over
time is the next challenge. One approach
is to periodically test cryptographic
hashes of executable code to look for
signs that the code has been modified
by malware. Processor features that disallow modification of executable code
or allow program code to be randomly
relocated at program load can help
make the system more difficult to attack.
An approach that is gaining momentum
is the use of protection systems that
attempt to isolate programs from each
other. The idea is that even if one program is compromised, the rest of the

system may be able to continue on, or
initiate a response to the problem such
as reporting it to a logging node in the
network and restarting the affected
program or the whole system from a
clean backup. Security-Enhanced Linux
(SELinux) uses mandatory access controls as a mechanism to implement the
principle of least privilege: Programs
have access to only those system
resources that are needed to accomplish the program’s function. A similar
approach is beginning to emerge using
virtual machines and a lightweight hypervisor to separate task environments from
each other. The TrustZone secure environment provides separation of secure
processes and even hardware resources
from other less-trusted processing.
Trusting your neighbours
Having a trusted, intact system that is
operational and running in isolation is
not of much value if its purpose is to

use the network to communicate in a
much larger distributed system. While
some kinds of applications demand
confidentiality (such as medical devices
that handle patient data), most devices
require only authentication. In practical
terms, the amount of work to provide
cryptographic authentication is comparable to providing both authentication and confidentiality. However, the
provision of authentication only can
make it much simpler to analyse system
behaviour and even provide non-critical
service extensions since network data is
visible, but cannot be changed by intermediate nodes without detection.
Generally, the network itself should be
seen simply as a means to communicate,
which is not a reason to trust it. In some
cases, trust can be established between
network elements offline, or through a
registration protocol. That registration
protocol may be as simple as “trust all

Fast Data Transfers
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TS-4710
In some cases,
all devices of a
particular design may
be compromised, which
requires being able
to identify those
devices.
devices signed by Manufacturer X’s
signing key,” or may require an actual
network registration protocol to register individual devices. For example,
sensors that will broadcast or multicast
readings to many endpoints may sign
those results using a public key-signing
scheme. When the sensor is added to
the network, its public key is added
to a database of trusted devices of its
particular type (after authenticating the
public key itself, of course). Broadcast
messages signed with this key may then
be trusted to have originated with the
device. If the network address is correlated with the device, only the signature
is required on the message.
In other cases, it is appropriate for endpoints to establish trust between each
other using an online protocol. Internet
Key Exchange (IKE), used mostly with
IPsec, and the Transport Layer Security
(TLS) handshake protocol are both
capable of being used in a mode that
requires mutual authentication (each side
authenticates itself to the other). While
these cases are most commonly used
in point-to-point secure links, it is also
possible to use a secure channel created
between endpoints to distribute group
keys that allow a group of nodes to
create mutual trust in a larger untrusted
network. Note, however, that compromise of any member of the group compromises all communications within the
group. As always, it is recommended to
use well-established protocols like TLS
and IKE rather than creating a protocol
ad hoc. One reason to authenticate communication with neighbours is to limit
the feasibility and damage of Denial-ofService (DoS) and Distributed Denial-ofService (DDoS) attacks.

Recovering from failure
Systems that are popular and u
 biquitous
will inevitably come under attack, and
one of those attacks may succeed in
uncovering an exploitable vulnerability.
A basic tool to help with this is the ability
to revoke a device’s credentials so that
compromised devices cannot communicate on the network. In some cases,
all devices of a particular design may
be compromised, which requires being
able to identify those devices. And in
really serious breaches, a very sensitive
device like a code signing node may
be compromised. A well-thought-out
device credential design and the corresponding signing key hierarchy helps to
recover from these kinds of problems,
since compromised elements may be
revoked and new credentials issued as
part of an upgrade, if possible. Without
that ability, networks can become vulnerable to the kinds of issues that
shut down the Playstation network in
April 2013 where 77 million accounts
were compromised. The entire network
was shut down for weeks while new credentials and replacement firmware were
prepared and distributed.
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Signing authorities for revocation lists
should be distinct from those that are
authorized to issue code. And special care should be taken to prevent
rollback of code upgrades so that old
attacks cannot be launched over and
over. While the tendency in the past
has been to use ad hoc designs for
these elements in embedded systems
(if implemented at all), the massive
interconnectedness of IoT and Machineto-Machine (M2M) applications and the
potential to use one part of the network
to disrupt others makes it wise to use
well-proven systems designed by security experts implementing standardsbased protocols.
Mike Borza is
Chief Technology
Officer at Elliptic
Technologies.
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A hybrid
processing
model drives
home smart
energy device
efficiency
By Ted Fagenson

Embedded computing’s value is in providing real-time, no-delay, context-specific functionality that is very
responsive to customer needs and changing environments. The ubiquitous broadband connection to the
Internet and the cloud allow embedded developers to realize these values. Using a hybrid model takes the best
of both worlds by doing the heavy lifting offline, while maintaining critical pieces of functionality in the device.
The technique is in finding the appropriate balance point in how much logic/memory lives where and how fast
developers can adapt to evolving customer needs.
The anatomy of smart energy devices
for residential applications begins with
the tradeoff of brainpower versus cost.
Consider the residential programmable
thermostat, an embedded device that has
been in production for nearly 50 years.
Functionally very simple, the thermostat
simply measures and maintains a household’s inside temperature. More sophisticated models include humidity sensors
and possibly air quality sensors. The
thermostat then controls the Heating,
Venting, and Air Conditioning (HVAC)
system according to the consumer’s
temperature preferences established
for specific times of the day. This is a
coarse approach to alter temperature
settings in order to save energy costs.

Higher-end models have up to four set
point changes that provide sufficient
functionality for most consumer needs
(serving the majority of abilities and
attention spans).
Over the years, as HVAC systems became much more sophisticated with
multi-staged compressors and burners
as well as digitally controlled air handlers and blowers, additional control
logic and signal processing was required
in the thermostat, forcing the design to
be upgraded from a simple microcontroller to a full-fledged microprocessor
to handle the compute intensive processing requirements. Suddenly, memory
management skills were needed with a
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larger DRAM and flash footprint. With
the added requirement for Internet
connectivity, a wireless subsystem with
either Wi-Fi, ZigBee, or Z-Wave had to
be designed in as well. And unless power
can be drawn from the HVAC system,
power management logic must be considered in order to meet the consumer
need for at least one year without swapping out the batteries (Figure 1).
Smart thermostats in the
Internet of Things age
As consumer requirements shift to
home devices that are controllable by
their smartphone and need to decrease
energy costs in a more automated way,
additional processing power is required
www.embedded-computing.com

Figure 1 | A low-cost, connected thermostat.

to operate sophisticated and complex
algorithms. However, should these realtime algorithms reside on the thermostat itself or rely instead on the data
processing power available through
cloud computing? As data scientists
evolve their increasingly sophisticated
models requiring algorithmic updates,
can the embedded device handle the
revised real-time processing needs?
Thermostats are entering the Internet
of Things (IoT) adoption phase where
consumers demand additional sophistication such as learning their daily temperature habits and adapting to their
needs; energy efficiency algorithms
must also be incorporated. However,
the compute power and real-time
requirements for these algorithms to
produce sufficient gains incur significant
additional cost to each unit. Further,
the dynamic needs for each customer
requires real-time updates. The horsepower and cost to execute significant
savings causes designers to use expensive, multi-core processors to achieve the
required gains. Alternatively, it may be
more prudent to perform the processing in the cloud where Billion Floating
Point Operations Per Second (GFLOPS)
of compute power reside at a fraction
of the cost, saving as much as $10 in the
Bill Of Materials (BOM).
www.embedded-computing.com

Handling the required data points while saving energy
To yield significant energy efficiency savings, several data points and controls contained within the thermostat are required as I/O to an energy efficiency algorithm.

Your solution
is here.
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no-royalty licensing, full source code,
and direct programmer support. So get
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Programmable communicating thermostats store the following variables:
››
››
››
››
››
››
››
››
››

Cooling setpoint
Heating setpoint
HVAC mode
HVAC state
Fan mode
Fan state
Hold state
Manual override
Relay status

This data set is the minimum required to
comply with the ZigBee HA1.2 specifi
cation, or Home Automation version 1.2.
However, regardless of the wireless
protocol, these variables establish a set
of minimum data points that any high
yielding efficiency algorithm requires
from the thermostat.
External data such as local temperature
and humidity are also required as they
affect the inside temperature and cause
state changes in the HVAC system. For
instance, during hot summers and cold
winters, outside temperatures fluctuate
drastically during the day, greatly affecting the ability of the home to cool down
and heat up. Therefore, these variables
will change frequently. Building a sophisticated model of the home’s thermodynamic properties requires storage of all
of these variables and then processing
them in real-time to provide sufficient
resolution for the algorithm to yield
valuable results. Rather than caching all
of this time-series HVAC and external
temperature data, it is more efficient to
transmit and store this data in the cloud,
and execute the most applicable algorithm there without burdening the local
processor, or increasing the memory
footprint to accommodate these data
requirements.
Drawing from the data collected from
millions of thermostats over many days
and seasons, energy efficiency models
are better equipped to predict individual household physical characteristics and reaction to consumer behavior
under given temperature conditions
and comfort levels as set by consumers.
Algorithms and models will frequently
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Touch-screen control 							

It is more
efficient to transmit
and store [some]
data in the
cloud ...
be updated to incorporate this real-time
feedback. It is far easier to change these
algorithms in servers that reside in the
cloud rather than transmit and store new
algorithms in each thermostat.
Optimization with a hybrid strategy
With wireless connectivity fast becoming
vital for product acceptance, many wireless subsystems have an embedded CPU
that has sufficient Million Instructions Per
Second (MIPS) to process wireless protocols while simultaneously possessing
the headroom to operate the required
thermostat logic. This removes the need
for a second microprocessor, saving
money and board space. However, while
lower overall BOM costs are achieved,
this tradeoff creates a lack of compute
power for the energy efficiency algorithms. The real-time processing needs
for the normal thermostat operation,
for wireless networking, and for the
efficiency algorithms, supersedes consumer-grade processors. Therefore, the
right balance point is to design a verylow-cost connected and programmable
thermostat that networks to a cloudbased service that optimizes the energy
efficiency for the home and the individual temperature preferences required
by its household members.

Ted Fagenson
is Chief Marketing Officer for
EcoFactor.
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SDK delivers Linux programming for connected embedded applications
As devices become more and more connected en route to the Internet of Things (IoT), adding
connectivity to embedded builds is a must. In order to supply connectivity to Linux-based
applications, Silex Technology released the SX-580-2700DM-SDK, a Software Development Kit
(SDK) that incorporates dual-band 802.11 a/b/g/n wireless communications stacks in a complete
Linux development environment. The Wireless LAN (WLAN) connectivity solution also includes
WPA, WPA2, and WEP plus 802.1x authentication to ensure secure communications for sensitive
embedded applications.
In addition to the Linux development environment, the SX-580-2700DM-SDK includes an SX-580-6900 evaluation
board outfitted with RJ-45 Ethernet connector, three serial connectors, a USB connector, SPI and I2C interface, an I/O AC
adapter, and a wireless LAN antenna. Silex Technology also provides a complete set of hardware and software reference
designs to help add Wi-Fi connectivity to custom embedded applications.
Silex Technology America, Inc. | www.silexamerica.com | www.embedded-computing.com/p9916058

Bay Trail boosts graphics for small form factor embedded board
Products based on the Intel Atom E3800 processor (formerly “Bay Trail”) will be a big trend
in Q4, and some small form factor board vendors are already ahead of the game. Leveraging
the Intel Gen 7 3D graphics engine capability of the newest Atom System-on-Chip (SoC), the
NANO-6060 Nano-ITX board from American Portwell Technology integrates a 24-bit single
channel LVDS port, a DisplayPort interface capable of 2560 x 1600 resolution, and 1920 x 1200
resolution VGA port to drive graphics-rich display applications. Measuring 120 mm x 120 mm
with 5 W-10 W Thermal Design Power (TDP), the NANO-6060 is well suited for use in portable
or fanless system designs.
Portwell offers the NANO-6060 with up to quad-core Intel Atom E3800 processors, and integrates a 204-pin non-ECC
SODIMM for high memory capacity. Additional interfaces on the Nano-ITX board include two Gigabit Ethernet ports, a
selectable RS232/422/485 COM port, four USB 2.0 ports, two USB 3.0 ports, and one PCIe x1 slot for card expansion,
among others.
American Portwell Technology, Inc. | www.portwell.com | www.embedded-computing.com/p9916057

DesignWare ARC EM SEP Core
cJTAG/JTAG
Lock-step interface
Interrupt controller

Watchdog timer

SmaRT real-time trace

DesignWare ARC FPX floating point extension
User-defined extensions
ICCM
(ECC/parity)
Commit

Execute
IFQ

Pipeline
Memory Protection Unit (MPU)
Divider

Optional

Multiplier

DCCM
(ECC/
parity)

DMP
memory

SEP safety feature

Debug

Synopsys processor core puts pedal to the metal for
automotive safety
Before getting to the age of driverless vehicles, we had better make sure that
cars are safe drivers. To help us along the autonomous highway, Synopsys released
the DesignWare ARC EM Safety Enhancement Package (SEP) processor core designed
for ISO 26262 embedded automotive and IEC 61508 safety systems. In addition to
integrated hardware features that enable Automotive Safety Integrity Level D (ASIL D)
compliance, the DesignWare ARC EM SEP core contains a MetaWare Compiler to aid
in ISO 26262 code development, making it well suited for Systems-on-Chip (SoCs)
targeting applications like motion sensing and advanced driver assistance.

Intended for 65 nm processes, the DesignWare ARC EM SEP core delivers 300 MHz performance with a power
consumption as low as 16 mW/MHz, and integrates ECC for single-bit error correction and double-bit error detection.
The core is configurable for 32- or 64-bit transactions over ARM, AHB, AHB-Lite, and BVCI interfaces, and includes support
for Synopsys Virtualizer, which allows for integration with tools like Mathworks’ Simulink and CANoe from Vector Software,
among others.
Synopsys, Inc. | www.synopsys.com | www.embedded-computing.com/p9916056
www.embedded-computing.com
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Leveraging onboard
acceleration technologies to
maximize performance

Linux computing on Sitara AM335x
ARM Cortex-A8 processor
By Brandon Lewis

|

Presented by Freescale, Avnet
The increase in global IP traffic requires processors
that can securely and efficiently provide for control and
data path in the same framework. Multicore SoCs with
conversation
offload acceleration help to meet the need of networkhungry applications while delivering performance per
watt criteria needed in embedded applications. Explore
how acceleration architectures like pattern matching,
data path, virtualization, and protocol and security offload
engines can be utilized to maximize overall system
throughput.
Go to E-cast: http://ecast.opensystemsmedia.com/428

-community Post

Texas Instruments (TI)
announced at Maker Faire
Rome that the Arduino
Joining the embedded
TRE will be powered by
the company’s Sitara
AM335x processor. The
Sitara AM335x is an ARM Cortex-A8-based 1 GHz
processor that includes two on-chip 200 MHz 32-bit
Programmable Real-Time Unit (PRU) microcontrollers,
and allows Arduino TRE users to access Linux
without a PC.
Read more: http://opsy.st/1a3sEU2

embedded designs

▲

WHITE PAPER Troubleshooting EMI in

VIDEO

By Rohde & Schwarz GmbH
Today, engineers need reliable
information fast, and to ensure
compliance with regulations for
electromagnetic compatibility in
the most economical way later in
the design, appropriate measures
must be taken early in the design
phase. This paper provides a brief introduction to
embedded EMI debugging/troubleshooting challenges
and how to use a digital oscilloscope to debug the
two key culprits of EMI: switching power supplies and
power amplifiers.
Read more: http://opsy.st/18LXoZh

WEBLINK demo
WEBLINK from Albata is a new approach to the connected
car; the user’s smartphone becomes the primary computing
device with the vehicle, acting as a “terminal” to the phone.
This greatly simplifies in-vehicle infotainment systems by
allowing the vehicle to leverage the capabilities of the
phone, which translates to lower-cost builds.
Watch the video: http://opsy.st/1cF6k8k

Embedded application development with Keil MDK Version 5
Presented by ARM
Use of Real-Time Operating Systems (RTOS) is rapidly becoming an industry best practice, and usage of commercial
middleware as well as reuse of custom libraries is gaining importance for cost-efficient software engineering. Successfully
combining these building blocks of a modern embedded application often poses a problem for developers. Learn about a
new standard for component-based software development that simplifies reuse of components and project maintenance.
Go to E-cast: http://ecast.opensystemsmedia.com/429
More E-casts: ecast.opensystemsmedia.com
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WHITE PAPER eLearning courses:

Secure coding boot camp

By Klocwork, Inc.
To develop the most secure code possible, developers
need to understand how software security vulnerabilities
(like injection flaws, memory leaks, and null pointer
dereferences) work and how to avoid them. Focusing on
a set of eight security weaknesses identified by CWE, this
set of online technical courses describes the cause and
impact of each issue, walks through an example, and offers
strategies to mitigate the risks they pose.
Read more: http://opsy.st/1hfh9LT
Read other white papers at:
whitepapers.opensystemsmedia.com
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NEWS ROUNDUP
STMicroelectronics chip controls Pebble
Smartwatch
STM32 microcontroller is the brain controlling the
innovative Pebble Smartwatch for iPhone and Android.
Read more: http://opsy.st/1aZuzhq

Two cars leveraging STMicroelectronics technology
set to race in world solar challenge
Stanford Solar Car “Luminos,” backed by a team
comprised of Stanfard University students, and Italianbased team Onda Solare’s solar car “Emilia 3” will
use ST technology to power their vehicles across the
Australian Outback.
Read more: http://opsy.st/1g8IGB2

▲

Portwell launches
its first in-vehicle
surveillance solutions
The PIVS-6104 is
designed for in-vehicle
application, and is
operated with CCTV cameras. It supports real-time
communications, GPS and G-sensor, and delivers H.264
performance.
Read more: http://opsy.st/189f8xx

Top 5 Raspberry Pi creations
The possibilities are nearly endless on what you can make
with DIY boards like the Raspberry Pi. Here are a few cool
projects, including a weather balloon, remote control
vehicles, and a dog treat dispenser.
Watch the video: http://opsy.st/15R9bDD
See more videos at: video.opensystemsmedia.com

BLOG Intel releases Arduino-compatible
“Galileo” maker board

By Brandon Lewis
At Maker Faire Rome, Intel Corporation announced
the Galileo board, the company’s first Arduino-compatible
development board built on the Intel architecture. The
Galileo release comes on the heels of a collaboration
agreement between Intel and Arduino LLC that will produce
future Intel-based products for the maker community.
Read more and watch the video: http://opsy.st/16l9Tgd
[To become an Embedded Computing Design
(www.embedded-computing.com) guest blogger,
send me a one-paragraph abstract for consideration
at mdevoe@opensystemsmedia.com.]

www.embedded-computing.com

Icon Labs launches first ever security solution for
Smart Home devices
A tiny software firewall for Internet of Things (IoT) devices
provides basic security against cyber attacks.
Read more: http://opsy.st/1bvXj0O

Smart Data Concentrator evaluation
module from Texas Instruments provides flexible
platform to connect and manage more than
2,000 e-meters
Field-proven evaluation module highlights the ease of
integrating TI’s broad portfolio of analog, embedded
processing, and connectivity solutions for the smart grid.
Read more: http://opsy.st/15n8oiS

Major update to High Integrity C++
(HIC++) coding standard
HIC++, one of the most respected and longest
established coding standards for C++, marks its
10th anniversary with a major update, and extends
its scope to cover C++11 and beyond.
Read more: http://opsy.st/19nSakB
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Industrial ARM® Single Board Computers
High-Performance Graphics
with Industrial I/O and Expansion
-40° to +85°C Operating Temperature
Designed for demanding applications and longterm availability, WinSystems’ SBC35-C398
single board computers feature Freescale i.MX 6
industrial application processors with
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Features
• ARM Cortex™-A9 Processors;
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