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Tracking Trends  
   in Embedded Technology

By Warren Webb

Balancing power and performance
As embedded designers delve into each new project, the system 
goals invariably include increased performance, a reduced form 
factor, longer battery life, and silent operation. All of these goals 
run counter to effective thermal management, and designers 
are constantly facing the prospect of sacrificing performance in 
order to effectively dissipate the heat generated by today’s high-
performance integrated circuitry. 

Silicon developers are attacking the problem with multicore 
architectures to boost performance with parallel processing while 
minimizing the increase in power dissipation. For new designs, 
multicore technology has become the preferred design strategy 
to increase performance while keeping power consumption low. 
In addition to providing power savings, multicore-based systems 
often allow designers to combine several functions into a  single 
package, resulting in fewer overall components and lower recur-
ring costs. Looking to the future, silicon developers continue 
to search for new techniques to extend the performance-to-
power ratio. For example, at this year’s Intel Developer Forum, 
researchers described a near-threshold voltage concept that 
promises to deliver 5x the energy efficiency of current  processor 
architectures.

Although new techniques and power-saving architectures are 
in the pipeline for future products, current designs must focus 
on today’s technology. In the Silicon section of this issue of 
Embedded Computing Design, industry experts cover  methods 
designers can use to extract the best performance from an 
embedded design without crossing over into those forbidden 
power zones. 

J. Scott Gardner of Advantage Engineering describes the  findings 
of a VIA Technologies study demonstrating how adaptive power 
management can maximize performance and dynamically adjust 
the CPU voltage and clock rate to stay just below the thermal 
design power threshold. This approach helps designers bring 
higher-performance architectures into the embedded power 
envelope. In the same section, John Goodacre of ARM describes 
how processor innovation and low-power design have become 
the central focus of embedded design. John points out that energy 
efficiency is currently the primary differentiator in processing 
and will be the key driver for the future of computing.

Detect and correct
With high-performance multicore processors becoming the 
norm in new embedded designs, software development, debug, 
and verification tasks now fall on the critical path to delivery. In 
the Software section of this issue, you can learn about the latest 

automatic analysis tools and techniques available to verify soft-
ware functionality for your next embedded project.

In a detailed article, Marek Kucharski and Mirosław Zieliński of  
Parasoft describe how verification techniques such as  pattern- 
based static code analysis, runtime memory monitoring, unit  testing, 
and flow analysis can be combined to locate bugs in embedded  
C software. Presenting a different approach to system verifica-
tion and validation, Guido Sandmann, Joachim Schlosser, and 
Brett Murphy of MathWorks detail the benefits of  Model-Based 
Design. This method allows design teams to find hardware and 
software errors earlier in the design cycle through operational 
simulation and virtual test suites. For safety-critical applications, 
the software certification process requires proof that  software 
testing provides complete source code coverage. AdaCore’s 
Benjamin Brosgol presents an open coverage analysis platform for 
verification of safety-critical software written in the Ada language.

Safe and secure
Real-time connectivity and remote deployment have become 
common requirements for the latest generation of embedded 
devices. While these requirements enable new and unique per-
formance capabilities, they also expose the system to increased 
security risks. 

In this issue’s Strategies section, Andy Bochman and Irv Badr of 
IBM Rational discuss the cyber security assessment  necessary 
when deploying software-based systems for the smart grid. The 
article outlines new software security controls and policies needed 
for these potentially exposed and vulnerable systems. Expanding 
on the security topic, J. Ryan Kenny of QuantumTrace demon-
strates the problems and challenges encountered when develop-
ing, certifying, and implementing security features in embedded 
architectures. Ryan also describes the details of three security 
testing attributes that are widely practiced in the verification of 
embedded system code: authentication, command integrity, and 
security logs.

I hope you find the articles and technical details on power, 
 performance, security, and software verification presented in this 
issue of Embedded Computing Design helpful in your search for 
embedded design insight and shortcuts. As we approach a new 
year, we will make every effort to bring you design information 
that is pertinent and on the cutting edge of embedded develop-
ment. If you have ideas for future articles and coverage that 
would help in your design efforts, please let us know. Also, if you 
would like to write a technical article or produce an information 
video that would be of interest to other designers, please send me 
an e-mail with a short abstract.

Techniques, tools, and tips impart design insight

@warrenwebb wwebb@opensystemsmedia.com

http://www.twitter.com/warrenwebb
mailto:wwebb%40opensystemsmedia.com?subject=ECD
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The future of multicore design requires more targeted processing, optimization, and 

differentiation in the design process for systems that contain different types of processors, 

as well as support for the requirements of the software ecosystem. Energy efficiency is 

a vital differentiator in the world of processing and will be the key driver for the future 

of computing.

For more than 60 years – from the early 
days of mainframe computers through the 
PC revolution of the 1980s and into today’s 
explosion of smart mobile devices – pro-
cessor technology has always evolved to 
meet users’ expectations, at times  driving 
unforeseen innovations in the  computing 
industry. Given the diversity of new mobile 
devices coming to market on a daily basis, 
processor innovations continue to be a 
powerful force for change. 

With the advent of mainstream mobile 
computing, processor architectures have 
shifted from the traditional desktop model 
driven by performance,  regardless of the 
power required. Devices that require all-
day or even multiday battery life will 
require a more compact energy envelope 
while pushing processor performance to 
new levels. 

In the beginning, performance 
was king 
The first consumer computers powered 
by microprocessors were simple, power-
hungry, stationary devices that were 
 tethered to their source of electricity (the 
common wall socket). This meant that 
microprocessors could be designed solely 
with performance in mind, which soon 
became the “holy grail” for developers. 

Early PCs comprised a single-threaded 
CPU running a single application. Soon, 
these early 8-bit microprocessors grew to 
16-bit and, eventually, 32-bit  processing 
by the mid-1980s. Then the market 
started to see PCs capable of running 
multiple applications simultaneously. 
With performance rising as the number 
of transistors doubled in cadence with 
Moore’s Law, each new processor design 

offered the ability to develop new fea-
tures and functionality, whether playing a 
DVD or editing the family album, which, 
in turn, whetted consumer appetites for 
more powerful devices. 

Eventually, consumer demand for differ-
ent form factors and the expectation of 
performance improvements pushed the 
demands on processors beyond what was 
capable within a single core. At the same 
time, demand for mobile devices started 
to explode and, as it grew, so did the call 
for more energy-efficient processing. 

When ARM was launched in 1990, a main 
objective of its founders was to  create an 
energy-efficient  processor architecture 
for handheld devices. Employing the 
RISC CPU architecture, ARM’s approach 
simplified instructions, streamlined task  

Many-core processing: 
Sharing the performance load for greater 
energy efficiency
By John Goodacre
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execution, and reduced the power re- 
quired per instruction.

A few characteristics were critical to the 
development of a more energy-efficient 
microprocessor, the most important of 
which was an intense focus on limiting 
power consumption to the lowest pos-
sible levels. Keeping the power envelope 
to the smallest possible footprint not only 
increased battery life, but also limited the 
weight of the battery required to power 
the device, which reduced the bill of 
materials and kept overall costs down. 

Multicore: Benefits beyond mobile 
Today, the benefits of this high- 
performance, energy-efficient processing 
architecture are bearing fruit in devices 
such as digital televisions and set-top 
boxes, office equipment such as print-
ers and copiers, and mobile devices such 
as tablets, portable gaming units, and 
smartphones. 

Since the mid-2000s it has been accepted 
that building bigger and bigger CPUs to 
realize single-thread performance gains 
not only becomes increasingly difficult, 
but also runs counter to the energy- 
efficiency limitations of mobile devices. 
This is because exponentially more 
energy is required for every few percent-
age points gained in performance. 

Multicore solutions can deliver higher 
performance at comparable frequencies 
to single-core designs while offering 
dramatic savings in terms of cost and 
power efficiency. Furthermore, multicore 
 solutions can leverage cores with high 
transistor counts and optimize systems 
by powering them up only when needed. 
In essence, this can be thought of as intel-
ligent load balancing. Not only does a 
system need to consider which processor 
is best suited to execute a specific task, 
but it also must consider the performance 
required of that task and assign it to the 
most power-efficient processor available. 

Using cores as needed while keeping 
 others idle helps keep energy consump-
tion as low as possible, with limited 
impact on performance. As tasks are 
distributed across multiple processor 
cores, an individual processor might not 
run at full capacity, allowing the voltage 
and frequency of a multicore processor 
to be lowered. This results in significant 

power savings related to the system’s 
aggregate performance. 

To illustrate this idea with a common 
use case, consider today’s smartphones, 
which must be powerful enough to  render 
a complex Web page and play gaming 
applications, often in parallel with basic 
e-mail synchronization and phone man-
agement functionality. With the ability 
to power up cores only when needed, 
 multicore smartphones can deliver 
increased battery life compared to their 
single-core, full-throttle predecessors. 
Market demand for scalable performance 
has resulted in most current smartphones 
containing multicore CPUs, as well as 
GPUs with multiple cores found in many 
of today’s leading mobile video and 
 gaming devices (see Figure 1).
[Figure 1 |  Most smartphones contain multicore CPUs, leveraging the ability to power up cores only when needed.]

A “many-core” approach to multicore 
processing requires the performance 
loads to be shared across many smaller 

processors, such as a Cortex-A5, rather 
than with multiple single-thread work-
loads across a single-core processor. 
Designers are increasingly deploying 
clusters of processors designed to work 
together, sharing data and tasks among 
caches or multiple instances of the same 
processor (see Figure 2).
[Figure 2 | In a many-core architecture, clusters of processors share data and tasks among caches or multiple instances of the same processor.]

Many core becomes even more  interesting 
as smaller processors work together to 
deliver a combined performance level 
with lower power consumption than a 
larger processor multitasking the same 
workload. As previously mentioned, the 
costs associated with increased perfor-
mance on a single thread are  exponential; 
however, with multicore processing 
the cost becomes more linear in scale. 
Designers are using many cores to sig-
nificantly reduce aggregate system costs. 

As hardware designers begin to imple-
ment these many-core systems, software 

Figure 1 | Most smartphones contain multicore CPUs, leveraging the ability to 
power up cores only when needed.
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developers will need to produce code 
capable of using a many-core processing 
solution. Until then, devices must have 
the ability to execute high-performance 
tasks. One example of a system that 
contains both high single-thread perfor-
mance multicore and the greater power 
efficiency of many cores is the current 
deployment of CPUs and GPUs, where 
the many-core GPU can deliver  graphical 
computation using less power than the 
multicore CPU. Since the GPU remains 
coherent with the CPU and shares its 
caches, external memory bandwidth and 
performance demands on the CPU can be 
reduced. Languages such as OpenCL and 
CUDA are working to enable these issues 
for more generic applications. 

Optimizing for future performance 
Our industry lies at a crossroads in  
balancing performance and power. By 
leveraging domain-specific processors and  
 heterogeneous general-purpose comput-
ing, designers can optimize limited hard-
ware resources and footprints. Optimizing 

designs and the design process across 
all types of multicore Systems-on-Chip 
(SoCs) also can achieve these gains. 

While optimization might not get as much 
attention as multicore processing, it is 
equally important, especially in small-
footprint applications with greater coher-
ency challenges. Cache coherency is key to 
multicore computing applications, ensur-
ing that the data stored in shared resources 
is properly maintained. Standards and 
specifications such as the AMBA 4 bus 
are encouraging steps toward providing 
system-level cache support across clusters 
of multicore processors, as well as main-
taining prime performance and power effi-
ciency in complex SoCs. 

Future devices will continue to require 
more powerful processing perfor-
mance, most likely under increasingly 
tight power constraints. By developing 
more targeted processing, optimiza-
tion, and differentiation throughout the 
design process, developers can bring to 

market systems that not only support the 
 many-core concept, but also incorporate 
software support.     

John Goodacre is 
director of program 
management in 
ARM’s Processor 
Division. He has 
more than 20 years 
of experience in the 

engineering industry, including five 
years working for Microsoft as group 
program manager in the Exchange 
Server Group and as the manager of a 
team developing mobile phone software. 
John graduated from the University of 
York with a BSc in Computer Science.
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Designers typically select CPUs with the highest power efficiency to deliver the most 

computing performance per watt.  But is performance per watt really the right metric 

for selecting the CPU in an embedded system? Using an adaptive power management 

approach shifts the control variable for performance from heat to electrical power, 

enabling adjustments that help deliver maximum performance within the embedded 

power envelope. 

If an embedded computing system is 
designed for a 15 W CPU, does it really 
matter how well the CPU performs 
at 1 W, especially if it lags on perfor-
mance compared to other 15 W CPUs? 
This question is critically important for 
embedded system designers who need 
scalable performance for design reuse, as 
many low-power processor families don’t 
offer high-performance features.

It might seem heretical to focus on raw 
performance after all the effort designers 
have put into getting  desktop-enamored 
CPU companies to focus on power effi-
ciency. However, the competition be  tween  
x86 and high-end ARM processors has 
forced embedded system vendors to once 

again differentiate on performance. In 
addition, with Intel seeing some multi-
core competition from other suppliers 
providing embedded x86 CPUs, embed-
ded system vendors are turning to raw 
performance within a fixed power enve-
lope as a differentiator.

While CPU architects will continue to 
promote power efficiency in the battle 
to sell billions of units to ultra-portable 
markets, most embedded designs require 
a different approach to CPU selection. 
The system-level design constrains the 
amount of cooling and power available 
to the CPU, representing a single hori-
zontal line on the power/performance 
graph. As long as a CPU can stay below 

that line, raw performance remains the   
preeminent differentiating factor in 
embedded designs.

Closing the loop with  
power-controlled performance
Given the need to maximize  performance 
while staying below the peak power 
consumption line, how can a system 
designer squeeze every last bit of per-
formance from a CPU? Consider the fact 
that modern CPUs have performance 
headroom that can only be accessed with 
additional cooling. Instead of increas-
ing CPU performance until you hit the 
power budget, think in terms of power 
consumption as a control system variable 
for performance. 

Getting rid of 
the denominator:
Looking beyond 
performance per  
watt in embedded 
systems
By J. Scott Gardner
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CPU performance can be adaptively 
adjusted to throttle back in a closed-loop 
control system that lets the CPU run as 
fast as the system power design allows. 
New to embedded processors, adaptive 
power management techniques have been 
used with high-end CPUs for desktop and 
mobile designs – Intel Turbo Boost being 
an obvious example.

Embedded CPU designs must meet 
 system-level power constraints, such as 
the maximum chassis temperature for a 
passively cooled system or the maximum 
fan utilization for active cooling. In a 
non-adaptive system with performance-
constrained CPUs, the designer assigns 
the CPU chip a power budget based 
on the Thermal Design Power (TDP). 
Designing for max TDP ensures that the 
cooling solution keeps the maximum 
transistor junction temperatures below 
manufacturer specifications. The thermal 
design needs plenty of margin because 
everything is based on worst-case esti-
mates of the CPU workload and device 
characteristics. This static approach to 
CPU system design ultimately fails to 
render the best performance from the 
 system power budget.

It’s not just about CPU heat when 
you have performance to burn
TDP is not necessarily a measure of heat 
dissipated by the CPU. Most  embedded 
designers are familiar with adaptive 
power management techniques that 
rely on thermal diodes to automatically 
throttle back the CPU if on-die temper-
ature exceeds a certain value. A more 
advanced adaptive thermal technique 
(TM3) adjusts voltage and clock rate to 
change Performance States (P-States) to 
keep the CPU operating at its maximum 
performance level. For many embed-
ded  systems, using a thermal threshold 
for adaptive power management might 
be the best solution. After all, the CPU 
is guaranteed to stay below a maximum 
temperature while operating at the high-
est possible performance level.

However, what happens at the system level 
if the CPU keeps cranking up both the 
performance and power while extra CPU 
heat is conducted away (perhaps by an 

active cooling system that cycles a fan)? 
The CPU will happily take advantage 
of this extra thermal envelope but might 
exceed the overall system power budget. 
This would be an issue if the software 
load on the embedded system is higher 
than anticipated, potentially leading to a 
system with a hotter chassis, noisier fans, 
and so on. One solution for CPUs with a 
variable TM3 threshold would anticipate 
this thermal transfer and set the maximum 
CPU temperature to a lower value. 

Using electrical power as the 
performance control variable
High-end CPUs already use another 
 adaptive power method. The voltage reg-
ulator module provides an output  signal 
the CPU reads to dynamically calculate 
the power on the CPU supply rails. With 
this information, electrical power (not 
heat) becomes the control variable for 
performance. The CPU will dynami-
cally adjust P-States to deliver maximum  
performance for the CPU power envelope,  
also ensuring that system power stays 
within design specs. With this adaptive 
design approach, every bit of  performance 
headroom is always  accessible to the ap- 
plication as the CPU constantly changes  
speed to make optimum use of the 
power envelope.

The extra performance headroom can make 
a big difference, as illustrated in a techni-
cal white paper from VIA Technologies 

(www.via.com.tw/en/products/processors/
nanoX2/whitepaper.jsp). This study used 
SPEC CPU2000 to test the performance 
of multicore CPUs from both VIA and 
Intel. The 13 W dual-core Intel Atom D525 
ran at a fixed 1.8 GHz (fastest available 
dual-core) frequency, while the 13 W dual-
core Nano X2 ran at a base frequency of 
1.2 GHz. 

The VIA systems tested in this study 
 support Adaptive Overclocking, desig-
nated by a plus sign next to the frequency. 
In this case, the 1.2+ GHz system shifted 
up in P-States to 1.4 GHz, as long as the 
voltage regulator module signal indicated 
power consumption less than 13 W TDP. 
With 50 percent more x86 instructions 
per clock and faster memory, the VIA 
CPU provided a clear advantage as it 
came close to the Atom’s clock rate at the 
same TDP.

This report highlights a nearly 40  percent 
performance advantage for Nano X2 
compared to Atom, even with a 50  percent  
lower base frequency. Without the benefit 
of hyper-threading, the dual-core Nano 
X2 roughly matched Atom’s performance 
on four threads.

Cranking up performance 
headroom even higher
The study included a 27.5 W VIA 
QuadCore, also running at 1.2+ GHz. 
Figure 1 portrays a graph of SPECrate 

Figure 1 | Testing shows SPECrate performance increasing with more physical 
cores, compared to a hyper-threaded CPU.
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performance, showing how extra CPU 
cores make a big difference when using 
this benchmark on four threads, resulting 
in an 80 percent performance advantage 
over the hyper-threaded dual-core Atom 
at 1.8 GHz.
[Figure 1 | Testing shows SPECrate performance increasing with more physical cores, compared to a hyper-threaded CPU.]

Figure 2 shows a board from VIA’s 
Embedded Processor Division that uses 
Adaptive Overclocking. Because all of 
VIA’s CPUs share a common pin-out, 
the systems can scale from one to four 
CPUs, matching the number of applica-
tion threads to the number of CPU cores.
[Figure 2 | VIA’s M900 board supports dynamic power management to take advantage of performance headroom within a fixed power envelope.] 

Adaptive power management for 
embedded designs
In terms of performance per watt, the 
Intel Atom is likely the most power-
efficient x86 CPU and is closing fast on 
ARM-based processors in the battle to 
compute tasks with the least amount of 
energy. While the title of this article is 
somewhat provocative, compute effi-
ciency obviously can be extended to 
any power level. However, most CPU 
 vendors want to be in cloud-based servers 
and smartphones, leaving the embedded 
designer to repurpose suboptimal CPUs. 

In this broad realm of embedded power 
constraints, the use of adaptive power 
management offers a way to bring 
higher-performance architectures into 
the embedded power envelope, outper-
forming more efficient architectures that 
have been pushed to their limits. With 
new embedded CPU choices, the power 
denominator is no longer a primary con-
straint, and embedded CPU systems can 
once again focus on maximizing the 
numerator to differentiate their systems 
with the best performance.     

Figure 2 | VIA’s M900 board 
supports dynamic power 
management to take advantage of 
performance headroom within a 
fixed power envelope.

CFast™ 1.0 Spec. compliant

Interface: sATA II -PIO4 and UDMA6

R/W performance up to ~105/90 MB/s

Global Wear Leveling with 15bit/512byte ECC

S.M.A.R.T. support for Life Time Monitoring (LTM)

Densities: 2GB to 32GB

Frozen BOM and PCN Process

CFast™ Card   
The Next Generation
CompactFlash™

www.wdlsystems.com    1.800.548.2319    sales@wdlsystems.comwww.wdlsystems.com    1.800.548.2319    sales@wdlsystems.com

Cellular Development
Platform

Scan Code or visit www.wdlsystems.com/QR/ECD for more embedded products.

Fully certified, all-in-one hardware and OpenEmbedded Linux
development environment

Multiple interface options and internal
peripherals

Quickly develop and deploy custom applications 

Ready-to-use, flexible platform provides quick ROI 

Cost-effective alternative to custom manufacturing 

Developer community and support 

The Embedded Products SourceThe Embedded Products Source

J. Scott Gardner is an engineer and consultant who began his 
career 25 years ago designing microprocessor-based systems. 
He has served in various marketing and management roles in the 
semiconductor industry, most notably during 10 years at IDT. 
He has recently held executive staff or board positions at several 
start-ups and continues to consult part time. Scott received a BS in 
Electrical Engineering from the University of Kansas and an MBA 

from Santa Clara University.

Advantage Engineering 
512-779-9561 • gardner@advantage-engineer.com  

www.advantage-engineer.com 

VIA Technologies 
www.linkedin.com/company/via-technologies-inc  

www.facebook.com/viaembedded 
@VIAmkt 

www.viaembedded.com  

in

f
t

mailto:gardner@advantage-engineer.com
http://www.advantage-engineer.com
http://www.linkedin.com/company/via-technologies-inc
http://www.facebook.com/viaembedded
http://twitter.com/#!/VIAmkt


14   |  November 2011    Embedded Computing Design www.embedded-computing.com

Engineers are turning to verification and validation methods that allow them to 

find errors in their design and the code as early as possible. Applying these methods 

gives engineers confidence that their processes are robust in typical production 

projects where exhaustive testing is neither practical nor possible due to application 

complexity. Engineers can achieve early verification by maximizing the benefits of  

Model-Based Design.

Model-Based Design (MBD) performs 
verification and validation through test-
ing in simulation. Although many orga-
nizations use some form of modeling, 
too many apply simulation in an ad hoc 
manner that does not take advantage 
of the potential verification benefits 
(see Figure 1). 
[Figure 1 | Costs of fault propagation throughout the phases of development illustrate how some organizations do not take advantage of the verification benefits of simulation.]

To maximize the benefits of MBD, suc-
cessful organizations have implemented 
four key practices that help accomplish 
early verification:

 f Create and simulate a high-level 
system model during the specifica-
tion stage. In MBD, the system model 
serves as an executable specification.  
Early simulations of this model  

highlight incomplete and inconsistent 
requirements and specifications.

 f Test from day one with 
multidomain simulations. By 
developing multidomain models and 
performing closed-loop simulations, 
engineers can start testing while the 
product idea is taking shape. These 
simulations enable engineers to 
investigate all aspects of the system, 
including algorithms, components, 
the plant model, and the environment.

 f Create virtual test suites that stress 
the system. Simulations enable 
engineers to conduct a range of tests 
that would be difficult or impossible 
to perform on the embedded system 
itself. Like all tests, these should 
be run as early as possible.

 f Use the model and test suites 
as a reference design throughout 
the development process. Well-
constructed models can be used 
throughout development and then 
reused for future enhancements 
and derivative designs.

These practices should be employed in 
parallel as four dimensions to successful 
usage of MBD for early verification.

Create and simulate a  
high-level system model
To serve as an executable specification, a 
high-level system model must mirror the 
system’s abstract behavior. The model 
might not include the full interface defi-
nition, but it must specify the system’s 

Maximizing the benefits 
of Model-Based Design through 
early verification
By Guido Sandmann, Joachim Schlosser, PhD, and Brett Murphy
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dynamic behavior. Simulating system 
behavior in the requirements specifica-
tion stage helps ensure that the team has 
a complete and shared understanding of 
what the system is required to do.

With MBD, engineers start by assembling 
the architecture using either subsystems 
or discrete states. The dynamics within 
these subsystems should initially be mod-
eled using the easiest possible approach. 
In parallel with this activity, other engi-
neers can create scenarios or formalized 
requirements in preparation for testing 
the dynamics as early as possible.

When the first tests are run, the engineers 
who modeled the functional behavior 
will learn more about the system and 
the real meaning of the requirements. 
Likewise, the engineers who created the 
test scenarios or formalized requirements 
will learn whether the  requirements are 
consistent and complete. Each group 
should communicate their findings 
to the other to make sure there are no 
misunderstandings.

Test from day one with 
multidomain simulations
System behavior is defined not only by 
the embedded control software, but also 
by the electronic and mechanical com-
ponents, including the connected sensors 
and  actuators. Early simulations in which 
the architecture is executed provide more 
insight when they are performed in a closed 
loop with plant or environment models. 

Closed-loop simulations with plant 
 models offer several advantages over 
open-loop simulations or testing on actual 
plant hardware. One advantage is that 
models are easier to change than metal, 
wires, and C code. Closed-loop simula-
tions with plant and environment models 
reduce costs in multiple phases of devel-
opment. A model is easier to  reconfigure 
and replicate than a mechanical and 
electrical device built from steel, wires, 
circuits, and other hardware. Engineers 
can rapidly switch between versions of 
the physical model without incurring 
manufacturing costs. By simply  changing 
parameters such as the length of a rod 
or the maximum torque of an electric 
drive, teams can evaluate trade-offs and 
 optimize the complete system for cost, 
speed, power, and other requirements.

Plant models provide another perspective 
on the system. Modeling the nonsoftware 
parts of the system gives engineers another 
view into system behavior. Engineers can 
often learn more about system  dynamics 
through simulation than from the real 
 system because simulation provides 
details on force, torque, current, and other 
values that are difficult or impossible to 
measure on the actual hardware.

Creating plant models requires engin- 
eering effort, but this effort is often 
 overestimated, while the value provided 
by plant modeling is underestimated. 
When developing plant models, it is a 
best practice to start at a high level of 
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Software | Compile, debug, trace    

abstraction and add details as needed. 
Choosing a level of abstraction that is just 
detailed enough to produce the needed 
results saves modeling effort as well as 
simulation time (see Figure 2).
[Figure 2 | Early verification as part of Model-Based Design streamlines embedded control design with modeling, simulation, and automatic code generation.]

Create virtual test suites that 
stress the system
Efficient testing requires a separation of 
concerns. Organizations should test differ-
ent aspects of the software implementation 
at different stages of development. Testing 
communications and hardware effects 
before the algorithms have been tested 
makes it difficult to isolate and identify the 
source of defects in the design. 

Applying tests where and when they 
are most appropriate enables teams to 
evaluate the design at the right level 
for each phase of development. At each 
phase, test results should be fed back to 
development immediately to enable con-
tinued refinement of the design.

Functional testing involves simulating the 
controller model with the multidomain 
environment model. Test vectors used 
in functional testing are based on either   
formalized requirements or scenarios such 
as recorded driving maneuvers. These test 
vectors can be reused for regression test-
ing and full model coverage testing.

Rapid Control Prototyping (RCP) adds 
real-time verification and the user expe-
rience to the test regimen. RCP helps 
 engineers quickly deploy algorithms 
and test them in the vehicle to determine 
whether the functionality feels right. 
Enabled by on-target rapid prototyping 
and functional rapid prototyping plat-
forms, RCP can be a rich source of design 
ideas, but it should not serve as the primary  
method of verifying functionality.

Robustness testing aims to evaluate sys-
tem robustness amid changes in software 
parameters, manufacturing process vari-
ances, mechanical and electrical hard-
ware degeneration over the system’s 
lifetime, and similar effects. It is a best 
practice to run parameter sweeps on the 
virtual system, including the controller 
and environment. With a more thorough 
understanding of how the system per-
forms at boundary conditions, engineers 

can choose to narrow the specification for 
their hardware vendors or conclude that 
a less expensive part with slightly higher 
variances meets their design needs.

Hardware-In-the-Loop (HIL) testing 
enables engineers to test the real con-
troller or controller networks in the lab 
rather than in a real-world environment. 
HIL testing can be used to test robustness 
(for example, by inserting failures) or 
diagnose intercontroller communication 
in large controller networks. It covers 
hardware and communication effects that 
cannot be modeled easily.

Like RCP, HIL testing is necessary for 
system verification, but it should not be 
used as the principal means of functional 
testing. This is because HIL testing is  
conducted at a very low abstraction level –  
close to the real system – and therefore 
combines many different effects that  
prevent efficient functional testing.

Use the model and test suites 
as a reference design
In MBD, all key development tasks are 
performed at the model level. This means 
that any modification made to the gener-
ated code must also be made in the model. 
Using the model and test suites as a single 
source of truth throughout development 
promotes clear communication and effi-
cient reuse of models and tests, not only 

for the current project, but also for future 
enhancements and derivative designs.

Put all artifacts under configuration 
management
Software engineers recognize the value 
of versioning code in a Configuration 
Management System (CMS). The key 
artifacts in MBD – models, tests, and 
simulation results – should also be main-
tained in a CMS. Managing artifacts in 
a CMS makes it easy for teams to rerun 
virtual tests and compare the current test 
harness with a former model state or for-
mer test vectors.

Perform regression tests
Software engineers use nightly builds 
to compile and test the most up-to-date 
 version of the source code. This approach 
should be applied to modeling and simu-
lation as well. Once an engineer defines 
a new test to verify a specific model 
behavior, that test should be integrated 
into the nightly build to ensure that the 
specific behavior still works in all subse-
quent modeling iterations. If the test fails 
at some point, then either a defect has 
been identified or the functionality has 
 fundamentally changed and the test is no 
longer applicable.

Verify early and often
The best practices outlined in this 
 article allow engineers to achieve early 

Figure 2 | Early verification as part of Model-Based Design streamlines 
embedded control design with modeling, simulation, and automatic 
code generation.
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verification, lessening the time spent at 
the end of the development cycle testing  
and debugging their designs. Key to this 
process is MBD, which enables the use 
of verification as a parallel activity that 
occurs throughout the development pro-
cess. Performing test and verification 
along every step of the development  
process means finding errors at their 
point of introduction. The design can be 
reiterated, fixed, and verified faster than 
in the traditional process.     
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Using traditional tools to verify that structural coverage meets safety-critical standards 

can be complicated since the code being tested is not the same code that will finally 

execute. A tool that derives precise source-level coverage metrics from execution trace 

data for a non-instrumented program offers a simpler alternative that supports all levels 

of safety certification.

Certification standards such as DO-178B for commercial 
 avionics require evidence that the system source code is com-
pletely exercised by tests derived from requirements. Traditional 
tools obtain the coverage data through code instrumentation, but 
this complicates analysis since the code being tested is not the 
code that will finally execute. 

A host-resident two-part technology offers an efficient and  
cost-effective alternative solution: a target emulator coupled with 
a non-intrusive coverage analyzer. The emulator dynamically 
translates the object code into native host instructions. The cov-
erage analyzer derives source coverage data from object branch 
information retrieved from program execution on the emulator, 
and performs any additional analysis needed for compliance with 
the most stringent coverage requirements. 

Final verification on the target platform is simplified; it entails 
rerunning the tests and showing that the results are the same as on 
the emulator. This approach fully supports all levels of safety cer-
tification for DO-178B and for its upcoming revision, DO-178C.

Verification challenges
A major verification activity specified in safety certification 
 standards such as DO-178B is test coverage analysis, which 
involves demonstrating that each software requirement is met 
and showing that the requirements-based tests completely cover 
the source code. Coverage analysis raises several issues: 

 f Instrumentation: A common approach is to 
use a tool that generates a modified (instrumented) 
version of the application, or to compile the application 
with a special switch to generate instrumented object 
code. However, this is not the code that will run 
on the final system. To use the coverage data, the 
developer must demonstrate that it also applies to 
the uninstrumented executable. This is not necessarily 
simple.

 f Target hardware: Although final software/hardware  
integration testing must be performed on the actual  
deployment configuration, a host-based solution 
is simpler and more cost-effective.

Non-intrusive  
code coverage for  
safety-critical software
By Benjamin M. Brosgol, PhD
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 f Source versus object coverage: DO-178B requires 
coverage of the source code, but coverage data is  
computed from the executable. At the highest safety  
criticality (Level A), special analysis might be 
needed to demonstrate Modified Condition/
Decision Coverage (MC/DC).

The technology described here addresses these issues. It is based 
on deriving source coverage metrics from execution trace data 
produced by a host-resident target emulator running the unin-
strumented code.

DO-178B test coverage analysis
DO-178B requires structural coverage analysis: the developer 
must show that the code structure is completely exercised by 
requirements-based tests. The extent of the coverage depends 
on the software component’s safety criticality level. At Level C, 
only statement coverage is required: each statement in the 
 program must be executed at least once.

At Level B, decision coverage is required. In DO-178B parlance, 
a decision is a complete Boolean expression consisting of atomic 
Boolean terms (conditions) and Boolean operators. Here is a 
decision with three conditions:

(B1 and then B2) or else B3

This example uses Ada’s and then and or else  short-circuit  
forms that evaluate their right operand only when necessary, 
corresponding respectively to C’s && and || operators. Decision 
coverage requires each decision in the program to be exercised 
by tests for both true and false.

At Level A, MC/DC is required: 

 f Each condition in the program must be exercised by tests  
for both true and false.

 f Each decision in the program must be exercised by tests for  
both true and false.

 f Each condition must be shown to independently affect the  
decision’s outcome (with that condition varying while all  
other conditions remain fixed).

Figure 1 illustrates the differences among the various kinds of 
structural coverage.
[Figure 1 | A program fragment shows different kinds of DO-178B structural coverage.]

Target emulation through virtualization
The concept of simulating a target processor on a host system is 
not new, but recent advances in virtualization technology have 
spawned an efficient and portable approach exemplified by the 
open-source Quick EMUlator (QEMU) tool. QEMU supports 
full system emulation with guest operating systems. It runs on a 
host platform and dynamically translates object code into native 
host instructions, using a caching scheme for efficiency. Because 
host processors are typically faster than embedded target hard-
ware, QEMU provides better performance than direct execution 
on the target.

QEMU is open-source technology that is extensible and adapt-
able. To handle DO-178B structural coverage analysis, a useful 
enhancement is support for generating execution traces. Two 
kinds of information are relevant:

 f Summary traces: The output identifies the address ranges  
of the instructions that were executed, and, for conditional 
branches, which branch(es) was (were) taken. 

 f Full historical traces for specified address ranges: 
Besides indicating the instructions that were executed, 
the output shows which branch was taken at each 
evaluation of each conditional expression.

An adapted version of QEMU that produces these execution 
traces is a key component of coverage analysis technology.

Figure 1 | A program fragment shows different kinds of 
DO-178B structural coverage.

procedure P (B1, B2, B3 : Boolean) is 
begin 
   if (B1 and then B2) or else B3 then 
     Do_Something; 
   end if; 
end P; 

Statement Coverage 

Decision Coverage 

Modified Condition/Decision Coverage 

Program Example 

The procedure has an if statement and a procedure call. 
A single test case covers both statements. For example: 

The program has one decision: (B1 and then B2) or else B3  
Two test cases are sufficient  for decision coverage. For example: 

The decision has three conditions: B1, B2, B3 
 Four test cases are sufficient  for MC/DC: 

B1 B2 B3 Result 

Test Case True True Don’t care True 

B1 B2 B3 Result 

Test Case 1 True True Don’t care True 

Test Case 2 False Don’t care False False 

B1 B2 B3 Result 

Test Case 1 True True False True 

Test Case 2 True False True True 

Test Case 3 True False False False 

Test Case 4 False True False False 

“Independence of effect” is demonstrated by Test Cases 1 and 4 for B1,  
Test Cases 1 and 3 for B2, and Test Cases 2 and 3 for B3. 
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Coverage analysis
Although the execution trace data supplies object  instruction 
 coverage and object branch coverage information, further 
 analysis is needed to satisfy DO-178B’s objectives:

 f The traces must be mapped to source code structure,  
particularly to constructs in the source code that have  
coverage requirements.

 f The level of coverage achieved – statement, decision,  
MC/DC – must be assessed.

To enable this analysis, the compiler can preserve the source 
program’s decision structure in the object control flow graph 
and generate debugging data and summaries of source cover-
age obligations. Using this information together with execution 
trace data from the emulator, a coverage analysis tool can deduce 
whether the test’s execution accomplished the desired coverage.

Determining whether execution trace data implies MC/DC pres-
ents some challenges. One issue is how to infer source condition 
evaluation from object branch coverage. This can be handled if 
the program uniformly uses short-circuit forms (“and then”, 
“or else”) instead of the Boolean operators (“and”, “or”). 
The compiler can then preserve the source code’s conditional 
structure in the generated object code. A second issue is whether 
it is possible, for efficiency, to use only the summary traces and 
not the full historical traces. In general, the answer is “no,” and a 
relatively simple decision shows why:

(B1 and then B2) or else B3

This decision’s object code can be branch-covered by just three 
test cases, as shown in Table 1.
[Table 1 | Tests for object branch coverage of (B1 and then B2) or else B3]

However, MC/DC requires at least n+1 tests when there are n 
independent conditions, and thus four here (see again Figure 1). 
The trace summary data (object branch coverage) is insufficient; 
full historical trace data is needed.

Putting it all together
The target virtualization approach has been implemented as part 
of an effort – the Couverture (Coverage) Project – to provide 
an open coverage analysis framework for safety-critical software 
development. AdaCore’s GNATemulator tool is an adaptation of 
QEMU that collects the execution trace data. The GNAT com-
piler compiles a non-instrumented application source program 
with switches that preserve the conditional control flow in the 
object code and generate debugging data and source coverage 
obligations. The compiled program is then run on GNATemulator, 

producing execution trace data. The GNATcoverage tool uses this 
data to assess whether the required structural coverage has been 
achieved, if necessary analyzing the full historic trace data to 
verify MC/DC. Figure 2 depicts a typical development scenario.
[Figure 2 | Virtualization and coverage analysis accurately assess structural coverage.]

These tools currently work on applications written in Ada, a 
 language that is used frequently in the safety-critical domain.  
Future versions will support other languages, including C. Target 
architectures currently supported include PowerPC and LEON. 

Efficient target virtualization, coupled with a tool that deduces 
precise source-level coverage metrics from execution trace 
data for a non-instrumented/unmodified user program, mark an 
advance in the state of the art. This technology is especially valu-
able in safety-critical contexts, supporting safety certification at 
all levels while simplifying the certification effort.    
[Figure 3 | 250 | center | ECD in 2D: AdaCore sales and business development manager Michaël Friess explains how GNATcoverage and GNATemulator help programmers develop certifiable applications. Use your smartphone, scan this code, watch a video: http://opsy.st/prvI14. ART]
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B1 B2 B3 Result

Test case 1 True True Don’t care True

Test case 2 False Don’t care False False

Test case 3 True False True True

Table 1 | Tests for object branch coverage of 
(B1 and then B2) or else B3.
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ECD in 2D: AdaCore sales and business development manager 
Michaël Friess explains how GNATcoverage and 
GNATemulator help programmers develop certifiable 
applications. Use your smartphone, scan this code, 
watch a video: http://opsy.st/prvI14.

Figure 2 | Virtualization and coverage analysis accurately 
assess structural coverage.
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Although software verification techniques can help developers find specific types of 

defects in embedded C software, they can overlook some errors. To rest assured that 

defects aren’t slipping through the cracks, developers should apply these complementary 

techniques in concert.

Automated techniques such as pattern-based static code  analysis, 
runtime memory monitoring, unit testing, and flow analysis can 
be used together to find bugs in an embedded C application. The 
following discussion will demonstrate these techniques using 
Parasoft C/C++test, an integrated solution for automating a 
broad range of best practices to improve C and C++ software 
development team productivity and software quality.

Sample sensor application
The recommended bug-finding strategies can be explored in 
the context of a simple sensor application running on an ARM 
Cortex-M3 board. An application is created and uploaded to the 
board, but when it’s run, it doesn’t render the expected output on 
the LCD screen.

It’s not working, and the reason why is unclear. Debugging on the 
target board would be time-consuming and tedious, as  debugger 
results would need to be analyzed manually to try to determine 
the real problems. Alternatively, certain tools or techniques could 
be applied to pinpoint errors automatically.

At this point, the two options are to debug the application with the 
debugger or apply an automated testing strategy to peel errors out 
of the code. If the application still does not work after applying the 
automated techniques, the debugger can be used as a last resort.

Pattern-based static code analysis
Instead of debugging, pattern-based static analysis – which 
is fast, easy to use, and can be applied at almost every code 
change – is applied. One problem is identified by performing 
static  analysis (see Figure 1).
[Figure 1 | Static code analysis identifies a MISRA coding standard violation.]

This is a violation of a MISRA rule that says using assign ment 
operators inside Boolean expressions can be risky. The intention 
was not to use an assignment operator, but rather a comparison 
operator. So this problem is fixed and the program is rerun.

There is improvement as some output is displayed on the LCD. 
However, the application crashes with an access violation. Once 
again, there is a choice to make: Use the debugger or continue 
applying automated error detection techniques. Given that 
 automated error detection is very effective at finding memory 
corruptions such as this, performing runtime memory monitoring 
is the best option.

Runtime memory monitoring of the 
complete application
Runtime memory monitoring can be performed by applying 
lightweight instrumentation suitable for running on the target 

Integrating  
error-detection  
techniques to  
find more bugs in  
embedded C software
By Marek Kucharski and Mirosław Zieliński
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Figure 1 | Static code analysis identifies a MISRA coding 
standard violation.
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board. After uploading and running the instrumented applica-
tion and downloading results, an error is reported: reading an 
array out of range at line 48. Obviously, the msgIndex vari-
able must have had a value that was outside the bounds of the 
array. Going up the stack trace reveals that this print message 
with an out-of-range value was caused by putting an improper 
condition for it before calling function  printMessage(). 
This can be fixed by relaxing the value range control 
inside the if statement and taking away the unnecessary 
condition(value <= 20).

void handleSensorValue(int value)
{
 initialize();
 int index = -1;
 if (value >= 0 && value <= 10) { 
  index = VALUE_LOW;
  } else if ((value > 10) && (value 

<= 20)) { 
  index = VALUE_HIGH;
 }
 printMessage(index, value);
}

Now, when rerunning the application, no memory errors are 
reported. After the application is uploaded to the board, it seems 
to work as expected. However, some concerns remain.

One instance of a memory overwrite was found in the code 
paths that were exercised, but does that mean there are no 
memory overwrites in the code that wasn’t exercised? Coverage 
analysis shows that some code has not been exercised at all. 
The  reportSensorFailure() function is not covered, 
and one branch inside the mainLoop function that calls 
 reportSensorFailure has not been exercised at all. One 
way to test this code is to create a unit test (for the mainLoop 
function) in combination with a user stub (for the readSensor 
function) to simulate conditions that are difficult to reproduce 
during functional testing.

Unit testing with runtime memory monitoring
A test case skeleton is created and then filled with test code. 
Also, a stub is added for the readSensor function to simulate 
a reading error. The test case is run – exercising just this one 
previously untested function – with runtime memory monitoring 
enabled. The results show that the function is now covered, but 
new errors are reported.

The test case uncovered more memory-related errors. There is a 
clear problem with memory initialization (null pointers) when 
the failure handler is being called. Further analysis shows that an 
order of calls was mixed in reportSensorValue(), such 
that finalize() is being called before printMessage() 
is called, but finalize() actually frees memory used by 
printMessage().

void finalize()
{
 if (messages) {
  free(messages[0]);
  free(messages[1]);
  free(messages[2]);
 }
 free(messages);
}

void printMessage(int msgIndex, int value)
{
  const char* msg = messages[msgIndex];
   printf(“Value: %d, State: %s\n”, 

value, msg);
  fflush(stdout);
}

void reportSensorFailure()
{
  finalize(); 
  printMessage(ERROR_MSG, 0);
}

This order is fixed, and the test case is rerun one more time.

That resolves one error. The next step is to address the  second 
problem: AccessViolationException in the print message. This 
occurs because these table messages are not initialized. To 
resolve this, the initialize() function is called before 
printing the message. Thus, the repaired function is:

void reportSensorFailure()
{
 initialize();
 printMessage(ERROR, 0);
 finalize(); 
}

When rerunning the test, only one task is reported: an invalidated 
unit test case, which is not really an error. The outcome must be 
verified to convert this test into a regression test.

Next, the entire application is run again. Coverage analysis shows 
that almost the entire application was covered, and the results 
indicate that no memory error problems occurred. Even though 
the entire application was run and unit tests were created for 
an uncovered function, some paths are not covered. Unit test 
creation can continue to be employed, but it would take some 
time to cover all of the paths in the application. Instead, those 
paths can be simulated with flow analysis. 

Flow analysis
Flow analysis is run to simulate different paths through the 
 system and check if there are potential problems in those paths. 

Software | Compile, debug, trace    
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There is a potential path where there can be a double free in the 
finalize() function. The reportSensorValue() func-
tion calls finalize(), then finalize() calls free(). Also, 
finalize() is called again in the mainLoop(). This can be 
fixed by making finalize() more intelligent:

void finalize()
{
 if (messages) {
  free(messages[0]);
  free(messages[1]);
  free(messages[2]);
  free(messages);
  messages = 0;
 }
}

Flow analysis is run one more time. Two problems are reported.

A table with the index -1 is possibly being accessed here. This 
is because the integral index is set initially to -1, and there is 
a possible path through the if statement that does not set this 
integral to the correct value before calling printMessage(). 
Runtime analysis did not lead to this path, and this path might 
never be taken. That is the major weakness of flow analysis 
compared to runtime memory monitoring. Flow analysis shows 
potential paths, not necessarily paths that will be taken during 
actual application execution. This potential error is fixed by 
removing the unnecessary condition (value >= 0).

void handleSensorValue(int value)
{
 initialize();
 int index = -1;
 if (value <= 10) {
  index = VALUE_LOW;
 } else { 
  index = VALUE_HIGH;
 }
 printMessage(index, value);
}

The final error reported is fixed in a similar way. Now, when 
rerunning flow analysis, no issues are reported.

Regression testing
To ensure that everything is still working, the entire analysis is 
rerun. First, the application is run with runtime memory moni-
toring and everything seems fine. Then unit testing is run with 
memory monitoring and a task is reported.

The unit test detected a change in the behavior of the func-
tion reportSensorFailure() caused by modifications 
in finalize() to correct one of the reported issues. This task 
draws attention to the change and indicates that the test case must 
be reviewed. Then either the code should be corrected or the test 
case should be updated to show that this new behavior is the 
expected behavior. After looking at the code, it is apparent that 
the latter is true, and the assertion’s condition is updated.
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void  
sensor_tests_test_reportSensorFailure()
{
 {
  messages = 0 ;
 }
 {
   repotSensorFailure();
  CPPTEST_ASSERT(0 == ( messages ));
  }
}

As a final sanity check, the entire application is run on its own, 
building it in the integrated development environment without 
any runtime memory monitoring. The results confirm that it is 
working as expected.

Complementary tools
All of the testing methods applied – pattern-based static 
code analysis, memory analysis, unit testing, flow analysis, 
and regression testing – do not compete with one another, 
but rather complement one another. Used together, they 
 provide an amazingly powerful tool that delivers an unpar-
alleled level of automated error detection for embedded  
C software.     
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The relatively recent expansion of high security features in embedded processors 

and architectures is beginning to affect embedded software tools in a variety of ways. 

Performing security configuration and code checking on a different platform from the user 

development environment separates security concerns from the rest of the development 

process and environment.

The process of developing, certifying, 
and implementing embedded security 
features has several problems that can 
be compared to providing deadbolts for 
residential properties. The deadbolt itself, 
no matter how well designed and tested, 
offers little security if it is not installed 
correctly. What’s more, the deadbolt is of 
no use if the owner does not lock it into 
place at night.

These problems likewise apply to chip 
security features. If implemented incor-
rectly by the system developer or not 
 utilized at all, a processor’s security prop-
erties are of no value in the end system.

Where’s the security?
Embedded security features typically 
come to the marketplace as hardware 
or software solutions, though of course 
all security capabilities have aspects 
of both.

A good example of software security 
features includes a set of crypto libraries 
and reference codes used to protect data. 
The hard problems of creating encryption 
subroutines that are security certified, 
lack known coding vulnerabilities, and 
resist side-channel examinations are often 
undertaken by companies with security 
specialties and licensed to embedded 
developers. An example of hardware 
security features includes hard memory 
partitioning and hard trust modes and 
 circuits invoked for sensitive operations. 
In both hardware and software cases, 
using the feature in a normal embedded 
development requires a configuration and 
software implementation step.

The implementation of security capa-
bilities through vendor software tools 
is  usually not a simple process. It is a 
 product of the embedded development 
environment and must be performed 

in a way that is reliable, testable, and 
verifiable. Often it is integrated into the 
software development environment and 
provided to the developer bundled in the 
normal development suite.

Embedded development 
environment elements
The most common success metrics of an 
embedded development environment are 
productivity and ease of use. With high-
security products and projects that fully 
utilize security features available on the 
market, however, an additional primary 
objective is to provide a trusted develop-
ment environment. 

This represents a high degree of either 
third-party certification of the software 
elements’ integrity or extensive documen-
tation and interoperability testing of the 
embedded security configuration software 
and other development tools. Interface 
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bugs that affect security configurations can 
have severe long-term consequences for 
development companies, not unlike liabil-
ity in automotive and medical applications.

Implementing security 
configurations
Configuring security capabilities in an 
embedded system is done with a soft-
ware development tool appended to 
the customer’s software development 
kit. Some examples include setting up 
 bitstream encryption keys for an FPGA, 
fuse  settings or hashing keys for a  digital 
 signature-checking circuit, and code 
obfuscation tools.

Though there are some exceptions, few 
vendors implement a digital signature 
or trust check on their own security con-
figuration tools. This leaves the entire 
development environment vulnerable 
to code tampering, both intentional and 
unintentional.

A valuable approach to creating a secure 
design environment is performing secu-
rity configuration and code checking 
on an entirely different hardware and 
 network platform from the user devel-
opment environment. In this way, the 

embedded user does not take on the 
burden of developing a security-pristine 
work environment, but instead isolates 
security concerns to a narrower range of 
the development schedule and tool flow.

Adding a secure 
configuration step
The goal of creating a secure configura-
tion step is to segment security configu-
ration as a separate step in the design 
 process. If an embedded provider is 
developing an entirely new development 
environment, this becomes a value-add 
feature in early requirements. If this 
is being attempted with an existing or 
legacy design environment, the process 
might be more difficult.

An example of this process is the Acalis 
Sentry device, which is used to config-
ure the security parameters of the Acalis 
secure processor. The  processor’s secu-
rity configuration resides in a uniquely 
encrypted and signed boot file, and 
the Acalis Sentry performs the step of 
 creating a final encrypted boot file for 
the device.

A separate hardware appliance like Sentry 
can be used for a variety of other security 

configuration tasks as well. These include 
linking sensitive libraries, installing keys 
in final user configuration (in a similar 
fashion to military encryption equip-
ment), or checking digital signatures and 
software licenses. Figure 1 shows how 
this security separation is implemented in 
an embedded development environment.
[Figure 1 | Acalis Sentry creates a uniquely encrypted and signed boot file for the Acalis secure processor.]

Another example of security separation 
is the process of separating data flows in 
FPGA designs. Both Xilinx and Altera 
offer the capability to partition data flow 
designs into separation regions. Each 
company also provides an independent 
verification tool to perform rule check-
ing and layout management to ensure 
the design is partitioned correctly. In this 
manner, FPGA users who are designing 
for high-assurance systems can perform 
the most important step – verification – in 
a completely separated design environ-
ment if so desired.

Embedded security verification
Verifying security configuration settings 
differs greatly from embedded code test-
ing. Testing refers to checking applica-
tion code for operation to functional and 
performance requirements. Verification 
is the operation of this tested application 

Figure 1 | Acalis Sentry creates a uniquely encrypted and signed boot file for the Acalis secure processor.
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code to ensure that the proper security 
safeguards are in place to prevent unau-
thorized access or tampering.

Performing write and read-back testing in 
security configurations is only as secure 
as the configuration tools and the commu-
nication channel used for testing. For this 
reason, three attributes of security verifica-
tion testing are practiced widely in govern-
ment security and are now lexicon steps in 
verifying embedded system code security. 
These attributes include authentication, 
command integrity, and audit logs.

User authentication 
User authentication can be built into the 
security configuration tool (user name 
and password unique to the security 
 verifier) or designed into the hardware 
host for security setting and verification 
software. The capability to match the 
verification module and the silicon device 
or software module being verified should 
also be provided.

Command integrity 
Command integrity is a property of 
 security command procedures that redun-
dantly checks and rechecks or utilizes 
several command pathways to implement 
security configuration commands. This is 
similar to storage data integrity require-
ments that rely on forward error correc-
tion, redundant coded and fragmented 
data copies, and interdependence rules in 
logic that prohibit certain combinations 
of states.

Audit logs 
Audit logs include a process of recording 
and securing the records of all transac-
tions taking place from one logical mod-
ule to another. It provides the benefit of 
a tracking mechanism for debugging and 
forensics, as well as vastly complicating 
the tampering process by creating and 
protecting an auditable trail of activity.

Secure features need 
secure processes
A great deal of publicity in 2011 has 
focused on how complex and integrated 
supply chains have become for large 
 companies. The maze of suppliers con-
tributing to an embedded system in- 
cludes silicon designers, manufacturers, 

Real-Time Operating System (RTOS) 
providers, IP providers, design tools, 
debug/check tools, and so on. The com-
plexity of this supplier picture presents 
issues for business risk and product  
security and integrity.

Providing guarantees regarding the 
 security and integrity of each of these 
elements is an unsolvable problem as the 
issue of embedded security rises in the 
minds of customers and users. The smart 
way to address these customer concerns 
is to enable a secure process for verifying 
security features.

An important part of this approach is to 
isolate the process of implementing and 
verifying security configurations from 
the rest of the development process and 
environment. This will more than likely 
lead to the appointment of security spe-
cialists in an embedded organization and 
the rise of embedded security engineering 
as a best practice in product development.  
This could also result in  development 
environments providing tools and  
capabilities targeted at supporting this 
emerging role. Given our society’s grow-
ing dependence on embedded technology,  
it’s safe to say this is a good thing.

With tools, training, and best practices, 
embedded systems designers will now 
be able to lock and secure the deadbolt in 
place on the front door. Then we can start 
to focus on all the unlocked windows 
elsewhere in the system.      

J. Ryan Kenny 
is an electronic 
security consultant 
at QuantumTrace. 
He has more than  
10 years of exper- 
ience in space and 
defense electronics 

in the U.S. Air Force and defense 
systems engineering. He graduated 
from the U.S. Air Force Academy 
and completed an MSEE and MBA 
from California State University and 
Santa Clara University, respectively.

QuantumTrace 
jamesryankenny@msn.com  

www.quantumtrace.com 
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When delivering software-based systems for energy and utilities, it is vital to include 

cyber security assessment as part of systems analysis and architecture prior to building, 

integrating, and delivering the system. Applications slated for use in the smart grid 

should make use of a secure software development life cycle, ensuring faster customer 

acceptance and optimum return on investment.

Vulnerabilities introduced during the 
software development and delivery pro-
cesses for smart grid systems can arise 
from a lack of oversight in cyber security 
evaluation, leading to poor software inte-
gration and overall system vulnerability. 
Reliability protections, data loss preven-
tion, and privacy enforcement for energy 
customers provide a strong business case 
for enforcing strict cyber security policies. 
Standards applicable to software delivery 
include Guidelines for Smart Grid Cyber 
Security: NISTIR 7628 and PCI for credit 
card processing, among others. A viable 
software delivery process for companies in 
the energy and utilities sector must include 
these types of cyber security measures.

Standards versus regulations
Whereas standards allude to best practices 
and are not enforceable by outside agen-
cies, regulations such as those defined 
by North American Electric Reliability 
Corporation (NERC) are enforced. 
NERC’s Critical Infrastructure Protection 
regulations are aimed at power  suppliers 
and power generation and  transmission 
operators who are required to show com-
pliance with all provisions of NERC 
 pertaining to smart grid cyber security.

Standards pertaining to industry frame-
works such as those defined by the 
IEC 61968 and 61970 standards, collec-
tively known as the Common Information 
Model, increase interoperability in the 
smart grid. This is accomplished by stan-
dardizing the data headed to and from 
grid systems, including control centers, 
substations, and other devices. 

Software challenges for energy 
and utility systems
Utility companies acquire software from 
multiple sources. Internal software deliv-
ery teams are inundated with multiple 
operational and control requirements 
in the delivered system, and often fully 
or partially omit implementing security 
requirements.

Furthermore, COTS or open-source appli-
cations are customarily used in complex 
systems affiliated with large IT and network 
systems. Energy companies frequently  
use software service providers and inde-
pendent software vendors for developing 
and integrating the final system. Among 
the many benefits of outsourcing, lower 
total cost, larger pools of available experts, 
and shorter time to market are obvious. 

However, despite a diverse number of 
teams involved in software  assembly, there 
are no safety regulations imposed on 
 independent software vendors, COTS 
products, or open-source components used 
in the delivered system (see Figure 1).
[Figure 1 | Security should be applied to all the sources of software that comprise the final delivered system.]

Defining security needs
From a security perspective, it is vital for 
a utility company to incorporate safety 
measures into the following elements:

 f The various source code and binary  
software components comprising the  
final system

 f The collaborative development  
process practiced by the extended  
team

 f The enterprise structure through  
review and reengineering of the  
enterprise architecture and  
business process

Securing evolving software
The most logical place to start implement-
ing security is in the evolving software 
slated for deployment. For an energy and 
utility company, this could be at the level  
of enterprise IT systems, smart grid  
network, or Web-facing portal.

Securing software for the smart grid: 
Analyze early and often
By Andy Bochman and Irv Badr
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Whether source code has evolved from 
internal development teams, external 
teams, purchased applications, or gener-
ated from models such as UML, analysis 
during the early stages of the software 
development life cycle is one way auto-
mated tools can identify and reduce vul-
nerabilities before software is released.

It is also important to show stakeholders 
which security measures are being imple-
mented on a continuous basis. Automated 
reporting capabilities free software deliv-
ery teams from the manual chore of 
creating reports so they can spend more 
time on their applications, systems, 
and customers.

Finally, developing a business process to 
address NERC compliance requirements 
at various stages of an energy or  utility 
company’s operation is essential for 
developing a security-conscious  culture 
in the software delivery organization. 
Because security is a global initiative, it is 
beneficial to engage security  professionals 
to help design and develop a customized 
vulnerability action plan applicable to 
NERC and other security standards that 
are observed internationally.

Integration optimizes smart 
grid benefits
Energy and utility companies  continually 
face new security challenges. In the past, 
systems were isolated from security viola-
tions. But as the smart grid proliferates 
throughout an organization, its benefits 
along with other advanced metering infra-
structure projects can be optimized by 
fully integrating and networking the enter-
prise IT with the organization’s operations, 
as well as by achieving true two-way com-
munications paths to and from  customers. 
This unprecedented access must be 

managed via new security controls and 
policies, the vast majority of which are 
implemented in software.      

Andy Bochman is 
the energy security 
lead for IBM’s 
Rational Division, 
where he focuses 
on securing the 
software that runs 
the smart grid. 

Andy is a contributor to industry and 
national security working groups on 
energy security and cyber security. 
He lives in Boston, is an active member 
of the MIT Energy Club, and is the 
founder of the Smart Grid Security 
and DOD Energy blogs.

Irv Badr works 
at IBM’s Rational 
Division as go-to-
market manager, 
focusing on energy, 
utilities, and 
communication 
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He has nearly 20 years of experience 
developing software architecture and 
marketing complex systems. Irv received 
his Bachelor’s in Engineering from 
the University of Illinois and Master’s 
in Technology Management from 
Northwestern University.
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Safety-critical  
and Redundant
CompactPCI®  
and VMEbus

Certifiable up to SIL 4  
or DAL-A with safe  
operating system

MEN delivers redundant computers 
on board and system level  
(COTS or customized) for safety-
critical control systems for railway, 
avionics and industrial.

MEN Micro, Inc.
24 North Main Street 
Ambler, PA 19002
Tel: 215.542.9575
E-mail: sales@menmicro.com

www.men.de/safe

Safe and reliable through  ■

triple redundancy

Simple software integration  ■

through lockstep architecture

Voter implemented as IP core  ■

in safe FPGA

Conductive-cooling options   ■

for harsh environments

Meets environmental  ■

standards DO-160 and  
EN 50155

Developed according to   ■

DO-254 and EN 50129

Guaranteed quality based on  ■

ISO 9001, EN 9100 and IRIS

Figure 1 | Security should be applied to all the sources of software that 
comprise the final delivered system.
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Roving Reporter blog: Breaking networking performance barriers with 
multicore packet acceleration

By Warren Webb 

Telecom infrastructure networks are experiencing dramatic increases in data traffic, largely driven 
by multimedia content from wireless and wired devices. This growth is challenging service providers to 
meet network performance demands while growing their average revenue per user. From the hardware 

perspective, the latest Intel Xeon processors provide the efficient performance needed to deal with new demands 
while allowing network equipment manufacturers to consolidate application, control, and packet processing on the 
same platform for a more efficient solution. Although traditional software solutions have not been optimized for network 
performance, telecom equipment providers must find new techniques to combine operating systems, networking 
software, and multicore silicon to address business and performance challenges in today’s highly competitive market.

Read more at http://opsy.st/ojGBzz. 

By Jennifer Hesse www.embedded-computing.com
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-community Beat
Keeping the embedded conversation going

IDF 2011 demo:  
Protection against stealthy attacks
                                    McAfee 

DeepSAFE 
digs deeper into 
the computing stack 
beyond the operating 
system, identifying 
drivers accessing 

memory and stopping rootkits from hiding malware 
in real time.
See more embedded technology videos in our library:  
http://video.opensystemsmedia.com. 
 

▲

GROUP: Electrical/Electronics 
and Computer Development 
Engineers Group

DISCUSSION: PC should change now
We all are using PCs from a long, long time ago 
(more than 15 years). Don’t you think it’s time to 
change? Same monitor, keyboard, and mouse …  
same way of using it … It should change now. 
Let’s think of something new.

Ideas from comments thread:

•  Wearable computers, following the trend of 
wearing Bluetooth earphones

•  Outside-the-box interfaces: eye tracking, 
mouse sensors across the keyboard, mouth- or 
feet-powered controls, virtual mouse on finger, 
brainwave control

•  Seamless integration of electronic devices for  
“non-geek users”

Check out other Embedded Computing connections: 
www.linkedin.com/groups?gid=1802681.  

Evangelizing the benefits of virtualization
While virtualization has raked in billions for the enterprise/IT 
sector, the mobile and embedded market has been reluctant 
to believe the good news and accept this technology. 
Respondents to VDC’s 2011 Embedded Engineering Survey 
recognized a few significant advantages of using virtualization 
in developing mobile phone and other embedded devices, 
namely the ability to easily port designs to hardware 
platforms as well as the ability to easily run and manage 
multiple operating systems. Considering the number of other 
benefits mobile and embedded virtualization can provide 
engineers, the research firm urges vendors in this space to 
focus marketing efforts on promoting this technology as a 
promising solution for overcoming numerous embedded 
development challenges.

Image courtesy VDC Research Group, www.vdcresearch.com.

Primary Advantages from the Use of Virtualization
in Mobile & Embedded Systems

(Percent of Respondents)

Sec re partitioning of

Ability to easily port designs 
to hardware platforms

23%

27%

Ability to easily integrate new 

Ability to easily run and 
manage multiple OSs

Secure partitioning of 
guest operating systems

17%

22%

23%

Ability to partition or segment application 
functionality over multiple processors

Enable safety-critical certification of 
the underlying operating system

applications onto existing platforms

16%

17%

Other

Ability to consolidate discrete processors for 
potential bill of material (BOM) cost savings

functionality over multiple processors

5%

1%

5%
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Don't know

None of the above

37%

5%
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X-ES 2nd Generation Intel® Core™ i7 Processor Solutions: Delivering Innovation

In 2010, Extreme Engineering Solutions, Inc. (X-ES) developed more Intel® Core™ i7
processor products based on VPX, CompactPCI, VME, CompactPCI Express, and XMC form
factors than anyone in the industry. This year, X-ES has added solutions based on the 2nd
generation Intel Core i7 processor. Providing products customers want, when they want
them – that truly is innovation that performs.

X-ES offers an extensive product portfolio that includes commercial and ruggedized single
board computers, high-performance processor modules, multipurpose I/O modules,
   storage, backplanes, enclosures, and fully integrated systems.

2nd generation Intel Core i7 processor solutions available in a variety of form factors.
Call or visit our website today.
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