


               The EPX-C380  is
                expandable with 
           PC/104 I/O modules.

 A 1.66GHz Intel®AtomTM

Industrial SBC of 
EPIC Proportions

                  Fanless  
              Extended
          Temperature
       All-in-0ne   
    Single Board   
Computer

 EM
BE

D
D

ED
 P

CS
    

    
   P

O
W

ER
 S

UP
PL

IE
S 

    
    

  C
O

M
PA

CT
 F

LA
SH

    
    

   S
UM

IT
    

    
   P

AN
EL

 P
CS

    
    

   I
/O

 M
O

D
UL

ES
    

    
   E

N
CL

O
SU

RE
S 

    
    

  S
BC

S 
    

 The EPX-C380 is a rugged single board computer 
that provides a powerful platform for 
industrial applications.

 Powered with either a single or dual core processor, it has a wealth of onboard 
I/O plus expansion options.  Also it supports Windows®, Windows® Embedded, 
Linux, and other x86 real-time operating systems.

Features include:
• 1.66GHz Intel® Atom™ N450 single core or D510 dual core processor
• Embedded Gen 3.5+ GFX video core supports CRT and LVDS fl at panels 
 simultaneously
• Custom splash screen on start up
• Optional 1MB of battery backed SRAM
• Two, Gigabit Ethernet ports
• Two SATA channels
• Eight USB 2.0 ports each with over-current protection
• Four serial RS-232/422/485 channels
• 48 bi-directional digital I/O lines 
• CompactFlash (CF) card supported
• MiniPCIe and PC/104-Plus expansion connectors
• High Defi nition audio supported (7.1)
• WDT, RTC, LPT, status LEDs, and beeper
• +5 volt only operation
• EPIC sized:  4.5” x 6.5” and RoHS compliant
• EBX sized SBC also available
• -40ºC to +85ºC operation
• Responsive and knowledgeable technical support
• Long-term product availability

Contact us for additional information, custom confi gurations, and pricing.  
Our factory applications engineers look forward to working with you.

 Call 817-274-7553 or Visit 
www.winsystems.com/EPX-C380E2

Ask about our product evaluation program.

 715 Stadium Drive  •  Arlington, Texas 76011
Phone  817-274-7553  •  FAX  817-548-1358   
E-mail:  info@winsystems.com
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In response to growing pressure to boost the performance 
and trim down the size of embedded applications, standards 
organizations meet regularly to optimize their portfolios in 
light of the latest available technology. These updated stan-
dards take advantage of new silicon architecture combining 
multiple processors, graphics elements, and complex I/O to 
deliver the next generation of preengineered, off-the-shelf 
modules to support many of the high-performance require-
ments of embedded product development. 

These standardized computer platforms allow designers to 
trade in substantial  savings in Non-Recurring Engineering 
(NRE) and scheduling for slightly higher recurring costs. 
Standards-based designs also shortcut the software develop-
ment effort by providing access to compatible operating sys-
tems, vendor-supplied drivers, and sample firmware.

In the Strategies section of this issue, we asked experts 
from several standards organizations to bring us up to date 
on the latest changes affecting embedded designs. Starting 
things off, Jim Blazer, CTO at RTD Embedded Technologies 
and active member of the PC/104 Consortium, presents the 
history and updates in work – such as the latest generation 
of PCI Express – that support the PC/104 stackable architec- 
ture. Citing the need for smaller and more rugged building 
blocks, Alexander Lockinger, President of the Small Form Factor  
Special Interest Group (SFF-SIG) and CTO at Ascend 
Electronics, covers the trends and new products to expect in 
2013. In addition, Jerry Gipper, Director of Marketing at VITA 
and Editorial Director of VITA Technologies magazine, reports 
on the recent Embedded Tech Trends 2013 meeting aboard the 
Queen Mary and standards work in progress, plus some new 
technologies such as optical interconnects.

We have expanded the Strategies section this month to bring 
you technical updates on a couple of developing trends in 
the intelligent systems marketplace. First, Andrew Patterson, 
Business Development Director for the Mentor Graphics 
Embedded Software Division, shows how open source opera-
ting systems such as Linux and Android are driving innovation 
in the in-vehicle infotainment market. Next, Wil Florentino, 
Industrial Automation Marketing Manager at Renesas 
Electronics, discusses the latest concepts available to integrate 
multiple analog sensors into intelligent embedded devices. He 
explains how a configurable Analog Front End (AFE) simplifies 
the interface between these sensors and the digital world.

Regardless of the market segment, the software program-
ming and certification phase has become the long pole in 
the embedded development tent. In this month’s Software 
section, we show how software design teams are adding 
advanced static code/analysis tools to the mix to shorten 
this extended development cycle and minimize post-release 
changes. Explaining the benefits and techniques used in static 
code analysis, Arthur Hicken, Wayne Ariola, and Adam Trujillo 
of Parasoft present several different analysis implementa-
tions and where they should be employed in the develop-
ment process. Focusing on a single programming language, 
Jon Jarboe, Senior Technical Manager at Coverity, shows 
how static analysis can be used to manage risk in a Java 
development environment. In addition, static analysis and 
contract-based programming can be combined to deliver 
software components with enhanced safety and security, 
writes S. Tucker Taft, Vice President and Director of Language 
Research at AdaCore.

With requirements often changing over the course of a com-
bined analog and digital development project, designers 
are turning to reconfigurable hardware to minimize schedule 
delays. In this issue’s Silicon section, Cypress Semiconductor 
Application Engineer Robert Murphy presents several examples 
showing how configurable System-on-Chip (SoC) peripherals 
can be combined to create multiple functional components. 
Speaking of reconfiguration, if you have ideas for future tech-
nical articles and coverage that would help in your design 
efforts, please let us know. Contributed articles are a great 
way to expose your technology or expertise to the embedded 
 community, so if you have an idea, please send along an email 
with a short abstract.

Evolving standards simplify embedded development

Tracking Trends  
   in Embedded Technology

By Warren Webb

@warrenwebb wwebb@opensystemsmedia.com
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One of the most frustrating scenarios 
for embedded system designers occurs 
when, after they’ve completed many 
design milestones, they discover that the 
embedded device initially chosen does 
not meet the current design require-
ments. During the course of the devel-
opment cycle, requirements change 
and other unforeseen challenges occur, 
especially with a new product design.

System-on-Chip (SoC) devices, espe-
cially mixed-signal SoC devices, have 
been developed to overcome these dif-
ficulties. While different SoC companies 
have varying ways they like to describe 
their SoCs, in the end, an SoC is essen-
tially a microcontroller (whether it be a 
low-power 8 bit or a high-power 32 bit) 
with a large number of integrated analog 
and/or digital peripherals. Additionally, 
SoC devices introduce the ability to cus-
tomize, configure, and program these 
resources.

Configurability allows customers to have 
flexibility as to how peripherals such as 

comparators and operational amplifiers 
are routed out to pins. These compo-
nents will not have the same static pin 
locations as a traditional fixed-function 
microcontroller. Using a series of registers 
on the device, customers can configure 
a device to their particular application 
needs. Additionally, mixed-signal SoC 
devices may also contain digital resources 
that are programmable at different 
levels, from basic configurable logic to 
larger Programmable Logic Device (PLD) 
resources that can be configured using 
a hardware description language such 
as Verilog. Using these programmable 
digital resources, developers can easily 
create state machines and other complex 
circuits, such as performing an FFT on a 
digital signal in hardware.

While having this high level of configu-
rability allows developers to accom-
modate design changes that may occur 
during development, there are still 
some instances where the limitations 
of the chosen SoC are reached. These 
limitations can arise from the design 

requirements exceeding the capabilities 
of the part or by the need to implement 
a feature or specific functionality that 
does not have a fixed-function compo-
nent on the device silicon. By utilizing 
the configurability and flexible routing 
that make using a mixed-signal SoC so 
useful in the first place, developers can 
overcome many of the shortcomings 
the device architecture itself may have. 
Exploring several of those design chal-
lenges and a few practical examples of 
how an SoC device can overcome those 
issues lends insight. These techniques 
can often allow design requirements 
to still be met without the need to 
change the SoC device currently used 
in the design. 

Overcoming analog SoC challenges
Overcoming analog design challenges 
can be one of the most difficult things 
in embedded mixed-signal develop-
ment. Unlike digital peripherals, which 
are considered to be more “universal” 
and act more like building blocks, 
analog peripherals are “fairly fixed” in 

The microcontroller selection process often occurs before a design is finalized and while features are 
being changed on a frequent basis. This makes selecting the right device difficult. Newer System-on-Chip  
(SoC) devices help with this design challenge – allowing for flexibility in the device’s configuration and 
routing, enabling implementation of a feature not provided in the original silicon, and repurposing 
analog and digital resources. These new SoC devices also overcome the resultant challenge when design 
requirements have exceeded a fixed number of a certain peripheral on the chip. The following examines 
these design challenges and how they can be overcome via configurable analog and digital peripherals 
in today’s SoCs. 

Configurable A/D peripherals overcome  
the shortcomings of SoC devices
By Robert Murphy
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their functionality as they are essentially 
a system of components themselves 
rather than building blocks. Engineers 
will have access to analog peripherals 
such as Analog-to-Digital Converters 
(ADCs), comparators, and Digital-to-
Analog Converters (DACs), all of which 
can be configured to some level.

One design challenge that is commonly 
faced is the need for an additional ADC 
in a design. This can be encountered in 
the instance where a customer does not 
want to multiplex an ADC input or would 
like to implement a specific type of ADC, 
such as a Successive Approximation 
Register (SAR) ADC in a device that only 
contains a Delta Sigma ADC. To under-
stand how an SoC can overcome this 
from within itself, let’s look at this from 
the perspective of needing a SAR ADC 
in a design. The components required 
to build a SAR ADC are a comparator, 
a DAC, a status register, and some 
programmable digital logic. All are 
components that can be found on SoC 
devices. When these components are 

arranged in a fashion that is similar to 
that shown in Figure 1, a functional SAR 
ADC can be created.

The 8-bit output is gathered by reading 
what is stored in the Status Register. 
Various digital functions, such as arith-
metic operations and bit shifting, are 

done in hardware using Verilog. This 
combination of resources has created 
functionality that did not previously exist 
in the device that is capable of 118 KSps 
at 8 bits. As an additional benefit, as 
long as there are more comparators, 
DACs, and digital logic, additional SAR 
ADCs can be provisioned.

Figure 1 | Implementing a SAR with available resources
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Many mixed-signal SoC devices also 
 contain dedicated comparators and oper-
ational amplifiers. When those resources 
become exhausted or, in the case that 
the device never included those periph-
erals from the start, what can be done?  
Analog circuits, such as comparators, 
active filters, programmable gain ampli-
fiers, and transimpedance amplifiers, all 
are comprised of an operational amplifier 
that uses various resistors and/or capaci-
tors to create a specific function. Some 
mixed-signal SoCs contain what are 
called Switched Capacitor (SC) periph-
erals. SC peripherals are built around low-
noise, low-offset op-amps surrounded by 
analog multiplexers that are surrounded 
by groups of capacitors and switches. If 
the switches are put into a static open or 
closed state, then the result is a capacitor 
attached to the circuit. In addition, if the 
switches are  opened and  closed alterna-
tively  at  a  certain  frequency,  then  the  
switched capacitor  begins  behaving  like  
a  lossless  resistor. 

Devices that incorporate switched 
capacitors, such as the PSoC family of 
devices from Cypress Semiconductor, 
use register configuration to control the 
switches in the switch capacitor topology 
to produce a variety of circuits, from the 
most basic of operational amplifier to 
more advanced circuits such as a mixer, 
integrator, or tack and hold.

Overcoming digital SoC challenges
Developers face significant digital de- 
sign challenges with SoC architectures. 
Considering a traditional microcon-
troller, it will contain some fixed-function 
digital peripherals such as Pulse Width 
Modulators (PWMs) and timers. SoC 
devices incorporate digital logic, such as 
programmable logic devices, Arithmetic 
Logic Units (ALUs), and Status/Control 
resistors. Using hardware description 
languages such as Verilog, these hard-
ware resources can be configured to 
work together to create many possible 
functional components.

Consider an SoC device that contains 
a peripheral USB interface. Late in the 
design cycle, it is decided that it would 
be beneficial to also support host USB 

capabilities for features such as allowing a 
USB flash drive to be connected for data 
logging or field programmable firmware 
updates. The problem is that the device 
being used does not contain the required 
hardware to implement host functionality. 
However, using the configurable digital 
resources, an SoC device can overcome 
this digital design limitation.

To understand what needs to be incor-
porated, think about what it takes to 
handle USB communication. There are 
the differential signals, then SOF genera-
tion, Non-Return-to-Zero Inverted (NRZI) 
encoding/decoding, Cyclic Redundancy 
Checks (CRC) calculating, bit stuffing, 
and IN/OUT packet parsing. If designers 
read the USB specification, they will see 
that everything required can actually be 
implemented in a PLD, along with the 
help of some additional components. 
With some extensive Verilog coding to 
utilize the digital resources previously 
described, individual components for 
host USB communication can be made 
as shown in Figure 2. Here, each block 
shown represents Verilog implementa-
tion with various digital inputs and out-
puts. By connecting these components 
together with some glue logic, along 
with the addition of some external 
pull-down resistors and a crystal oscil-
lator, a fully functional USB host can be 
implemented.

Such configurability means that if a 
mixed-signal SoC is selected for a design 

that contains, for example, two PWMs, 
two comparators, two DACs, and one 
Delta Sigma ADC, these peripherals 
are not the end of its hardware func-
tionality. Resources can be repurposed 
and modified to extend resources to 
functionality that is different from what 
might have been initially required. In 
this way, engineers can increase the 
value of a product as well as reduce 
development time of a new product 
design without having to migrate to a 
new embedded device; that decision 
often leads to new firmware develop-
ment and PCB layout, resulting in lost 
time and money. By calling upon skills 
learned in early electrical engineering 
classes combined with the flexibility of 
a mixed-signal SoC device, embedded 
systems designers can efficiently com-
pensate for the shortcomings of their 
SoC designs.         

Robert Murphy 
is an Application 
Engineer at Cypress 
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Today’s software development teams 
are under immense pressure; the 
market demands high-quality, secure 
releases at a constantly increasing pace 
while security threats become more and 
more sophisticated. Considering the 
high cost of product failures and secu-
rity breaches, it is more important than 
ever to address these risks throughout 
the software development process. 
Potential problems need to be spotted 
early to prevent release delays or, worse, 
post-release failures. 

Fortunately, there are numerous tools 
to help developers manage these risks, 
helping to identify potential problems 
early in the development phase when 
issues are less disruptive and easier to 
fix. They are readily accessible to devel-
opers and easy to use within many 
development environments. This applies 
to developers programming in any lan-
guage; however, we focus on Java in this 
discussion (see Sidebar 1).

Static analysis helps mitigate risk 
When considering static analysis tools 
for Java or otherwise, it is important 

to understand what these tools are. 
The term “static analysis” refers to the 
approach of analyzing a program without 
executing it. As we’ll see in the next sec-
tion, static analysis tools can be used to 
produce reports on anything from coding 
standard violations to specific errors or 
vulnerabilities. Simply put, static analysis 

tools analyze source code to find infor-
mation useful for managing risk.

One benefit of static analysis is that it 
can be performed early in the develop-
ment cycle, often before the application 
will even execute. It is commonly inte-
grated into an automated build, so that 

When it comes to software development, the old adage is best spun in a slightly different way: better 
“early” than never. Accordingly, static analysis can help those developing in Java to stay one step ahead of 
potential coding problems.

Static analysis  
helps manage risk in Java
By Jon Jarboe

Java: False sense of security?
Java developers enjoy a mature ecosystem that supports developer efficiency and 
product quality. There are a number of free, high-quality Integrated Development 
Environments (IDEs) to keep developers productive, as well as a diverse user community 
and a rich library of reference material.

The Java language itself provides a number of modern features to improve the quality 
and security of code as well as developer productivity. While these features simplify 
application development, they can also give developers a false sense of comfort while 
working on complicated projects. The garbage collector is unpredictable, leading to 
temporary resource exhaustion caused by loosely managed resources. The language 
provides concurrency features, but concurrency itself is tricky so developers need to 
utilize them with exceptional care. Java was designed to avoid problems common in 
other languages, such as buffer overruns and memory corruption resulting from pointer 
misuse, but still suffers from its own set of weaknesses.

Sidebar 1 | Though Java’s mature ecosystem, numerous IDEs, and abundance 
of reference materials ease Java application development, they can also bestow 
a false sense of security upon developers, who should be watchful to mitigate 
Java’s weaknesses.
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there is virtually no overhead to running 
frequent analyses. By integrating static 
analysis into the inner development 
loop, users maximize the value they get 
from such tools.

When used in conjunction with a well-
designed development process, static 
analysis tools provide crucial visibility into 
the state of the software. This enables 
development teams to understand the 
level of risk in their code and where the 
risk resides so they can take action to 
mitigate or remove it entirely (Table 1). 
Individual tools generally focus on specific 
problems faced by software development 
teams, and teams often use a combina-
tion of these tools to get a comprehensive 
view of their development effort.

Developers have traditionally used static 
analysis tools via a simple IDE integra-
tion or as stand-alone tools. While the 
tools add significant value to the devel-
opment effort, the proliferation of tools 
has created efficiency problems as 
developers spend more and more time 
using and maintaining different tools 
and sifting through more and more 
results. To wisely manage development 
resources, teams must be able to effec-
tively manage, filter, and prioritize all 
those issues.

To address these problems, develop-
ment testing platforms have emerged 
to unify and manage all of this static 
analysis information in one place, simpli-
fying the user experience and increasing 
visibility and efficiency at larger scales 
while providing relevant access controls 
and reporting. Development testing 
platforms are even starting to blur the 
line between static analysis and other 
types of analysis by utilizing – during 
the static analysis process – artifacts 
generated during earlier program runs. 
For example, these platforms can use 
code coverage information from test 
runs during static analysis to effectively 

identify missing test cases automatically. 
The traditional approach to this problem 
requires significant manual effort based 
on simple coverage thresholds. By lever-
aging data from different sources, these 
platforms are able to significantly reduce 

the manual effort and time required to 
accomplish this with other methods.

Selecting static analysis tools for Java
The most popular, free, static analysis 
tools for Java are probably Checkstyle, 

Meet Our Storage Family!

• Storage on most major standard platforms: VME, VPX, CPCI, PMC & XMC

• Solid state and rotating media 

• Hot-swap, removable storage 

• Network Attached Storage (NAS) and RAID arrays 

• Hardware enabled Secure-Erasure and Write-Protection 

• Air and conduction-cooled versions of most units

• • All products support SLC, MLC and eMLC drives

Elma has a complete line of storage solutions to meet toughest 
requirements for data security, redundancy, and harsh environments.

Learn why the smallest details matter to Elma by visiting www.elma.com. 
Or by contacting us at 510.656.3400 or sales@elma.com. 

Issue identified Impact Relevance to 
code quality Risk association Typical action

Coding standards violations Increased maintenance effort Medium Moderate, long-term Reformat or refactor source code

Suspicious code Possibly incorrect behavior Medium Mild Investigate, possibly change code

Software defects Incorrect behavior, abnormal 
termination, security vulnerabilities High Strong, short-term Investigate, fix defects

Table 1 | Static analysis tools typically find specific types of issues, with each type representing a different class of risk and requiring 
a different type of action.
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PMD, and FindBugs. While they all fall 
under the “static analysis” umbrella, 
their strengths are so sufficiently dif-
ferent that many consider the tools to be 
complementary rather than alternatives.

Checkstyle
Checkstyle is billed as “a development 
tool to help programmers write Java code 
that adheres to a coding standard[1],” 
although it does not strictly limit itself to 
coding standard enforcement. It provides 

a documented API for users to define 
their own custom checks. Typical coding 
standards utilize basic rules to make code 
more readable and reduce the likelihood 
that future code changes will introduce 
bugs. Standards tend to define conven-
tions about formatting (white space, 
bracketing, naming, commenting, and 
so on), inheritance, and visibility. When 
adequately enforced, well-designed 
coding standards can help developers 
reduce risk. Enforcement can be difficult, 

though, since coding standards gen-
erate a lot of violations and there can 
be significant pressure to ignore noisy 
rules. With legacy code, this can make 
enforcing new coding standards unfea-
sible. While most of the issues identified 
by Checkstyle do not affect code correct-
ness, robustness, or performance, there 
is real value in helping developers quickly 
understand code written by others. It is 
not always obvious how to quantify the 
risk represented by these violations and 
it is problematic to measure risk directly 
from violation counts, but changes in 
those counts can be a reasonable proxy 
for changes in risk.

PMD
PMD is described as “…a source code 
analyzer. It finds unused variables, empty 
catch blocks, unnecessary object cre-
ation, and so forth[2].” It, too, is evolving 
and the current checks focus mainly on 
syntactic oddities that might belie devel-
oper mistakes, such as overcomplicated 
expressions, empty blocks, unused vari-
ables, parameters, and class members. 
It also has a popular module to identify 
duplicated code. Because it is generally 
reporting “suspicious code” as opposed 
to specific coding errors or standards 
violations, the user will need to carefully 
select the checks enabled for everyday 
use. Because enforced rules are selected 
by the user, this tool can be useful for 
both legacy and greenfield projects, and 
it is often easy to correlate these counts 
with risk. Unfortunately, it might not be 
obvious whether reported issues should 
be considered defects or maintenance 
concerns.

FindBugs
FindBugs is probably the most popular 
of these tools. It looks for actual bugs 
in the code, as well as suspicious code 
and standards violations. Because of 
the wide range of reported issues, it is 
important to use a configuration that 
includes the most relevant checks for the 
project. This is especially true for legacy 
projects, as it’s easier to keep new proj-
ects clean from the beginning. Like 
PMD, any team can benefit from using 
FindBugs and associating issue counts 
to risk can be straightforward.

Software | Static code/analysis tools      
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Commercial static analysis tools show sim-
ilar diversity, identifying everything from 
standards violations to actual defects 
and security vulnerabilities. To illustrate 
how a commercial tool might compare 
to a free tool, I analyzed version 1.496 
of the Jenkins job management system 
(www.jenkins-ci.org) using a proprietary 
static analysis solution and version 2.0.1 
of FindBugs, with all checks enabled. On 
this code base, 852 unique issues were 
identified – with only 28 issues identified 
by both products. The proprietary solu-
tion found 197 unique issues, with 188 
of those coming from high-impact cat-
egories (security and concurrency bugs, 
resource leaks, and unhandled excep-
tions like null dereferences). FindBugs 
found 627 unique issues, with 29 coming 
from those high-impact categories. In 
short, each of the tools found signifi-
cant high-impact issues missed by the 
others, so using a proprietary solution 
or FindBugs alone will leave significant 
risk undetected.

Development testing – Tying it 
all together
Static analysis tools are a powerful ally in 
the software development effort for Java 
developers, as these tools enable devel-
opers to gain insight into risk throughout 
the software development life cycle. 
They are typically easy to automate, 
enabling users to spend their time fixing 
problems rather than running the tools.

When it comes to managing risk, more 
information is generally better – as long 
as that information illuminates actual 
sources of risk that developers care 
about. When deciding which tools to 
adopt, remember to consider not just 
the types of issues that analysis tools 
identify, but how those tools can work 
together to provide additional value. 
Also, be sure to configure them appro-
priately so that the number of issues 
doesn’t overwhelm your users.

Modern development testing platforms 
take testing tools to another level by 
unifying the data in one place, simpli-
fying the user experience, and creating 
opportunities to provide even more 
value.         

For more information, call 800-778-7928

Accelerated Memory Production, Inc.
1317 E. Edinger Ave., Santa Ana, CA 92705 

714-460-9800   |   800-778-7928
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Advanced static analysis tools are becoming a standard part of 
many professional programmers’ toolkits. At the same time, a 
growing emphasis is being placed on contract-based program-
ming, where explicit preconditions, postconditions, and other 
contracts are added to source code to help enhance software 
safety and security as embedded systems grow more complex 
and interdependent. As these two trends meet, some inter-
esting opportunities arise. In particular, certain advanced static 
analysis tools are beginning to directly recognize contracts, 
and some are going so far as to help the programmer create 
contracts, by inferring them from existing code. A review of 
advanced static analysis helps set the stage for a discussion of 
contract-based programming.

Reviewing advanced static analysis
Newer static analysis tools are no longer simply enforcing 
coding guidelines, but instead are delving into the seman-
tics of program constructs, effectively simulating what might 
happen at runtime, to detect logic inconsistencies or security  
vulnerabilities. Typically based on compiler technology, these 
tools use advanced data flow analysis to determine where the 
program might go awry, by tracking the values that variables 
might have at runtime, and then checking whether those 
values are all properly handled by the program and whether 
possibly tainted data is properly vetted before being trusted. 
There are still challenges with such tools generating false 
positives, effectively false alarms, in places where the code 
is in fact safe and secure but the tool’s value tracking or taint 
tracking is inadequately precise. Nevertheless, improved 
automated error ranking algorithms and techniques, such as 
focusing only on differences between one analysis and the 

next, have made these tools valuable new weapons in the 
ongoing battle to improve safety and security at a reasonable 
expense.

Figure 1 illustrates how a static analyzer can use data flow 
 analysis to track the possible values of a variable such as Count 
and determine whether any of these values might cause a 
problem at some later point. The values of a table are being 
displayed, followed by the average value. The classic “bug” 
here is to ignore the possibility that the table is empty, causing 
a possible division-by-zero error.

In this example, to avoid a divide by zero, the programmer 
has included an assertion that the table has at least one ele-
ment (that is, “Table’Length >= 1)”. However, some data 
flow analysis is needed to verify that Float(Count) is non-
zero in the division “Sum / Float(Count).” This requires 
the static analyzer to link the value of Float(Count) to 
the value of Count, the final value of Count to the number 
of loop iterations determined by Table’Range, and that 
number to Table’Length (X’Range means “X’First .. X’Last,” 
while X’Length means “(if X’First > X’Last then 0 else X’Last –  
X’First + 1)”).  What is easy for the programmer can be more 
work for the static analyzer.

So what does the static analyzer do with “pragma 
Assert(Table’Length >= 1)”?  Here is where analyzers 
differ, depending on whether they adopt a largely bottom-up 
or top-down strategy for finding errors that cross procedure 
boundaries, and how they integrate this with the notion of 
contract-based programming.

Advanced static analysis tools are helping programmers say what they mean, and mean what they say.

Advanced static analysis meets 
contract-based programming
By S. Tucker Taft
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Where contract-based programming fits in
Contract-based programming is (among other things) the 
usage of preconditions and postconditions to express expec-
tations about the inputs and outputs (respectively) of the func-
tions and procedures (that is, the subprograms) that comprise 
the program. 

In the example in Figure 1, the programmer’s intent is clearly 
that “Table’Length >= 1” acts as a precondition for the 
procedure. Unfortunately, this Assert is buried in the code 
for the procedure, rather than being readily visible to a caller. 
In languages such as Eiffel[1] or Ada 2012[2] where pre- and 
postconditions are part of the syntax, or in languages like C# or 
Java with extensions like Spec#[3] or Java Modeling Language 
(JML)[4], the programmer’s intent for the Table input to the 
Display_Table procedure can be expressed using an explicit 
precondition. For example, in Ada 2012, the specification for 
this procedure could be written as:

procedure Display_Table(Table: Float_Array) 

with Pre => Table’Length >= 1;

This specifies the aspect Pre, short for “precondition,” for the 
Display_Table procedure, so that it is visible to the caller 
and effectively becomes a contract on Display_Table, 
indicating that so long as Table is of length at least one, 
Display_Table can do its job correctly.

Static analysis: Checking and inferring contracts 
Now back to pragma Assert in Figure 1. Without an explicit 
contract requiring the caller to ensure that Table’Length 
>= 1, the static analyzer could rightly complain since there 
is nothing preventing the caller from passing in a zero-length 
Table. However, many static analyzers use a different strategy. 
Rather than immediately complaining about the Assert, they 
rely on more global checks to determine whether or not there is 
a real problem, and only complain if there is a call that passes in 
a zero-length Table. As mentioned, these kinds of global, inter-
procedural checks can either be mostly bottom-up, or mostly 
top-down, as illustrated in Figure 2. 

In a top-down strategy, the analyzer walks down from the entry 
point of the program, with actual parameters substituted in 
for formals at each call, until every call of each subprogram 
is identified, accumulating a set of possible actual values that  
is passed in for each formal. This value set is then used to 
determine whether the Assert might be violated via some 
particular chain of calls.

In the bottom-up strategy, analysis starts at the leaves of the 
program (subprograms that make no calls), analyzing each sub-
program to determine which requirements it imposes on its 
inputs. In this example, the Assert(Table’Length >= 1) is 
converted effectively into an implicit precondition for the pro-
cedure. The static analyzer is essentially inferring the unstated 
contracts for each subprogram, which are then propagated 
to each call point, where the preconditions become implicit 
Asserts on the actual parameters at the point of call. This 
 process continues up through higher-level subprograms, until 
ultimately the whole program has been analyzed.

The bottom-up approach can scale better than the top-down 
approach as programs grow large, but it depends on inferring 
potentially complex contracts, including conditional precon-
ditions where the precondition for one input might depend 
on the value of another input. For example, for a procedure 

Figure 2 | Top-down versus bottom-up interprocedural 
static analysis

Top-Down vs. Bottom-Up Interprocedural Static Analysis 

Main entry point 

Leaf Subprograms 

Top-Down 
propagation of 

value sets 

Bottom-up 
propagation of 
preconditions 

Figure 1 | Advanced flow analysis example

procedure Display_Table(Table : Float_Array) is

   Count : Natural := 0;

   Sum   : Float   := 0.0;

   pragma Assert(Table’Length >= 1);  -- Should prevent divide by zero

begin

   Put_Line(“Item: Value”); Put_Line(“----   ---------”)

   for I in Table’Range loop

      Sum   := Sum + Table(I);

      Count := Count + 1;

      Put_Line(Natural’Image(Count) & “ : “ & Float’Image(Table(I)));

   end loop;

   Put_Line(“----   ----------”);

   Put_Line(“ Avg : “ & Float’Image(Sum / Float(Count)));

                                  -- Divide by zero if Table’Length = 0

end Display_Table;
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starting with “if X > 0 then Assert(Y > 0)” the inferred 
precondition should be “X > 0 ==> Y > 0”. Two advanced 
static analysis tools that infer contracts via a bottom-up analysis 
are the CodePeer tool from AdaCore[5], which analyzes Ada 
source code, and the Clousot tool from Microsoft Research[6], 
which analyzes .NET programs.

As explicit pre- and postconditions begin to appear in pro-
grams, using languages like Ada 2012, new synergies arise 
between these contracts and the capabilities of advanced 
static analysis tools. Explicit contracts can simplify interproce-
dural analysis, as the programmer has already done the hard 
work. The tool can simply check against the explicit precondi-
tion rather than having to propagate across the call. Within the 
subprogram, the tool can use the precondition as a precise 
description of the possible input values, with no need to guess 
the programmer’s intent. 

Explicit contracts can also assist other programmers hoping 
to make use of the subprogram, since they act as machine-
checkable comments and low-level requirements embedded 
directly in the code. But they only help if programmers write 
them. Since some advanced static analysis tools can infer con-
tracts from the source code, they can offer to automatically 
insert them into the source. Tools like Clousot[6] allow the 

programmer to “bless” an inferred contract, having it become 
a permanent part of the source code.

The future: Proving while programming
The synergy between static analysis and contract-based pro-
gramming may allow faster adoption of both technologies. As 
these two are integrated, a new approach to programming can 
emerge, where a programmer’s assistant is helping to infer and 
check contracts as the source code is created. Safety and secu-
rity are being proved as the program is written, much as a spell-
checker in a text editor can ensure that no misspelled words 
ever see the light of day. As these technologies mature, we can 
hope that insecure, unsafe programs will no longer be the norm, 
but rather safety and security will be built in from day one, with 
the bonus of machine-checkable, human-readable contracts 
accompanying code as it is written. Tools like CodePeer[5] and 
Clousot[6] are showing some of the possibilities.         
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Generally speaking, best practices are 
platform neutral – that’s why they’re 
called “best practices.” The subtleties 
endemic to embedded development 
notwithstanding, there are known stan-
dards for ensuring quality, regardless of 
platform. Avoiding memory leaks, for 
example, should be universal. Further, 
the relationship between static analysis 
and software isn’t necessarily defined by 
the application: It is defined by the pur-
pose of the device. That said, running 
static analysis is a particularly important 
best practice for embedded software 
development.

Traditionally, embedded software is very 
costly and painful to access post-release. 
For this reason, most quality or valida-
tion activities are focused on eliminating 
the need to patch or refactor embedded 
code. Fixing errors post-release poses 
the greatest risk not only to the brand 
but also the bottom line. In some indus-
tries, particularly in the safety-critical 
realm, the consequences associated with 

software defects are so substantial that 
quality and verification tasks must be 
executed flawlessly. Software embedded 
into critical devices such as insulin pumps, 
weapon control systems, automotive 
braking systems, and so on, require a 
preventive strategy that uses a full range 
of static analysis capabilities; otherwise 
consequences could include costly litiga-
tion, C-level resignations, and even loss 
of life. This is opposed to agile, contin-
uous development, Web-driven software 
applications such as smartphones, televi-
sions, and so on, for which a preventive 
strategy is less important. To this end, 
the following discussion takes place on 
the preventive strategy side of the soft-
ware development spectrum, examining 
various static analysis implementations: 

 › Integration-time static analysis
 › Continuous Integration-Time (CI) 

static analysis
 › Metrics analysis
 › Edit-time static analysis
 › Runtime static analysis

Integration-time static analysis
Running static analysis during integra-
tion to detect low-hanging fruit and 
egregious errors is a good starting point 
for implementing a preventive strategy. 
Integration-time static analysis simulates 
feasible application paths without actu-
ally executing the code, which is very 
helpful for systems in which runtime 
analysis isn’t possible. Static analysis can 
test across multiple functions and files 
and catch common memory problems, 
such as uninitialized memory, overflows, 
null pointers, and so on.

Static analysis serves a few purposes in 
terms of the development strategy when 
organizations begin with testing during 
integration. First, engineers can review 
the test results and determine how impor-
tant they are for the particular application. 
Static analysis might uncover potential 
defects that might have a serious impact 
on software security, reliability, or perfor-
mance. On the other hand, it could return 
things that the business might not care 

Static analysis is a development testing activity with the potential to go far beyond simply checking 
code. When used as part of a policy-driven defect prevention strategy, static analysis can drive a software 
engineering team’s productivity and minimize fiscal, legal, and ethical risks associated with potentially 
faulty code. The reason more organizations do not realize the benefits of static analysis, however, is that 
it’s often homogeneously deployed as a tool for “finding bugs.” But the truth is that there are different 
implementations of static analysis that serve different purposes in the development process. And while it’s 
a foregone conclusion that software engineers should run static code analysis, the proper implementation 
of the right technologies is the difference between wasting time and money and reaching new software 
development heights.

Getting down to business: 
Leveraging the right static analysis
By Arthur Hicken, Wayne Ariola, and Adam Trujillo
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about. For example, business probably 
doesn’t care about a defect in a gaming 
console that causes the software to crash 
when an unlikely sequence of operations 
occurs. The user can simply reboot and 
continue enjoying their system. Resolving 
the same sort of issue in other contexts, 
however, might be crucial to preventing 
catastrophic consequences.

Static analysis can also help software 
engineers find potential defects that 
would have been very difficult to con-
ceive of during the risk assessment 
phase. Engineers can catalog potential 
defects to improve future risk assess-
ment iterations.    

Continuous Integration-Time (CI) 
static analysis
After running integration-time static 
analysis, software engineers should 
have a stronger sense of potential sys-
temic problems in the code. The next 
step is to run CI static analysis to enforce 
the coding policy outlined in the plan-
ning phase. This prevents the types of 
defects discovered during integration-
time analysis. 

For every issue discovered in static 
analysis, there are at least 10 more of 
the exact same thing in other places in 
the code. Static analysis is the ideal tool 
for addressing all violations of the same 
kind at the same time. This is opposed to 
chasing every possible path through the 
code. It’s far better to find the systemic 
problems in order to create an environ-
ment in which bugs cannot survive. 

When we talk about static analysis, 
in many cases we mean anti-pattern  
analysis. A positive pattern is something 
that should be in the code. For example, 
a policy that requires engineers to use 
a typedef when declaring function 
pointers is a positive pattern static  
analysis rule[1]. This is in contrast to a 
policy that, for example, prohibits the 
use of the data() member function 
from a string class when interfacing with 
the standard C library[2].

Executing both types (positive- and anti-
pattern) of static analysis is important, 

but it’s worth mentioning this distinc-
tion because if the organization spends 
the time to build a coding policy based 
on positive patterns, this ensures that 
software engineers are building code 
exactly how it should be per business 
objectives or compliance requirements.

Metrics analysis
Metrics analysis is a static analysis imple-
mentation that evaluates code charac-
teristics and provides insight about the 
code that can help software engineers 
identify weaknesses (Figure 1). It is a 
critical sensor that can highlight areas 
of the application that can be prone 
to logical errors. Metrics analysis is an 
essential baseline measurement that 
should trigger further analysis, such as 
code review or some other remediation 
activity.  

Metrics analysis is best used as early as 
possible because it might affect how 
software engineers write their code. 
Avoid trying to implement metrics analy - 
sis reactively or during the QA phase. 
The goal with metrics analysis isn’t just 
to detect potential defects; it’s to detect 
them in such a way that allows engineers 
to follow a sustainable coding trajectory. 
Run metrics analysis on potential defect 
hotspots, remediate any violations, and 
implement a pattern-based analysis rule 
to prevent future occurrences. 

Any metric that correlates to potential 
problems is fair game. For example, a 
medical device company might use 
 metrics analysis to measure cyclomatic 
complexity because a high score indi-
cates that there are too many decision 
points for the device to handle during 
normal operation. Knowing that the 
complexity score exceeds the threshold 
set in the coding policy when there 
are 10 branches to cut, as opposed to 
finding out in the QA phase, will help 
keep the project on time and on budget. 
The organization might, for example, 
want to measure public variables 
because a high number might correlate 
to too many dependencies in the code. 
Each organization will need to decide 
which metrics can be correlated to pos-
sible defects in the code.

Edit-time static analysis
The static analysis sweet spot is while 
the developer is working in the editor. 
Running static analysis at edit time 
serves a few purposes. First, it points 
software engineers to potential prob-
lems. Second, it implements the risk 
assessment strategy by ensuring that 
any issues are remediated systemically.

But when should static analysis be 
implemented? We’ve discussed why 
implementing static analysis too late is a 
problem; however, it can also be imple-
mented too early because there must be 
enough context for static analysis to pro-
vide meaningful information. Running 
static analysis on a character, line, or 
even statement creates too much noise 
to be useful. Enforcing positive design 
patterns ensures that new code is built 
as intended – while it’s being written. 
Running static analysis at edit time is a 
powerful way to promote the correct 
behaviors within the development team 
because feedback is rapid and in context 
of the code being written. Leveraging 
this type of analysis makes code reviews 
more productive because engineers 
should be able to correct policy-based 
errors immediately. 

Runtime static analysis
Some static analysis patterns can detect 
defects at runtime. If the embedded 
target can accommodate the overhead, 
the organization should execute runtime 
static analysis to round out its preventive 
strategy. Runtime static analysis detects 
errors while the code is actually running, 
which enables software engineers to test 
real paths with real data. 

Final note about static analysis 
and QA
In an ideal preventive strategy, errors 
found when QA runs static analysis 
should already be known and deter-
mined acceptable. This is because soft-
ware engineers should have already 
tested against and adjusted design 
patterns to enforce coding policies. 
Violations at this stage mean that there 
is a problem with the process, such as 
improper static analysis rules. In these 
cases, QA needs to send the code back 
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to development so they can find the systemic cause of the defect and implement a 
rule to prevent future occurrences. From this perspective, static analysis is a much 
better quality gate than a bug finder.         

References
[1] Joint Strike Fighter, Air Vehicle, C++ Coding Standards, chapter 4.22 “Pointers & 

References”; AV Rule 176
[2] PCI Data Security Standard Version 1.2; “Requirement 6: Develop and maintain secure 
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The PC/104 Consortium, www.pc104.
org, is a technical organization that 
creates, maintains, and distributes 
specifications supporting the PC/104 
architecture, which includes the bus 
configurations PC/104, PC/104-Plus, 
PCI-104, PCI/104-Express, and PCIe/104 
(see Figure 1). The Consortium also sup-
ports the form factors 104, EPIC, and 
EBX (see Figure 2). These specifications 
embody the stackable PC from ISA to 
PCI to PCI Express. 

The stackable PC, as its name implies, 
provides a modular, stackable architec-
ture that leverages the wealth of compo-
nents, software, development tools, and 
overall acceptance of the desktop PC 
market for embedded system designers. 
It has exactly followed the desktop PC 
starting with the ISA bus in PC/104, ISA 
and PCI bus in PC/104-Plus, PCI bus 
alone in PCI-104, PCI and PCI Express 
in PCI/104-Express, and PCI Express bus 
alone in PCIe/104.

ISA bus, long gone from desktop PCs, is 
still very much in demand in embedded 
systems. Many Consortium members 
and component suppliers continue to 
manufacture devices and boards for this 
popular embedded standard. PCI bus 
systems built around PCI-104 are fielded 
for demanding embedded applications 
around the world. PCI Express with its 
software compatibility to PCI bus is 
being welcomed by the embedded 
market. The Consortium’s PCIe/104 
Type 1 features PCI Express x1 and 
x16 links with USB 2.0 while Type 2 has 
PCI Express x1 and x4 links with USB 3.0 
and SATA to support the latest periph-
eral devices.

The PC/104 Consortium introduced its 
PCI Express version of the stackable 
PC in 2008 with a connector that was 
tested to the PCI Express 2.5 Giga-
Transfers/Second (GT/s) rate for x1 and 

PC/104 Consortium technical update: 
Stackable PCs from ISA to PCI to PCI Express

By Jim Blazer

Figure 1 | PC/104 Consortium bus configurations

Figure 2 | PC/104 Consortium form factors shown with PCI/104-Express bus

x16 links. In 2011 Type 2 enhanced PCIe/104 by offering PCI Express x4 links, SATA, 
and USB 3.0 in place of the x16 link. Since all peripherals support both up and 
down stacking, we are seeing manufacturers build CPUs with only one connector 
and even some hosts with Type 1 stacking down and Type 2 stacking up. This is pos-
sible because the connectors used for PCIe/104 are surface-mounted and are not 
required to have the same connector configuration on the top and bottom of the 
CPU host module.

PCI Express has advanced from Gen 1 to Gen 2 at 5.0 GT/s and Gen 3 at 8.0 GT/s. This 
is pretty fast for a stacking architecture and requires a high-quality connector. PC/104 
architecture was tested and, as this article is being written, the PC/104 Consortium 
members are voting on a new revision of the PCIe/104 specification that incorporates 
PCI Express Gen 2 and 3 in the stackable PC. This revised specification provides the 
guidelines to ensure embedded system designers that building with PCIe/104 will be 
as easy, rugged, and reliable as building with PCI-104 and PC/104.

To find out more about PC/104 or download the specifications for free, visit the 
PC/104 Consortium at www.pc104.org, where you’ll see the wealth of PC/104 archi-
tecture products. The Consortium has recently added videos with even more useful 
information on PC/104 architecture.

Jim Blazer, Vice Chairman and CTO of RTD Embedded Technologies, has been 
involved with PC/104 technology and the PC/104 Consortium for 20 years. He has 
served on the Consortium’s board of directors and technical committee and has 
chaired both. He is currently a member of the technical committee and is actively 
involved in PCIe/104 specification development.
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New product momentum continues 
to build for standards that the Small 
Form Factor Special Interest Group 
(SFF-SIG) announced during the past 
several years. The standards themselves 
address the need for smaller and more 
rugged building blocks. The process 
starts with the formation of a working 
group to study a certain market area 
and then develop or adopt a specifi-
cation. Next the specification is voted 
upon, released, announced, and then 
promoted. Finally, both member com-
panies and nonmember companies 
develop products that comply with 
the standards. Meanwhile, the hottest 
trends for SFF-SIG working groups right 
now include specifications such as tiny 
SBCs, rugged memory, and Computers-
on-Module (COMs).

Single Board Computers (SBCs)
In the SBC arena, we’ve seen continued 
interest in the market for Pico-ITX in a 
variety of applications from medical to 
smart energy. The tiny 72 x 100 mm 
form factor is inherently rugged, as 
fiberglass doesn’t bend as much under 
shock and vibration loads as larger 
SBCs having the same board thick-
ness. SFF-SIG jumped out ahead of 
requests for an expansion bus and 
defined SUMIT to anticipate the need. 
At that time, working group member 
VIA Technologies designed the first 
expandable Pico-ITX board using VIA’s 
highly integrated silicon. By now, Intel 
Atom-based and even Freescale ARM-
based boards are on the market without 
any standardized bus expansion. To fur-
ther develop the market for mezzanine 
expansion for tiny SBCs (for example, 
Pico-ITXe), ACCES I/O and WinSystems 
have introduced tiny 60 x 72 mm 
Pico-I/O modules. With digital I/O 
(GPIOs), analog I/O, and  high-current 
FET switches, these Pico-I/O cards will 
help Pico-ITX SBCs penetrate automa-
tion and medical applications.

Rugged memory
Just like with a chain, an SBC is only as 
strong as its weakest link. We’ve seen 
SBCs touted as “rugged” but yet are 
designed only with consumer SODIMM 
sockets for RAM. Consumer RAM 
modules don’t have mounting holes, 
exposing the thin gold plating on the 
contacts to micro-etching (rubbing) 
in the presence of shock or vibration. 
Traditionally, defense and aerospace 
prime contractors have had to apply 
epoxy to hold SODIMMs in place, but 
increasingly this solution is frowned 
upon. So the Rugged RAM Working 
Group met and settled on a small 38 x 
67.5 mm module size with two mounting 
holes and true board-to-board mated 
connectors from Samtec with pins 
that form gas-tight connections. The 
XR-DIMM solution was shock-tested 
according to VITA 47 methodologies. 
The latest manufacturer to come online, 
driven by customer requests, is SMART 
Modular Technologies (Figure 1) with 
their 4 GB DDR3 two-rank design with 
ECC support. Not only is XR-DIMM 
useful for industrial, transportation, and 
mil/aero applications, but interest is 
starting to grow in communications and 
control applications as well because of 
size and reliability considerations. 

Computers-on-Module 
Many embedded applications require 
very customized I/O in compact pack-
ages. To reduce the height and cost of 
SBCs plus stacks of I/O cards in I/O-
intensive applications, Computer-on-
Module architectures were invented. 
SFF-SIG adopted LiPPERT’s CoreExpress 
form factor several years ago, and now 
in 2013 Swiss manufacturer SysLogic has 
just released its CoreExpress module. 
The all-digital 58 x 65 mm form factor is 
less susceptible to analog/digital inter-
ference, focuses on ultra-low-power pro-
cessors, and uses board-to-board mated 
connectors rather than DIMM-PC-type 

processor modules for ultra-rugged 
reliability.

The initial wave of SFF-SIG specification 
development has been followed by a 
product launch stage where the market 
adoption will be assessed. The group 
is always interested in feedback from 
the market and new ideas. The group 
is structured so that new specifications 
will not be hindered because of any 
member’s competitive self-interest; the 
group also has a long-term orientation, 
since new technologies take time to get 
well-established in the embedded sys-
tems market. 

For more information, please visit  
www.sff-sig.org. 

Alexander Lockinger is SFF-SIG  
President and has served in man- 
agement positions with Fortune 500 
and startup companies alike. He has 
28 years of experience developing 
embedded systems including 
product marketing and sales. Prior to 
settling in Silicon Valley, Alexander 
studied Electronic Engineering at the 
Swiss Federal Institute of Technology. 
Currently, he is CTO at Ascend 
Electronics, Inc.

SFF-SIG standards update:  
Rugged RAM and tinier CPU boards emerge in 2013
By Alexander Lockinger

Figure 1 | SMART Modular 
Technologies’ 4 GB DDR3 two-rank 
design with ECC support exemplifies 
the SFF-SIG’s Rugged RAM Working 
Group’s XR-DIMM solution, which 
meets VITA 47 environmental 
requirements.
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2013 has been off to an exciting start 
at VITA, especially with the recent 
Embedded Tech Trends event and also 
progress that is being made on VPX and 
small form factor specifications.

Embedded Tech Trends
In January, many VITA members went 
onboard the Queen Mary in Long 
Beach, CA for Embedded Tech Trends 
2013, where 15 leading companies of 
the embedded computing industry 
gathered with 13 editors and analysts. 
Industry thought leaders led discussions 
on a wide range of topics during the two-
day event with the focus on “embedded 
computing technology in action.”

Topics covered during the event included 
analysts’ viewpoints of the industry; gov-
ernment research programs; solid-state 
drives; FPGA technology; Size, Weight, 
and Power (SWaP); test instrument archi-
tectures; High-Performance Embedded 
Computing (HPEC); signal and image 
processing; the Intel Intelligent Systems 
Framework (ISF); and embedded tech-
nologies in action. Each topic included 
presentations from the sponsors fol-
lowed by questions from the media.

The liveliest debate of Embedded Tech 
Trends was during the presentation on 
the Intel ISF by RJ McLaren of Kontron. 
This new initiative from Intel defines a 
set of interoperable solutions designed 
to address connecting, managing, and 
securing devices in a consistent and 
 scalable manner.

SWaP was a major topic of discussion as 
the suppliers struggle to optimize these 
parameters of computing systems while 
still delivering high performance. HPEC 
and signal processing presentations 
highlighted the advances being made 
that enable smaller and faster computing 
platforms. Suppliers are addressing both 
small form factor products on one end 

of the spectrum and HPEC computers 
using VPX and AdvancedTCA on the 
other end. With the switch fabric archi-
tectures used in the HPEC computers, it 
is amazing to see the levels of perfor-
mance that can be delivered by today’s 
computing technology.

In general, the sponsors were cautiously 
optimistic about growth for 2013. Since 
government defense spending heavily 
influences the industry, they are closely 
monitoring the budget discussions 
around the world to see which direction 
spending will go. They all realize that at 
best, it will be slowed down. So there is 
an intense desire to seek out new appli-
cations for their technology.

All of the material presented at this 
year’s event is available on the VITA 
website (www.vita.com). This is a very 
intense two-day event that will be held 
next year as well, so be sure to put 
Embedded Tech Trends on the calendar 
for 2014 to stay on top of the latest 
trends in the industry.

Work in progress with the VSO
The VITA Standards Organization (VSO), 
the team responsible for developing 
and maintaining VITA technical speci-
fications, has been very busy with sev-
eral news projects. The work on VPX 
continues as the working groups make 
improvements to existing specifica-
tions and roll out new ones that add 
capability to the existing specifications. 
Mercury Systems and TE Connectivity 
have teamed to enhance the original 
MULTIGIG RT connector into a new 
version, MULTIGIG RT 2-R, that is inter-
mateable with the original version but 
with a quad-redundant contact system 
that makes it more durable and reliable.

Work on various methods to incorpo-
rate optical interconnects into back-
plane technologies continues to move 

forward. VITA 66.2, Optical Interconnect 
on VPX, defines a family of blind mate 
fiber-optic interconnects for use with 
VPX backplanes and plug-in modules. 
Versions for MT variant connectors and 
ARINC 801 have been approved. 

Several working groups dedicated to 
new small form factor systems and 
boards are busy finishing up their 
specifications. The VITA 73 Small Form 
Factor working group is awaiting feed-
back from customers who are evalu-
ating VITA 73-based products. Products 
based on VITA 74 (Nano Small Form 
Factor) are also in evaluation while work 
nears completion on the specification. 
VITA 75 (Rugged Small Form Factor) 
went into trial use status late in 2012 
to also gather feedback from potential 
customers.

A new working group has been estab-
lished to explore the opportunities 
for standardization in the embedded 
photonics area. JEDEC and VITA are 
teaming for this effort since the work 
product overlaps the domains of each. 
This effort is going to be key in setting 
new standards for optical backplanes.

VITA is also involved in activities to 
enhance reliability prediction and cer-
tification standards as they relate to 
electronic modules. The Reliability 
Prediction Community is leading the 
efforts to improve the tools available  
to designers.

Many other projects are in process 
with various working groups. Visit the 
VITA website (www.vita.com) to learn 
more or to participate in developing 
the future.

Jerry Gipper is Director of Marketing 
at VITA and also serves as Editorial 
Director of VITA Technologies magazine 
(www.vita-technologies.com).

What’s new at VITA: 
Hot specs include VPX, VITA 73/74/75 SFFs

By Jerry Gipper
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The ubiquitous use of sensors in our 
smart devices – from cell phones to 
industrial equipment and even medical 
devices – has increased the need for 
more intelligent sensor technologies that 
are more versatile, lower overall costs, 
and require fewer resources to develop 
and maintain.  

Most analog sensor systems comprise 
three key elements: the analog sensor 
that measures a specific form of energy, 
the microcontroller (MCU) that processes 
the digital equivalent of the sensor’s 
signal, and between them is the Analog 
Front End (AFE) system (Figure 1). The 
AFE receives the sensor’s signal and 
converts/transforms it for the MCU to 
use, as in most cases the sensor output 
signals cannot be directly interfaced to  
an MCU. 

The challenge associated with current 
AFE design approaches is the time- 
consuming trial-and-error tuning pro-
cess, and the lack of flexibility and  
scalability to support multiple sensors 
from a single AFE. Moreover, many AFEs 
do not account for sensor drift or adjust 
for sensor trimming during production, 
which directly reduces the quality of the 
sensor. However, new fully configurable 
AFE technology is enabling designers to 
overcome these hurdles.

The importance of the AFE
The AFE itself performs multiple func-
tions, depending on the application. 
One function of the AFE is to amplify 
signals that are too weak for the MCU to 
read. The AFE circuitry employs ampli-
fiers to provide output voltages that are 
hundreds or up to thousands of times 

larger than the voltage provided by the 
sensor. This is typically done with op-
amps that can vary widely in cost and 
power based on the required character-
istics. Depending on the sensor charac-
teristics, the AFE amplifier structure will 
vary. For example, if the sensor output is 
differential and low impedance, a simple 
differential input can be used. If, on the 
other hand, the sensor output is differ-
ential and high impedance, a more com-
plicated instrumentation amplifier, with 
matching high-impedance inputs, may 
be needed. 

Another function of the AFE is to filter 
unwanted frequency ranges from the 
sensor, for example, to satisfy the 
Nyquist limit or to remove a DC offset. 
This noise must be removed before the 
analog signal is converted to digital. The 

Many of today’s embedded systems incorporate multiple analog sensors that make devices more 
intelligent, and provide users with an array of information resulting in improved efficiency or added 
convenience. The Analog Front End (AFE), allowing the connection of the sensor to the digital world of 
the MCU, is often an assumed “burden” in designing sensor interface circuits. However, the latest concept 
in a configurable AFE, integrated into a single package, is helping systems designers overcome sensor 
integration challenges associated with tuning and sensor drift, thereby reducing time to market. The 
following discussion examines how the versatility of such a technology allows the designer to tune and 
debug AFE characteristics on the fly, automate trimming and adjust for sensor drift, and add scalability 
to support multiple sensor types with a single platform. 

Latest configurable Analog Front End (AFE) 
simplifies interfacing to hundreds of sensors
By Wil Florentino
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AFE must employ low-pass filter circuitry 
to block out high-frequency noise and/
or employ high-pass circuits to remove 
lower-frequency noise. 

A third function of the AFE is to convert 
signals from one signal type to another. 
For example, typical sensors output a 
voltage, but some output a current. The 
MCU ADC circuits do not accept cur-
rent inputs, so such currents have to be 
converted to voltages before going to 
the MCU. This current-to-voltage con-
version is performed by the AFE circuit,  
called a transimpedance (I/V) circuit, 
which also amplifies the resulting voltage 
to levels usable by the MCU.

Challenges to AFE designs 
Most AFE circuits are custom designed 
to meet the electrical requirements of a 
particular system under development. 
Engineers must design the circuitry, 
select the appropriate ICs and passive 
components, then test and tune the 
resulting circuit and PCB layout. In many 
cases, this takes a trial-and-error method 
to calibrate the right analog circuit 
design. This iterative tuning process is 
time and resource consuming, adversely 
affecting development cost and time-to-
market. In addition, the AFE is often dif-
ficult to simulate and must be adjusted 
because of specific component behavior, 
board layout, and nearby noise sources. 

There is also limited or no scalability of 
the AFE circuitry to support multiple 
sensors, let alone multiple types of 
sensors (that is, different topologies). 
The AFE circuit is designed for one 
particular sensor, making it difficult to 
swap one sensor for another using the 

same AFE – even if they employ the 
same topology.

Finally, sensors need constant tuning 
either during production – adjusted 
for sensor trimming – or because they 
degrade over time and cannot easily be 
corrected after they are deployed in the 
field. Fixed-component AFE designs do 
not correct for sensor drift nor are they 
easily adjusted for sensor trimming. 
A software-supported design approach 
can help.

Let’s examine each of these challenges.
Figure 1 | The Analog Front End (AFE) converts and conditions analog sensor signals 
for use by the MCU.
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Configurable AFE eases calibration 
trial and error
Looking at the hundreds of different 
types of sensors available, one can 
observe common topologies and signal 
characteristic ranges and understand 
that having the ability to simply change 
the characteristics of the op-amps, or to 
dynamically change the gain values, will 
significantly reduce the complexity and 
reduce development time. 

The Renesas Smart Analog technology 
is an example of a fully configurable 
AFE technology that allows for such 
capability. As Figure 2 shows, such tech-
nology includes five elements: three 
separate configurable amplifiers, an 
additional amplifier with sync detection 
capability, a general-purpose op-amp, 
a low-pass filter with variable cutoff fre-
quency, and lastly, a high-pass filter with 
variable cutoff frequency.

The design engineer can create the 
desired custom AFE circuitry by 
simply setting the main parameters for 
these various circuit blocks, and then 
selecting the connections between 
these blocks. Three highly configurable 
amplifiers can be used to produce a 
tailored I/V transimpedance converter/
amplifier, a noninverting amplifier, an 
inverting amplifier, a differential ampli-
fier, or a summing amplifier. The chip 
can be custom configured to imple-
ment a range of signal amplification 
gains, and it provides an adjustable 
span of signal voltage offsets.

Additionally, the amplifiers in this IC can 
be configured to implement a single-
channel, high-impedance instrumenta-
tion amplifier. This type of differential 
amplifier is essential for interfacing to 
high-impedance sensors such as piezo-
electric types. 

As the AFE takes care of amplifying/ 
filtering/converting the signals from the 
sensor, the MCU (internal or external 
device) can analyze the AFE signals to 
dynamically change the gain values (that 
is, while the system is operating) to com-
pensate for changes in ambient environ-
ment. This “closed loop,” self-adjusting 

AFE structure provides a more robust, 
intelligent sensor interface. 

An integrated AFE+MCU device offers 
the additional benefit of automating 
the trimming process as it will read 
the  signals from the AFE and compare 
that to the known parameters to make 
the necessary adjustments on the AFE, 
thereby cutting system production 
costs. In the same way, the MCU can 
automatically adjust the AFE gain to 
counteract the signal-generation devia-
tions expected to occur over time as the 
sensor degrades.

Configurable AFE provides  
scalability
While configurability is important to 
reduce complexity and debugging time, 
another key design factor is scalability. 
An AFE with enough connection ter-
minals to accommodate all the sensors 
typically needed eliminates the tradi-
tional requirement to have a separate 
AFE circuit for each sensor. Handling 
the entire array of sensors via one AFE 
helps shrink the circuit board and simul-
taneously decreases system component 
counts while reducing power consump-
tion by as much as 20 percent. In fact, 
because of the simple interface of these 
AFEs – to just an SPI line and the ADC 
channels from the MCU – it is possible to 
connect to as many as 96 sensors using 
one MCU.

A software-supported design 
approach 
Extreme configurability can come with 
the burden of tool complexity, so it is 
important to have a simple software-
based design tool that can configure 
and customize the characteristics of 
the AFE for that specific application. 
Designers no longer need to understand 
the lowest level of the hardware, nor 
be analog experts when the AFE reg-
ister values can be simply set, and the 
topology, gain/offset values, and char-
acteristics can all be done in software. 

Such a tool should run on a PC and pro-
vide an easy way for selecting typical 
sensor types, such as pressure, humidity, 
acceleration, impact, magnetic, and 
piezoelectric types – supporting mul-
tiple topologies and characteristics. 
The Smart Analog software provides 
this highly intuitive environment where 
designers easily set parameters, change 
topologies, do offset tuning, and have 
the ability to add filters and, of course, 
have access to the signal pins.

Because the tool itself already has 
libraries of different sensor profiles, it is 
easy for a systems engineer to have a 
starting point in their design. A graphical 
representation of the output signals from 
the AFE can be used to monitor systems 
with close-to-real-time feedback, which 
will make it very easy to make the AFE 

Figure 2 | Diagram of a fully configurable AFE with an optional integrated MCU
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adjustments and tuning. All these features reduce complexity in development and 
thus reduce resource costs. 

Once the configuration is set, the tool outputs a register file that can be used by the  
software on the MCU. The MCU stores the sensor settings in on-chip flash (nonvolatile) 
memory within its firmware, and when power is applied to the system, the MCU sends the 
stored settings to registers in the Smart Analog IC, reconfiguring that chip accordingly.

Simplifying the burden of AFE designs 
The AFE is a critical, yet sometimes underappreciated component to a sensor system. 
The typical discrete approach of adding op-amps and filters, and trial-and-error 
 soldering of resistors is not efficient and the cost of time in debugging and develop-
ment easily outweighs the cost of adding an intelligent, MCU-based configurable 
AFE. But not all configurable AFEs are built the same. So, it is important to consider 
the flexibility and scalability of the AFE to support different types of sensors, and the 
intelligence to adjust “on the fly” or in the field. Simple, easy-to-use software tools can 
ease this process and can be used by even the non-analog experts on the team.        

Wil Florentino is the Industrial Automation Marketing Manager 
at Renesas Electronics (North America), and product lead for 
Smart Analog. He has more than 15 years of experience in 
semiconductors with previous industrial segment roles at Xilinx 
and Altera. He has a Mechanical Engineering degree, and an 
MBA from Virginia Tech.

Renesas
http://am.renesas.com/products/promotion/smart_analog/index.jsp

Follow:      f   in   
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The open source software movement 
has forever transformed the mobile 
device landscape. Consumers are able to 
do things today that 10 years ago were 
unimaginable. Just when smartphone 
and tablet users are comfortable using 
their devices in their daily lives, another 
industry is about to be transformed. The 
technology enabled by open source in 
this industry might be even more impres-
sive than what we’ve just experienced in 
the smartphone industry.

The industry is automotive, and already 
open source software has made signifi-
cant inroads in how both driver and pas-
senger interact within the automobile. 
Open source stalwarts Linux and Google 
are making significant contributions not 
only in the user/driver experience, but 
also in safety-critical operations, vehicle-
to-vehicle communications, and auto-
mobile-to-cloud interactions. 

Initially, automotive OEMs turned to open 
source to keep costs down and open 
up the supply chain. In the past, Tier 1 
suppliers and developers of In-Vehicle 
Infotainment (IVI) systems would treat 

an infotainment center as a “black box,”  
comprised mostly of proprietary soft-
ware components and dedicated hard-
ware. The OEM was not allowed to 
probe inside, and had no ability to “mix 
and match” the component parts. The 
results were sometimes subquality sys-
tems in which the automotive OEM had 
no say, and no ability to maintain. With 
the advent of open source, developers 
are now not only empowered to cut soft-
ware development costs, but they also 
have control of the IVI system they want 
to design for a specified niche. Open 
source software, primarily Linux and to 
some extent Android, comprises open  
and “free” software operating platforms 
or systems. What makes Linux so special 
are the many communities of dedicated 
developers around the world constantly 
updating the Linux kernel. While there are 
many Linux versions, owned by a range of 
open source communities and commer-
cial organizations, Android is owned and 
managed exclusively by Google. 

To understand the automotive IVI space, 
it’s best to look at the technology 
enabled by Linux and what Android’s 

done to further advance automotive 
multimedia technology.

Linux OS – untapped potential at 
every turn
There are many standards bodies and 
groups involved in establishing Linux in 
the automobile – not just in IVI, but in 
navigation, telematics, safety-critical func-
tions, and more. The Linux Foundation, a 
nonprofit organization dedicated to the 
growth of Linux, recently announced the 
Auto motive Grade Linux (AGL) work- 
group. The AGL workgroup facilitates 
widespread industry collaboration that  
ad vances automotive device develop- 
ment by providing a community reference 
platform that companies can use for cre-
ating products. Jaguar Land Rover, Nissan, 
and Toyota are among the first carmakers 
to participate in the AGL workgroup. 

Another Linux initiative, the GENIVI 
Alliance, was established to promote the 
widespread adoption of open source in 
IVI. The goal behind GENIVI is to allow 
collaboration among automakers and 
their suppliers across a single unified 
ecosystem, to streamline development, 

The speed of innovation in automotive IVI is making a lot of heads turn. No question, Linux OS and Android 
are the engines for change.

Automotive infotainment systems: 
Open source drives innovation
By Andrew Patterson
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and keep costs down. The organiza-
tion has flourished since its formation 
in 2009, and today it has more than 
165 members. The GENIVI base plat-
form (Mentor Embedded is compliant 
with version 3.0) accommodates a wide 
range of open source building blocks 
demanded by today’s developers. 

Linux has further opened up the possi-
bilities with safety-critical operations and 
multimedia communications. Hardware 
companies have followed suit with 
more IVI functions built onto a single 
piece of silicon, improving security and 
performance. 

The available power of multicore 
SoC hardware hosting a Linux oper-
ating system is fueling rapid expan-
sion in vehicle software in the area of 
telematics. In Europe, for example, by 
2015, all new cars must be equipped 
with the eCall system, to automatically 
alert emergency services in the event 
of a collision. Services such as insurance 
tracking, stolen vehicle notification, 
real-time cloud data (traffic, weather, 

road conditions ahead), car-to-car com-
munication, driverless car, diagnostics, 
and servicing are also made available 
via in-car Internet services. To operate 
in this space, IVI hardware needs to 
have multicore processor support, GPU/
high-performance graphics with multi- 
ple video outputs, Internet connectivity, 
and compatibility with existing in-car 
networks such as CAN, MOST, and AVB. 
Several components are already on 
the market, and the future potential is 
exciting. 

Consolidating multiple functions into a 
single Linux-based Electronic Control 
Unit (ECU) allows for a reduction in com-
ponent count, thereby reducing overall 
vehicle costs. Maintenance becomes 
easier. And the wire harness costs are 
reduced as the total ECU count drops. 
As Linux becomes more widespread in 
vehicles, additional technologies will 
consolidate – for example, instrument 
clusters and AUTOSAR-based ECUs may 
coexist with infotainment stacks. It’s also 
important to realize that the complexity 
of software and the amount of software 
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code used will only increase as these new 
technologies become standard. Already 
more than 100 million lines of code are 
used in the infotainment system of the 
S-Class Mercedes-Benz and according 
to Linuxinsider.com, and that number is 
projected to triple by 2015 (Figure 1). 

Android apps hit the road
The Android operating system, on the 
other hand, was designed from the 
start to support mobile devices and 
has proved that it can serve more than 
mobile phones. Using the Android OS 
for in-vehicle entertainment provides 
all the entertainment features offered 
by a top-of-the-range, in-dash info-
tainment system with the addition of 
informative, driver-assisting content 
including hands-free calling, multimedia 
center, and a navigation system/Google 
maps. For an open source expandable 
system (whereby the framework can 
be extended and applications can be 
developed for it), the Android OS can 

be enhanced to support multiple audio 
and video feeds. For example, IVI audio 
requirements include music, phone 
calls, sensor warnings, and navigation 

announcements, which must be man-
aged and prioritized. Managing multiple 
displays, with an information-focus for 
the driver and entertainment-focus for 

Figure 1 | Software complexity in IVI systems continues to grow. Today, the IVI system 
of an S-Class Mercedes has 100m lines of code. By 2015, it is expected to be 300m. 
A Linux-based solution, capable of scaling to handle the complexity, is mandatory.
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passengers, is also a requirement. The 
UI for the driver should be arranged to 
minimize distraction, while passengers 
will want as much content as possible 
from their UIs. But many automotive 
OEMs and developers ask, “Why not 
just use the Android smartphone and tie 
it into a vehicle’s dash?” Not only would 
this be more cost effective for the devel-
oper, but the user would have instant 
familiarity with the system.

One organization promoting the use of 
the smartphone as an IVI in-dash system 
is the Car Connectivity Consortium 
(CCC). The CCC provides standards and 
recipe books for tethering a smartphone 
to the infotainment head unit. The 
CCC members implement MirrorLink 
(Figure 2), a technology standard for 
controlling a nearby smartphone from 
the in-car infotainment system screen 
or via dashboard buttons and controls. 
This allows familiar smartphone-hosted 
applications and functions to be easily 
accessed. CCC members include more 
than 80 percent of the world’s auto-
makers, and more than 70 percent of 
global smartphone manufacturers. The 
MirrorLink technology is compatible with 
Mentor Embedded’s GENIVI 3.0 specifi-
cation Linux base platform solution.

A recent example of smartphone teth-
ering can be found in certain subcom-
pact models from U.S. auto manufacturer 
General Motors. Select Chevrolet models 
carry the “MyLink” in-dash infotainment 
system.

From both a cost and ease-of-use per-
spective, tethering a smartphone makes 

a lot of sense. But there’s another reason 
to consider. Some automotive manu-
facturers are nervous about being too 
dependent on Google – as Google is the 
sole provider and owner of the Android 
mobile platform. Android built into an 
IVI system is an 8- to 10-year commit-
ment, and a lot can happen in that time 
regarding license fees or terms of use.

Linux and Android driving together?
Despite the strengths of and differences 
between these two popular platforms, 
recent embedded architecture develop-
ments now allow the Linux and Android 
operating systems to happily coexist. 

Figure 2 | An example of smartphone in-dash tethering: Drivers use the same 
smartphone apps in the vehicle as they do on their own smartphone, which provides a 
great deal of familiarity.
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And this might be a very good thing. 
For example, Android can be hosted 
on top of Linux using Linux Container 
Architecture (LXC) (Figure 3). The re- 
sources, access control, and security of 
the Android client are managed by the 
host Linux operating system. For system 
designers concerned about the security 
of Android, this represents a good way 
to offer Android app access, and keep 
other system functions on a standard 
Linux platform. Multicore System-on-
Chip (SoC) platforms make this archi-
tecture even more attractive, as there 
are sufficient resources for both Linux 
and Android domains to perform well 
simultaneously. The CPU resources can 
be shared, along with memory, graphics 
processing resources, and other periph-
erals. The output of the two domains can 
be recombined into a common Human 
Machine Interface (HMI) allowing the 
user to select functions from both 
domains.

Exciting times ahead 
Both Linux and Android are extremely 
versatile and powerful operating sys-
tems worthy of consideration in IVI  
systems. We are still in the infancy 
stages in what these two open source 
platforms can do for IVI. Now is the 
perfect time to starting developing or 

to join a consortium so that you too 
can reap the fruits of what IVI promises 
down the road.

Andrew Patterson 
is Business Develop- 
ment Director for 
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Division, specializing 
in the automotive 

market. Prior to Mentor, Andrew 
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a Masters degree in Engineering 
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Figure 3 | There are several ways to include Android (Android apps) in a Linux-based 
IVI solution. One method, which is becoming increasingly more popular, is using Linux 
Container Architecture. Here, Android sits as a guest OS on top of the Linux kernel. 
Privileges and permissions are tightly controlled.
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iRobot medical 
telepresence ‘bot 
coming soon to a 
hospital near you
When the doctor is 
out and patients are 
in, those who would 
rather see their doctor 

via a robot – rather than deal with an unfamiliar doctor – are in luck: 
The RP Vita medical telepresence robot, incarnated by iRobot and 
InTouch Health, can be controlled remotely when the doctor dials 
in from home, vacation, or … anywhere … using an iPad or laptop 
computer. The robot enables doctor-to-patient “face time” where 
the doctor can communicate with, monitor, and diagnose a patient 
remotely. RP Vita is suited up with a built-in stethoscope and also 
a phone for privacy, and portable ultrasound and myriad other 
medical devices can be plugged into the robot’s side. What makes 
the FDA class 2-certified RP Vita robot stand out, an InTouch 
representative says in the video, is its iRobot-provided navigation 
system. The navigation system enables far-off doctors (remotely) 
or nurses at a hospital (by pressing the robot’s torso computer 
display) to tell the robot which hospital room to go to. It then 
travels autonomously – and without running into any humans. 
It also self-identifies when its battery is getting low and returns 
autonomously to its self-docking power station. 
Watch the RP Vita robot video at http://opsy.st/VtQ9kK
See more videos: video.opensystemsmedia.com

Telehealth TechChannel 
Catch the latest updates on the telehealth 
arena at OpenSystems Media’s Telehealth 
TechChannel, which includes articles, 
Facebook and Twitter updates, videos, and 
links to on-demand events such as this one:

Building Intelligent Therapeutic Devices, 
presented by Wind River and Intel

Watch this E-cast: http://opsy.st/VAUo9V 

Visit the Telehealth TechChannel:  
tech.opensystemsmedia.com/telehealth

▲

Roving Reporter blog: Industrial platforms implement Intel ISF
By Warren Webb

As the number of embedded devices in industrial applications skyrockets, designers are faced with 
a growing list of connectivity, manageability, and security problems. Each of these devices along with the 
central control hub must be able to share and react to streaming data as part of an overall plan to optimize 
productivity while minimizing support costs. For example, this real-time data can be used to identify production 

bottlenecks and enable remote diagnostics to predict maintenance needs. However, the biggest problem today in many 
industrial settings is poor interoperability among the individual devices and systems. Designers must spend untold hours 
analyzing and verifying connections and operation as new devices are added to a network. Addressing these problems, 
Intel announced the Intel Intelligent Systems Framework (Intel ISF) to simplify connecting, managing, and securing 
embedded devices and data in a standardized, reliable, and scalable manner. Read more: http://opsy.st/VFH76C

New app quickly detects parasitic, criminal behavior 
on Facebook 
Stand back, malware and spam posts glued to 
Facebook users’ walls. A new (and free) app dubbed 
“MyPageKeeper” was recently developed and tested 
by graduate students and engineering professors at the 
University of California, Riverside, who say the app can 
flag down 97 percent of “socware” within Facebook. 
(“Socware” is “social malware,” i.e., the manifestation 
of any of the parasitic or criminal behavior that plagues 
online social networks.) During the four-month testing, 
the app incorrectly flagged posts at a rate of only 
0.005 percent and took .0046 seconds on average for 
classifying each post, as compared to 1.9 seconds for a 
traditional website crawl. 
MyPageKeeper app:  
https://apps.facebook.com/mypagekeeper

To see Facebook posts on safety and security: 
fb.com/SafetyCertificationTechChannel

WHITE PAPER   Software on wheels: 
Addressing the challenges of embedded 
automotive software 
By Staff, Klocwork, Inc.

The state-of-the-art features in today’s vehicles 
rely heavily on software that introduces the risk of 
code defects, software failures, and malicious attack. 
This paper provides automotive software developers 
with three strategies to address these challenges:

1.  Build security in at the development stage via threat 
modeling and the use of defensive coding principles. 

2.  Address reliability early in the development process 
to reduce costs across the automotive supply chain. 

3.  Ensure compliance with required process and coding 
standards, including ISO-26262 and MISRA. 

Read the white paper at: http://opsy.st/TpPY9h

Read more white papers at:  
whitepapers.opensystemsmedia.com

http://www.embedded-computing.com
http://www.embedded-computing.com
http://opsy.st/VtQ9kK
http://opsy.st/VAUo9V
http://opsy.st/VFH76C
https://apps.facebook.com/mypagekeeper
http://opsy.st/TpPY9h
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