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 The EPX-C380 is a rugged single board computer 
that provides an open powerful platform for 
industrial applications.

 Powered with either a single or dual core processor, it has a wealth of onboard 
I/O plus expansion options.  Also it supports Linux, Windows® XP embedded, 
and other x86 real-time operating systems.

Features include:
• 1.66GHz Intel® Atom™ N450 single core or D510 dual core processor
• Embedded Gen 3.5+ GFX video core supports CRT and LVDS fl at panels 
 simultaneously
• Custom splash screen on start up
• Optional 1MB of battery backed SRAM
• Two, Gigabit Ethernet ports
• Two SATA channels
• Eight USB 2.0 ports each with over current protection
• Four serial RS-232/422/485 channels
• 48 bi-directional digital I/O lines 
• CompactFlash (CF) card supported
• MiniPCIe and PC/104-Plus expansion connectors
• High Defi nition audio supported (7.1)
• WDT, RTC, LPT, status LEDs, and beeper
• +5 volt only operation
• EPIC sized:  4.5” x 6.5” and RoHS compliant
• EBX sized SBC also available
• -40ºC to +85ºC operation
• Responsive and knowledgeable technical support
• Long-term product availability
• Quick Start Kits for software development

Contact us for additional information, custom confi gurations, and pricing.  
Our factory application engineers look forward to working with you.

 Call 817-274-7553 or Visit 
www.winsystems.com/EPX-C380E

Ask about our 30-day product evaluation

 715 Stadium Drive  •  Arlington, Texas 76011
Phone  817-274-7553  •  FAX  817-548-1358   
E-mail:  info@winsystems.com
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Tracking Trends  
   in Embedded Technology

By Warren Webb

Designers are constantly expanding the technology base 
and establishing new trends related to their segment of the 
embedded industry. Taken individually and viewed from the big 
picture, these advances may be baby steps, but any one could 
be the breakthrough you need to deliver your next blockbuster 
product. 

Our main objective here at Embedded Computing Design is 
to monitor the pulse of the industry and keep you abreast of 
these new trends and innovations as they occur. This issue is a 
great example of this goal, as industry experts reveal some of 
the latest updates that extend the envelope in a wide range 
of technologies including voice interfaces, cloud connectivity, 
software models, virtual computing, networking speeds, 
 battery analysis, and small form factors.

Starting this issue with topics related to silicon design and 
selection, Todd Mozer, chairman and CEO of Sensory, Inc.,  
brings us up-to-date on the current state of voice user inter-
face technology and what we can expect in the future as 
embedded devices share the processing workload between 
local- and cloud-based analysis platforms. In the same section, 
John D’Ambrosia, chair of the IEEE P802.3bj Task Force and 
chief Ethernet evangelist at Dell, describes efforts to estab-
lish new specifications that will enable the next generation of 
networking equipment and blade server systems targeting 
100 Gigabit Ethernet. Exploring the technology embedded 
designers need to enable cloud connectivity, Tony King-Smith 
of Imagination Technologies makes the case for a standard-
ized set of common platforms, APIs, and devices upon which 
 cloud-connected products can be built.

In the Software section, I explore the benefits of virtualization, 
one of the hottest trends to hit the embedded marketplace in 
the recent past. For complex, multipurpose designs, virtualiza-
tion provides the tools needed to reduce component count 
and lower power requirements while building the framework to 
combine multiple operating systems and functions. Extending 
the virtual theme, Michael McNamara, VP and general  manager 
of system-level design at Cadence Design Systems,  presents 
the advantages of using Transaction-Level Modeling to 
create a virtual hardware prototype of a new product, giving 
the  software team an accurate system model earlier in the 
 development process.

Looking at new strategies to minimize risk and development 
time, Christine Van De Graaf, product manager at Kontron’s 

Embedded Products Business Unit, suggests that designers 
should think beyond their current designs when selecting off-
the-shelf Computer-On-Module (COM) platforms. By choosing 
a configuration that is easily scalable, designers can shorten the 
path to improved performance with each new COM generation. 
In another forward-looking article, Curt McNamara, Principal 
Engineer at Logic PD, offers tools and techniques to optimize 
battery performance for the next generation of smaller and 
longer-operating mobile devices. Curt explains how a power 
budget can be used to track overall power consumption, docu-
ment test scenarios, and experiment with sample use cases.

Although the latest trends presented in this issue of Embedded 
Computing Design are timely, we are facing a new year, and 
I’m sure that we’ll all be surprised by the new directions and 
innovations that arise in 2012. If you have ideas for future arti-
cles and coverage that would aid your design efforts, please 
let us know. We are always interested in contributed technical 
articles or videos that would be of interest to other embedded 
designers. Contributed articles are a great way to expose your 
technology or expertise to the embedded community, so if you 
have an idea, please send along an e-mail with a short abstract.

Forging new directions

@warrenwebb wwebb@opensystemsmedia.com
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What do you think of when you hear 
the word “cloud?” Marketing speak? 
Just another way to reduce costs? A 
rev olution in the delivery of services? 
A better way to run a business and 
design products? Whatever engineers 
think about the concept of the cloud, 
they will soon face a concrete problem: 
taking a previously stand-alone product 
and turning it into a connected device.

The cloud is an inevitable trend that 
is already becoming mainstream. Our 
society is increasingly online, with 
consumers using computer browsers, 
second screening in front of TVs, and 
accessing e-mail and social media when 

mobile. Ever-faster home, business, and 
mobile Internet access has led to an age 
when logging on is the fastest and most 
engaging way of getting work done and 
being entertained.

Tablets, phones, and TVs grab the 
headlines now, but in the near future 
everything will be connected. The next 
wave will be in consumer  electronics, as 
radios, cameras, photo frames, printers, 
and more become connected to the 
cloud. Once the big money/big R&D 
consumer electronics and home auto-
mation segments have blazed the trail, 
everything else will follow. Vertical indus-
tries such as retail, health care, finance, 

utilities, and instrumentation will all 
increasingly use wireless, with  cellular 
or Wi-Fi machine-to-machine as their 
 primary connectivity option.

Development questions
In evaluating the use cases for Flow 
Technology, a comprehensive IP plat-
form family that connects devices to 
the cloud using both Internet and 
broadcast channels, engineers consid-
ered a simple question: What would 
be an ideal offering for time-starved 
engineering teams who need the 
advantages of cloud connectivity but 
gain no upside from developing those 
 technologies themselves?

As more and more devices become connected to the cloud of ubiquitous Internet access, 
engineers are looking to capitalize on this connectivity without having to develop the technologies 
themselves. Using a set of common APIs and IP platforms to enable communication with cloud 
services can help engineers deliver always-connected products with enhanced functionality.

IP platforms  
enable cloud-connected device development
By Tony King-Smith
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The answer was an end-to-end infra-
structure for connecting devices to 
cloud-based services. While the relative 
ease of providing on-chip Wi-Fi (and 
ultimately other connectivity standards) 
already enables a device to connect to 
the cloud, several important questions 
remain:

 › What URL does the device 
connect to? 

 › How do you set up a user account? 
 › How do you update software? 
 › How do you control the device from 

a browser or app in the cloud? 
 › How do you stream content, and 

where do you get content from? 

Each of these questions represents a 
complex issue that not every company 
has the resources to resolve.

APIs enable connections
The key to successfully enabling devices 
to easily communicate with cloud 
 services is to develop a set of APIs 
allowing anyone writing an app on a 
connected device to answer all of the 
aforementioned questions, as well as to 
be extensible to many more functions.

Using those APIs, devices can connect 
to an ecosystem of third-party partners 
providing payment systems, streamed 
content, health care, security, and more. 
For example, 7digital (content) and 
MiPay (payment) are helping provide 
those services to device manufacturers.

The APIs must talk to both the cloud 
services and the hardware devices. To 
enable this, Imagination Technologies 

created two bookending technologies:  
a cloud portal (FlowWorld) and a con-
nected processor (METAflow),  illustrated 
in Figure 1. The idea behind the model 
is that the portal’s unique fit to the 
connected processor enables a higher 
degree of efficiency, consistency, and 
utility for developing devices deliv-
ering real-time and always-connected 
services.

Simple to implement, APIs enable 
 ecosystem partners to rapidly develop 
and deploy a diverse range of embedded 
applications supported by Web services. 
Any silicon device manufacturer can 
license these technologies, or product 
manufacturers can buy silicon devices 
from licensees and then use them to 
connect to generic or customized Web 
services created using APIs.

Flow Technology includes highly inte-
grated, licensable, connected processor 
IP platform hardware complemented 
by a range of Internet-based enabling 
technologies and a portfolio of cloud- 
based resources/services. The  tech- 
nology includes essential baseline 
product services such as Update for  
in-field robust software updates, as well 
as enhanced services such as Radio for 
adding advanced features to end prod-
ucts. A portal delivers both baseline 
and enhanced services using a series 
of APIs through which partners can 
 centrally control and manage service 
configurations for any METAflow-based 
connected product. 

Thanks to an advanced template-based 
implementation, the portal can be 

Figure 1 | The FlowWorld portal and METAflow connected processor connect 
consumer and M2M devices to cloud services via APIs.

METAflow



configured to enable service providers 
to maximize the solution’s services while 
creating a highly customized user expe-
rience and retaining compatibility with 
other Flow Technology-based products.

IP and hardware platforms for 
the cloud
Engineers experimented with these tech-
nologies in Imagination Technologies’ 
consumer electronics brand, PURE, 
and reported any issues before the 
product family was offered to a wider 
customer base.

The portal powers the PURE Lounge 
cloud music service (Figure 2), which 
delivers radio, streaming, and apps to 
connected processor-enabled radios. 
Using this kind of platform, developers 
can prototype and deploy truly con-
nected products and solutions without 
requiring the incredibly broad range of 
engineering and commercial know-how 
and resources usually only found in the 
industry’s biggest players.

Other devices can help those looking 
to solve the hardware side of the equa-
tion. For example, the XENIF TZ1090 
connected processor from Toumaz 
combines a Meta HTP or MTP pro-
cessor running Linux, MeOS, Android, 
or other third-party Operating System 
(OS) with a highly optimized Ensigma 
UCCP communications IP core running 
802.11 Wi-Fi.

The Meta HTP221-dp2 Minimorph 
development platform (Figure 3) helps 
engineers gain experience with this 
technology. The 10 cm x 10 cm board 
supports the full set of Flow APIs and 
includes interfaces and peripherals 
such as an SD card, Wi-Fi, HDMI, and 
USB, plus headers for a range of TV or 
radio tuners.

The Minimorph software development 
kit includes the CODESCAPE debugger 
with Linux application debug support. It 
ships with working tutorials and docu-
mentation plus examples that familiarize 
developers with Meta’s architecture and 
DSP features. Debugging is accessed via 
an Ethernet or JTAG port.

Minimorph includes a port of the latest 
open-source Linux OS for Meta proces-
sors, allowing developers to access both 
the wealth of application and device sup-
port available for Linux-based  systems 
and the real-time 32-bit DSP capabilities 
of the Meta processor.

The next wave of connected 
embedded devices
The increasingly broad array of highly 
portable application platforms such 
as Linux, Android, and sophisticated 
Real-Time Operating Systems (RTOSs) 
is prompting companies to reeval-
uate how they can create the next 
wave of connected embedded prod- 
ucts. Ultimately, the best result for the 

industry will be a set of common plat-
forms, APIs, and devices on which cloud 
products are built. 

If this happens, as it has in the graphics 
space where APIs such as OpenGL have 
standardized interactions between 
GPUs and applications, then engineers 
can focus on their unique domain values 
and create compelling products that are 
enriched and revitalized by this ubiq-
uitous connectivity technology. These 
cloud-based devices will deliver func-
tionality using an optimal mix of local 
and Internet resources.     

Tony King-Smith 
is VP of marketing 
at Imagination 
Technologies. 
He was previously 
with Panasonic, 
where he was 

involved in global business and 
technology development in the 
consumer, automotive, and mobile 
phone market segments. Tony has 
also held senior management positions 
at Renesas (Hitachi), LSI Logic, Inmos, 
and British Aerospace.

Imagination Technologies 
+44 (0) 1923 260511 
info@imgtec.com  
t  @ImaginationPR 

BLOG  http://withimagination.
imgtec.com  

www.imgtec.com

Figure 3 | The Minimorph 
development platform supports 
the full set of Flow APIs to enable 
connected devices.

Figure 2 | The PURE Lounge, a FlowWorld portal, allows developers to 
prototype and deploy connected products without requiring expertise in cloud 
technologies.

Silicon | Connectivity advancements
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Many of the largest players in speech 
technology today are also heavyweights 
in the mobile phone Operating Systems 
(OS) market. Microsoft was the first of 
the software/mobile OS giants to build 
a speech team. In the early 1990s, 
Bill Gates preached the benefits of 
Voice User Interfaces (VUIs) and pre-
dicted they would play a role in human 
interfacing on computers. Google got 
aggressive by building an elite team 
of speech technologists early in the 
21st century and spurred the mobile 
industry toward speech interfaces and 
voice control with its Android release. 
Apple has always been king of the user 
experience and, until recently, avoided 
pushing speech technology because of 

challenges in accuracy. However, with 
the acquisition of Siri (a voice concierge 
service) and incorporation of the com-
pany’s technology into the iPhone 4S, 
Apple could be ushering in a new 
 generation of natural language user 
experiences through voice.

Speech technology has become critical 
to the mobile industry for a variety of 
reasons, primarily because it’s easier to 
speak than type and because the mobile 
phone form factor is built around talking 
more so than typing. Additionally, with 
the enormous revenue potential of 
mobile search, mobile OS providers are 
seeing the value of adding voice recog-
nition to their technology portfolios.

Why embedded?
Much of the heavy lifting for VUIs is 
performed in the cloud. That’s where 
most of the investment from the big 
OS players has gone. The cloud offers 
an environment with virtually unlimited 
MIPS and memory – two essentials for 
advanced voice search processing. With 
this growth of cloud-based speech tech-
nology usage, a similar trend appears to 
be following in the embedded realm.

Embedded speech is the only solution 
that enables speech control and input 
when access to the cloud is unavailable –  
a necessary feature to add to the user 
experience. Embedded speech also has 
the ability to consume less MIPS and 

The ease of speaking a command as opposed to typing it is not only boosting demand 
for and investment in cloud-based voice search processing, but also creating the need for 
embedded speech technologies. By addressing several technology stages, advances in 
embedded speech recognition can eliminate issues within noisy environments and improve 
response times in hands-free voice-activated mobile devices.

Growth in  
mobile and cloud-based  
speech recognition fueling embedded  
speech technologies
By Todd Mozer
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memory, thus increasing the efficiency 
of a device’s battery power.

The optimal scenario for client/cloud 
speech usage entails voice activation on 
the client, with the heavy lifting of deci-
phering text and meaning on the cloud. 
This can enable a scenario where the 
device is always on and always listening, 
so a voice command can be given and 
executed without having to press a 
button on the client. This paradigm of 
“no hands or eyes necessary” is particu-
larly useful in the car for safety purposes 
and at home for convenience’ sake.

For example, in the recently intro-
duced Galaxy SII Android phone, 
Samsung’s Voice Talk utilizes Sensory’s 
TrulyHandsfree Voice Control, an em - 
bedded speech technology, to activate 
the phone with the words “Hey Galaxy.” 
This phrase calls up the Vlingo cloud-
based recognition service that allows the 
user to give commands and input text 
without touching the phone.

Speech recognition can be implemented 
on devices with as little as 10 MIPS and 
tens of thousands of bytes of memory. 
Sensory’s line of speech chips includes 
RISC single chips based on 8-bit 
microcontrollers and natural language 
 processors that utilize small embedded 
DSPs (see Figure 1). In general, the more 
MIPS and memory thrown at speech 
 recognition, the more capabilities (faster 
response times, larger vocabularies, 
and more complex grammar) a product 
can have.

The general approaches to speech 
 recognition are similar no matter what 
platform implements the tasks. Statistical 
approaches like hidden Markov mod-
eling and neural networks have been the 
primary methods for speech recognition 
for a number of years. Moving from 
the client to the cloud allows statistical 
language modeling and more complex 
techniques to be deployed.

The VUI stages
To create a truly hands-free, eyes-free 
user experience, several technology 
stages must be addressed (see Figure 2).

Stage 1: Voice activation
This essentially is replacing the button 
press. The recognizer needs to be always 
on, ready to call Stage 2 into operation, 
and able to activate in very noisy situa-
tions. Another key criterion for this first 
stage is a very fast response time. Given 
that delays of more than a few hun-
dred milliseconds can generate accu-
racy issues caused by users speaking to 
Stage 2 before the recognizer is listening, 
the response time of the voice activation 
must be the same as the response time 
of a button, which is near instantaneous. 
Simple command and control functions 
can be embedded in the client by the 
Stage 1 recognition system or a more 
complex Stage 2 system, which could be 
embedded or cloud-based.

Stage 2: Speech recognition 
and transcription
The more power-hungry and powerful 
Stage 2 recognizer translates what is 
spoken into text. If the purpose is text 
messaging or voice dialing, the process 
can stop here. If the user wants a ques-
tion answered or data accessed, the 
system moves on to Stage 3. Because 
the Stage 1 recognizer can respond in 
high noise, it can drop volume in the car 
radio or home AV to assist in Stage 2 
recognition.

Stage 3: Intent and meaning
This is probably the biggest challenge 
in the process. The text is accurately 

translated, but what does it mean? For 
example, what is the desired query for an 
Internet search? Today’s “intelligence” 
might try to modify the search  to better 
fit what it thinks the user wants. However, 
computers are remarkably bad at figuring 
out intent. Apple’s Siri intelligent assis-
tant, developed under the DoD-funded 
CALO project involving more than 300 
researchers, might be today’s best 
example of intelligent interpretation.

Stage 4: Data search and query
Searching through data and finding the 
correct results can be straightforward 
or complex depending on the query. 
Mapping data and directions can be 
reliable because the grammar is well 
understood with a clear goal of a map 
search. With Google and other search 
providers pouring money and time into 
data search functionality, this stage will 
continue to improve.

Stage 5: Voice response
A voice response to queries is a nice 
alternative to a display response, which 
can cause drivers to take their eyes 
off the road or cause inconvenience 
in the home. Today’s state-of-the-art 
text-to-speech systems are highly intel-
ligible and have progressed to sound 
more natural than previous automated 
voice systems.

Why has it taken so long for 
embedded recognizers to replace 
buttons at Stage 1? 
Speech recognition has traditionally 
required button-push activation rather 
than voice activation. The main reason 
for this is that buttons, although dis-
tracting, are reliable and responsive, 
even in noisy environments. These types 
of environments, such as a car or a busy 
home, can be challenging for speech 
recognizers. A voice-activated word 
must create a response in a car (with 
windows down, radios on, and road 
noise) or in a home (with babies crying, 
music or TV on, and appliances running) 
without the user having to work for it. 
Thus, until recently, speech technologies 
have only been reliable when users are in 
a quiet environment with the mic close 
to their mouths.

Figure 1 | Sensory’s 16-bit  
DSP-based natural language 
processor integrates digital and 
analog processing blocks and  
several communication interfaces 
in a single-chip architecture.
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The requirement of a speedy response time further complicates this challenge. Speech 
recognizers often need hundreds of milliseconds just to determine if the user is done 
talking before starting to process the speech. This time delay might be acceptable 
from a recognition system to yield an answer or reply to the consumer. However, 
at Stage 1, the response of the activation is calling up another more sophisticated 
recognizer at Stage 2, and consumers will not accept a delay lasting much more than 
the time it takes to press a button. The longer the delay, the more likely a recognition 
failure occurs at Stage 2 because users might start talking before the Stage 2 recog-
nizer is ready to listen.

Recent advances in embedded speech technology such as Sensory’s TrulyHandsfree 
Voice Interface provide true VUIs without the need to touch devices. These technolo-
gies have eliminated the issues inherent within noisy environments as well as long 
response times, making voice activation feasible, accurate, and more convenient.

The future of speech in consumer electronics
Many years ago, TV viewers had to get up and walk over to their units to change the 
channel. The arrival of the remote control put an end to all this, and today nobody 
would buy a TV without a remote. Nevertheless, we still get up and walk over to most 
of our computing devices to use them. As speech recognition improves, this will no 
longer be necessary.

The rapidly emerging usage of hands-free devices with voice triggers will progress 
into intelligent devices that listen to what we say and decide when it’s appropriate to 
go from the client to the cloud. They’ll also decide when and how to respond, poten-
tially evolving into assistants that sit in the background listening to everything and 
deciding when to offer assistance.     

Todd Mozer is chairman and CEO of Sensory, Inc. He studied 
engineering, psychology, music, architecture, and economics at 
Stanford University and the University of California, Santa Barbara.

Sensory, Inc. 
408-625-3300 

tmozer@sensory.com   
in  www.linkedin.com/company/sensory-inc.  

t  @SensoryInc 
www.sensoryinc.com   

Figure 2 | Five technology stages require core attributes to achieve a truly  
hands-free voice user interface.
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Fiber definitions: 
MMF: Multi-Mode optical Fiber   |   SMF: Single-Mode optical Fiber

Contemplate this definition from Wikipedia: “Metcalfe’s law 
states that the value of a telecommunications network is pro-
portional to the square of the number of connected users of 
the system (n2).” Consider also this famous saying attributed 
to Benjamin Franklin: “Time is money.” The summation of 
Metcalfe’s law and Franklin’s statement can be used to describe 
the progression of Ethernet during the past 35 years, as higher 
networking speeds have enabled large volume deployment 
of the lower-speed ports associated with computing. Gigabit 
Ethernet (GbE) helped enable high-volume deployment of 
100 Mb Ethernet, and 10 GbE helped enable high-volume 

deployment of GbE. Today, the introduction of 40 GbE and 
100 GbE will enable high-volume deployment of 10 GbE.

Ratified in June 2010, IEEE Std 802.3ba-2010 defines 40 GbE 
and 100 GbE operation, as well as several physical layer 
 specifications. Table 1 summarizes the different physical layer 
specifications developed under this project. 

The two physical layer specifications related to electrical 
 transmission across a copper medium are the -KR (backplanes) 
and the -CR (Cu Cable) specifications. Two observations can be 

The 100 Gigabit Ethernet family of physical layer specifications will be growing, as the IEEE has 
initiated the IEEE P802.3bj 100 Gbps Backplane and Copper Cable Task Force. This project will 
specify 100 Gigabit Ethernet over backplanes and copper cabling via a 4-lane 25 Gbps electrical 
signaling approach. In developing these new specifications, the IEEE Task Force will explore 
several options to overcome the challenge of increasing the signaling rate across a given lane 
from 10 Gbps to 25 Gbps.

100 Gigabit Ethernet  
tackles backplanes and copper cables
By John D’Ambrosia

Port type Reach 40 GbE 100 GbE Description

40GBASE-KR4 At least 1 m backplane √ 4 x 10 Gbps

40GBASE-CR4 
100GBASE-CR10 At least 7 m Cu Cable √ √ “n” x 10 Gbps

40GBASE-SR4
100GBASE-SR10

At least 100 m OM3 MMF
At least 150 m OM4 MMF √ √ “n” x 10 Gbps (use of parallel fiber)

40GBASE-LR4 At least 10 km SMF √ 4 x 10 Gbps

100GBASE-LR4 At least 10 km SMF √ 4 x 25 Gbps

100GBASE-ER4 At least 40 km SMF √ 4 x 25 Gbps

Table 1 | IEEE Std 802.3ba-2010 defines several physical layer specifications.
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made from this table. First, both of these physical layer specifi-
cations are based on an “n” lane by 10 Gbps approach. Second, 
no physical layer specification for 100 GbE over a backplane is 
defined, implying that a 10 lane by 10 Gbps approach was not 
deemed acceptable for a 100 GbE backplane specification.

Expanding the 100 GbE physical layer specifications
Since the ratification of the 40 GbE and 100 GbE specifica-
tions, the Ethernet community recognized the need to grow 
the family of 100 GbE physical layer specifications and add 
one to address operation across a backplane. Several factors  
contributed to this realization[1]:

 › As front-panel I/O capacities based on form factors 
supporting 10 Gbps, 40 Gbps, and 100 Gbps were 
considered, line card capacities ranging anywhere from 
400 Gbps to 3.2 Tbps were observed. Based on these line 
card capacities, overall backplane capacity requirements 
ranging up to 45 Tbps were calculated.

 › Building backplanes to support these line card and 
backplane capacities becomes increasingly challenging 
from a feasibility and cost perspective when using just a 
x10 architecture based on 10 Gbps electrical signaling, as 
compared to a x4 architecture based on 25 Gbps electrical 
signaling. Simply put, the sheer number of differential 
traces drives up the number of connector pins as well as 
the number of PCB layers.

 › During the rate debate between 40 GbE and 100 GbE, 
it was noted that server bandwidth capacity was doubling 

approximately every 24 months. Based on this observa-
tion, servers would be supporting 100 GbE by 2017. The 
backplanes supporting these servers, however, would be 
shipped in systems prior to this timeframe. Thus, to ensure 
that these backplanes would be upgradable to 100 GbE, it 
would be necessary to develop a standard defining a back-
plane channel capable of supporting 25 Gbps signaling for 
implementing a x4 architecture to support 100 GbE.

In addition, as 10GBASE-KR provided the basis for develop-
ment of the -CR family of physical layer specifications, it was 
realized that the reduction in the number of lanes enabled by 
increasing the lane rate from 10 Gbps to 25 Gbps would also be 
beneficial for copper twin-ax cable assemblies. By decreasing 
the number of differential pairs from 10 to four, improvements 
in cost, port density, and ease of routing can be achieved.

Therefore, the true challenge in developing the physical layer 
specifications for 100 GbE across backplanes and copper cables 
will be increasing the signaling rate across a given lane from 
10 Gbps to 25 Gbps. Despite this dilemma, numerous potential 
options can be explored as part of the overall solution.

The channel
For physical layer specifications, the channel is ultimately the 
problem statement. The insertion loss, its deviation, return 
loss, and the relationship between crosstalk and insertion loss 
all combine to define the channel’s performance limitations. 
While continuing improvements in connector technology, PCB 
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materials, and board manufacturing improve channel quality, 
they usually come at a cost. Such backplane-related efforts 
typically result in a discussion of supporting legacy backplanes 
that are deployed today versus Greenfield backplanes that can 
take advantage of the latest technologies. However, more chal-
lenging channels can drive up the complexity and power of the 
circuitry used to solve the problem. 

The channel for a copper cable has its own share of challenges. 
Connector technology, PCB materials, and board manufac-
turing will improve the quality of the channel that resides on 
a host board, but budgeting loss to the host board traces will 
consequently reduce the amount of loss associated with the 
cable assembly, which translates into shorter cable reaches. 

Modulation
Non-Return-to-Zero (NRZ) is the incumbent signaling scheme. 
The 10GBASE-KR solution is capable of approximately 25 dB 
insertion loss at the Nyquist frequency of 5.15625 GHz. It is 
anticipated that an NRZ scheme at approximately 25 Gbps 
would support a channel insertion loss of approximately 25 dB 
to 30 dB insertion loss at 12.9 GHz without the use of Forward 
Error Correction (FEC). For high-volume applications or legacy 
backplanes that will exist in the field at the time the standard 
is ratified, such loss targets might prove too costly. Therefore, 
some are suggesting that the group should consider developing 
a 4-level pulse amplitude modulated specification in addition to 
an NRZ solution. It has been suggested that a PAM-4 solution 
would support a channel insertion loss of approximately 30 dB 
insertion loss at roughly 7 GHz.

Equalization
Various forms of equalization – from transmit feed-forward 
equalization and waveshaping to continuous timeline equaliza-
tion to receiver decision feedback equalization – are employed 
to overcome the various deficiencies within a given channel. 
The appropriate type of equalization is dependent on the 
modulation scheme and target channel. It is important to 
understand that equalization must be optimized, and that it is 
possible to overequalize a channel.

FEC
FEC can improve overall link performance at the cost of added 
complexity and latency. Therefore, the interaction between dif-
ferent FEC proposals and the IEEE 802.3ba-2010 architecture 
must be evaluated to determine the solution that will have 
optimal latency at an acceptable level of complexity. Proposals 
for 6 dB or more of coding gain have been proposed, and it is 
anticipated that any solution capable of driving 100 GbE across a 
backplane channel that is 1 m long will require some type of FEC.

Laying the foundation for next-generation networking
The development of these new physical layer specifications will 
be driven by the IEEE P802.3bj 100 Gbps Backplane and Copper 
Cable Task Force, which was formed in September 2011. The 
objectives for this project include:

 › Support full-duplex operation only.
 › Preserve the 802.3/Ethernet frame format utilizing the 

802.3 Medium Access Control (MAC).
 › Preserve the minimum and maximum frame size of the 

current 802.3 standard.
 › Support a bit error rate of better than or equal to 10-12 at 

the MAC/private line service interface.
 › Define a 4-lane 100 Gbps backplane PHY for operation 

over links consistent with copper traces on “improved 
FR-4” (as defined by IEEE P802.3ap or better materials 
to be defined by the task force) with lengths up to at 
least 1 m. 

 › Define a 4-lane 100 Gbps PHY for operation over links 
consistent with copper twin-axial cables with lengths up to 
at least 5 m.

In addition to these objectives, presentations regarding 
energy efficiency for the new 100 GbE physical layer speci-
fications are being considered. These presentations build 
on the Energy Efficient Ethernet concepts defined as part of 
IEEE 802.3az-2010, which defines a low-power idle state during 
low utilization periods.

As the task force has begun the process of hearing and selecting 
technical proposals that will form the basis of the specification, 
it is anticipated that this will continue throughout 2012, with the 
final ratification of the standard expected in early 2014. These 
new specifications will provide the underlying technology 
that will enable the next generation of networking equipment 
targeting higher-density 10 GbE, 40 GbE, and 100 GbE port 
densities, as well as lay the interconnect foundation for blade 
server systems targeting 100 GbE.     

To learn more about the IEEE P802.3bj 100 Gbps Backplane 
and Copper Cable Task Force and find out how to participate, 
visit www.ieee802.org/3/.

References:
[1] 100GbE Electrical Backplane/Cu Cabling Call-For-Interest,  

www.ieee802.org/3/100GCU/public/nov10/CFI_01_1110.pdf, 
November 9, 2010.
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As embedded technology and market 
expectations evolve, design engineers  
are constantly pressured to pack 
expanded functionality into smaller, 
reduced-power devices. In addition to 
the added complexity of the applica-
tion software for these new projects, 
customers demand an interactive inter-
face, ubiquitous connectivity, absolute 
 security, and extreme reliability. 

Embedded designers also face the 
 challenge of combining slower legacy 
interface circuitry with the latest high-
speed control devices and multiple 
displays. The resulting system often 
includes the original hardware with its 
Operating System (OS) and applica-
tion software, plus a completely sepa-
rate controller with software to handle 
the newer requirements. This approach 
increases component count and power 
requirements and does nothing to in- 
crease legacy application performance. 

To deal with this increased complexity, 
designers are utilizing virtual proces-
sors hosting multiple OSs to ensure 
unimpeded, deterministic response to 
real-time events while simultaneously 
providing users and operators with a 
high-level, graphics-based interface. 
Virtualization is achieved by adding a 
Virtual Machine Monitor (VMM)  software 
layer or hypervisor that isolates individual 
partitions and executes guest operating 
software. The hypervisor creates one or 
more simulated computer environments 
or virtual machines that can simultane-
ously host independent OSs and appli-
cations on a single processor. 

To speed up virtual component inter- 
action, silicon manufacturers are incor-
porating hardware-assisted virtualization 
in processor architectures tailored for 
extended life-cycle embedded applica-
tions. For example, the second-generation  
Intel Core and Intel Atom E6xx processors 

support Intel Virtualization Technology 
(Intel VT). This technology improves 
software-based virtualization perfor-
mance and security by using hardware 
assist to trap and execute certain VMM 
instructions. Intel VT allows the VMM 
to allocate memory and I/O devices to  
specific partitions, thus decreasing the 
processor load and reducing virtual 
machine switching times.

Virtual isolation
Virtual platforms that combine real-time 
or safety-critical embedded functions 
with a large graphics-based OS must 
contain security provisions that allow 
unaffected partitions to continue opera-
tion in the event of a software failure or 
cyber attack. For example, LynuxWorks 
updated the LynxSecure separation 
kernel and hypervisor for various virtual 
machine configurations, as shown in 
Figure 1. This virtualization software is 
designed to operate in secure defense 

In embedded applications, virtualization software can be used to combine a real-time deterministic 
operating system with a high-level interactive operating system like Windows or Linux. Using 
virtualization platforms and tools such as those mentioned in the following discussion simplifies 
system upgrades and optimizes performance by independently allocating system resources to 
each operating environment.

Embedded goes virtual
By Warren Webb
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environments where data and applica-
tions with different security levels must 
co-reside on a single device without 
corruption. LynxSecure uses a hyper-
visor to create a virtualization layer that 
maps physical system resources to each 
guest OS, which is assigned dedicated 
resources such as memory, CPU time, 
and I/O peripherals. Another key feature 
is the ability to run fully virtualized 64-bit 
guest OSs such as Windows 7, Linux, 
and Solaris across multiple cores.

TenAsys Corporation offers eVM for 
Windows, another embedded vir-
tualization platform that hosts an 
embedded OS or Real-Time OS (RTOS) 
alongside Windows on the same pro-
cessor platform. To ensure that critical 
hardware interfaces are not virtual-
ized, eVM partitions the platform, thus 
guaranteeing maximum performance 
and deterministic response to real-
time events. Installed as a standard 
Windows application, eVM includes all 
of the integration tools needed to set 
up, start, and stop multiple RTOS guest 
configurations. The Windows-based 
control panel also allows users to assign 
interrupts, allocate I/O devices, and set 
up disk boot images. After the system 
is set up, eVM provides the guest RTOS 
with the lowest possible interrupt 
latency, direct access to I/O, and non-
paged RAM.

Multicore virtualization 
Although virtualization allows designers 
to combine OSs and applications to 
reduce system power requirements and 
form factors, it does little to increase 
the performance of individual software 
components. One of the latest trends 
among designers is to incorporate multi-
core processors along with virtualization 
to boost performance through parallel 
processing. 

With virtualization, the hypervisor 
 isolates and allocates system resources 
between operating environments so that 
real-time, general-purpose, and legacy 
software can be readily integrated in a 
multicore system. In addition to memory 
and hardware device allocation, virtu-
alization allows developers to assign 
multiple cores to  compute-intensive 
applications as needed to maximize 
overall system performance. 

Extending virtualization to multicore 
applications, the Wind River Hypervisor 
allows designers to configure and par-
tition hardware devices, memory, and 
cores into virtual boards, each with its 
own OS, while maintaining the necessary 
separation (see Figure 2). These virtual 
boards can be run on a single processor 
core or distributed across multiple cores 
based on system needs. The Wind River 
Hypervisor has been applied in safety-
critical applications where the system’s 
safety-certified and noncertified com-
ponents traditionally had to be physi-
cally separated. However, embedded 
virtualization allows system designers to 
isolate the safety-certified components 
while still operating on a single hardware 
platform utilizing a certified hypervisor. 
Virtualization also improves the poten-
tial uptime of embedded applications 
by enabling individual partitions to be 
rebooted or even reprogrammed while 

other services on the same device are 
not affected.

Real-Time Systems also provides virtual-
ization support for multicore processors. 
Leveraging Intel VT for security, the RTS 
Real-Time Hypervisor allows completely 
independent execution of more than 
one OS on a single multicore platform. 
Designers can assign individual pro-
cessor cores, memory, and devices to 
each OS. Through a configuration file, 
the boot sequence can be specified, 
and when desired, an operating system 
can be rebooted independently of the 
others. To facilitate communication 
between OSs, the hypervisor also pro-
vides configurable user-shared memory, 
as well as a TCP/IP-based virtual net-
work driver. The system can run multiple 
instances of RTOSs mixed with high-level 
operating software such as Windows XP/
CE/7/Embedded, QNX, Linux, On Time 

Figure 1 | The LynxSecure embedded hypervisor allows multiple dissimilar OSs to 
share a single physical hardware platform.

Figure 2 | The Wind River Hypervisor provides a virtualization layer that partitions 
a single or multicore chip into multiple partitions with varying levels of protection 
and capabilities.
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RTOS-32, VxWorks, Microware OS-9, 
and Android.

Development and debug 
No matter if virtual applications run on 
a single processor or across multiple 
cores, software development and debug 
tools must be configured to support 
more than one OS and memory parti-
tion. For example, Green Hills Software 
updated its INTEGRITY RTOS and MULTI 
Integrated Development Environment 
(IDE) to support the latest virtualization 
microarchitecture. INTEGRITY RTOS 
is built around a partitioning architec-
ture to provide embedded systems 
with enhanced reliability, security, and 
real-time performance. Secure parti-
tions guarantee each task the resources 
it needs to protect the OS and user 
tasks from errant and malicious code. 
INTEGRITY architecture provides 
Asymmetrical Multi-Processing (AMP) 
and Symmetrical Multi-Processing (SMP) 
support optimized for embedded and 
real-time multicore processors.

MULTI IDE software tools include several 
C compiler options, a debugger, editor, 
configuration manager, code browser, 
and debugger in a single package. 
MULTI also features DoubleCheck, an 
integrated static analyzer that isolates 
bugs caused by complex interactions 
between code segments that might not 
be in the same source file. In addition, 

Green Hills Probe provides a multi-
core debug control for board bring-up, 
device driver development, and system-
level debugging.

The next step is to incorporate multi-
core support by updating and stream-
lining the software development tool 
set while minimizing modifications to 
current code creation practices. Various 
software vendors provide advanced 
development tools and board sup-
port packages for products based on 
second-generation Intel Core devices. 
For example, the Prism software analysis 
tool from CriticalBlue (Figure 3) allows 
developers to analyze existing software 
applications, evaluate benefits of the 
new architecture, and select the appro-
priate processor.

Prism analyzes the behavior of existing 
code running on simulators or hard- 
ware development boards to assess 
opportunities that introduce or add 
further parallel code structures. For 
example, developers can select the 

appropriate member of the second-
generation Intel Core processor family 
and analyze the impact of Intel Hyper-
Threading Technology, data cache 
misses, and instruction throughput. 
Prism gives developers an estimate of 
the performance gain achievable by 
partitioning the program into multiple 
threads.

Design simplified, 
performance optimized
Virtualization is a proven way to simplify 
embedded designs with fewer compo-
nents while integrating the framework 
needed to easily combine disparate 
operating software or future updates. 
Virtualization also simplifies system 
upgrades by isolating the hardware 
and software layers so that designers 
can easily add or modify peripherals, 
memory, and cores without restruc-
turing the software architecture. A 
virtual machine hypervisor enables 
designers to optimize performance by 
tweaking resource mapping even after  
deployment.      

Figure 3 | The Prism analysis package allows developers to emulate the numbers 
of cores, threads, and dependencies in the system to streamline the transition from 
sequential to parallel programming.
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The consumer and wireless communications markets are more 
competitive than ever. The ongoing battle between aggrega-
tion and disaggregation of companies is in full swing. One 
example of aggregation is a decision to own more of the 
 vertical design chain by bringing chip design in-house. This has 
helped companies like Apple differentiate by controlling more 
of the overall product design and thus not being limited by  
off-the-shelf chips that are available to everyone else.

While Apple has demonstrated the potential reward of  vertical 
differentiation, this approach does pose significant risk, whether 
a company has experience designing chips or not. Specifically, 
how does the software team develop software that works with 
the hardware as shipped? 

On the other side of the equation, complete  disaggregation is 
enabled by software abstraction layers like Google’s Android 
operating system. It has somewhat democratized the design 
space, allowing all system companies to participate and 
 differentiate using software. Android allows semiconductor 
vendors to participate equally by providing supporting hard-
ware. Again, the way the software works with the hardware 
determines product success.

Traditional solutions to this problem do not work in today’s 
market. Companies used to be able to start software develop-
ment based on specifications and wait for chip prototypes to be 
available for testing. That works if the software is very simple, 
independent of hardware, and has a straightforward specifi-
cation, but not with today’s consumer electronics that require 
everything be connected. 

Furthermore, waiting a long time to begin testing pushes the 
debug cycle out far too late in the schedule. Many companies 
addressed this in recent years by moving to standard off-the-
shelf chips, but that approach limits the ability to differentiate. 
What if you want to add a power-saving sleep mode but there’s 
no way to shut down the chip?

In an aggregated scenario, companies are looking to 
 differentiate not only in software and industrial design, but 
also in electronic hardware. Embarking on a chip design 
project poses its own risks; couple that with embedded soft-
ware development, and overall project risks go up exponen-
tially. Most companies are careful enough to spend ample time 
up front architecting the system, testing it, partitioning it into 
software and hardware, and specifying the behavior of both. 

Companies today are seeking to own more of the vertical design chain by bringing chip design 
in-house. If not done properly, this will create more problems than it solves. The key is to use a 
common high-level model of the hardware for software development and debugging that can 
also be taken into an automated hardware implementation flow. By developing hardware models 
in SystemC-based Transaction-Level Modeling (TLM), software teams can debug against virtual 
prototypes long before a hardware prototype is available.

Use Transaction-Level  
Models to ensure 
hardware and  
software are in sync
By Michael McNamara
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But once each team begins designing, certain implementation 
assumptions are made, bugs are introduced, and features can 
be added.

The scenario is even worse in a disaggregated world, as the 
responsibility now spans across company borders. Companies 
from the systems and semiconductor world might decide to 
work together to optimize hardware/software interaction and 
create a chip optimized for system needs. Even if there are con-
stant synchronization meetings, design changes will sneak in 
unbeknownst to the software team and might not be seen until 
the first time the software is run on the actual hardware. This 
cycles back to the problem of the hardware not being available 
soon enough. How do engineers solve this conundrum?

A golden model for prototyping
Virtual prototypes (or virtual platforms) of hardware that 
come in the form of software models give the software team a 
model of system hardware earlier in the process. This enables 
developers to begin testing on a model of the hardware speci-
fication. However, it is only a model of the specification. Most 
hardware design today starts with engineers reading and 
interpreting the specification, then writing low-level Register-
Transfer Language (RTL) models in a hardware design language 
such as Verilog to begin the verification and implementation 
process. Due to the factors mentioned previously, hardware 
behavior will likely diverge from the specification.

The solution is to use a common “golden model” on which the 
software team can develop and with which the hardware team 
can begin their implementation. This is now possible with the 
availability of the Open SystemC Initiative (OSCI) Transaction-
Level Modeling (TLM) 2.0 standard.

In short, SystemC is a class library that enables hardware design 
using C/C++ by modeling hardware data types and concur-
rency. Because hardware can now be modeled in C, that same 
model can be run by the software team. The TLM extensions 
are important because they abstract away all the signal-level 
protocol details the hardware needs to ensure that it com-
municates properly with the system bus. An excess of these 
details makes the model too slow for running the software. 
TLM abstracts those details to higher-level models that can be 
mapped to detailed hardware during high-level synthesis.

Resolutions to high-level synthesis limitations
High-level synthesis provides the automated link between the 
C model and the actual hardware that gets built. This removes 
the human factor of the hardware designers interpreting the 
specification and manually writing their own model to begin 
building the hardware. Until recently, this had rarely been 
used in practice because of some key limitations that have 
now been addressed:

 › Quality of results: The first two generations of high-level 
synthesis were never able to produce hardware that met 

the same performance, power consumption, and size 
that could be achieved by manually writing RTL. Modern 
high-level synthesis technology has resolved this issue. 

 › Refinement methodology: The high-level virtual 
prototype for software development is described with 
SystemC TLM, but it still requires that the hardware team 
refine it by adding in hardware architecture details so 
that high-level synthesis can produce optimal hardware 
microarchitectures. These details are too low-level for 
software testing and would slow down its speed, but 
they are important for building efficient hardware. This 
methodology now exists and has been proven by early 
adopter customers.

 › Verification: Until very recently, engineers lacked 
a mature methodology to verify the correctness of 
the hardware architecture in SystemC TLM and the rest 
of the hardware implementation flow. This is mainly 
because an automated path into implementation did 
not exist, so most verification was done at lower levels. 
Thus verification became the bottleneck in the hardware 
development schedule. Now that the automated path 
exists, verification methodology has been developed. 

Hardware design teams are familiar with these  traditional  bar- 
riers to designing and verifying hardware using SystemC TLM.  
Most, however, are not aware that these barriers have been 
addressed. Those who are aware now enjoy a significant com-
petitive advantage. They can describe their hardware much 
more efficiently, verify it more rapidly, and reuse it in derivative 
chips more easily.

Virtual platform in practice
A common model of the hardware is now available as part of a 
virtual platform much earlier so hardware/software interactions 
can be addressed sooner. This common model can be delivered 
as part of the bigger system in a virtual platform either within 
the company in an aggregated development scenario or across 
companies in a disaggregated world.

One example of the way this works in practice is captured in 
Figure 1, which illustrates the flow provided by the Cadence 
System Development Suite, an integrated set of hardware/ 
software development platforms.

The system concept is first described as a SystemC TLM virtual 
prototype. In the Cadence flow, this virtual prototype is used 
by the Virtual System Platform to run the software on this hard-
ware model. In parallel, the hardware design team will refine 
the TLM to add hardware architecture details for C-to-Silicon 
Compiler high-level synthesis, which is the beginning of the 
implementation process that will lead to silicon.

If bugs are uncovered during testing, the Virtual System 
Platform is integrated with the Incisive Verification Platform so 
that debug can happen on both software and hardware. This 
means that issues can be addressed at their source without 
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cumbersome firmware patches. As the hardware imple-
mentation process progresses, more detailed RTL models 
become available to create hardware emulation models in the 
Verification Computing Platform or an FPGA prototype in the 
Rapid Prototyping Platform.

This entire process is a successive set of refinements that 
begins with a fast TLM model, adding more hardware detail 
as it becomes available while maintaining runtimes that are 
fast enough for software development. This ultimately enables 
the software and hardware teams – even across company 

borders – to have a common model that enables earlier com-
munication and constant synchronization. This is the type of 
collaboration needed to keep pace with the innovation and 
delivery schedules required in today’s consumer market. It is 
only achievable if the hardware team evolves its design and 
verification  methodology to encompass SystemC TLM.      

Michael (Mac) McNamara is VP and 
general manager of system-level design 
at Cadence Design Systems. In the early 
1990s, he helped start Chronologic, which 
brought compiled Verilog simulation to the 
world; thereafter, he cofounded SureFire 
Verification (which became part of Verisity) 

to improve the state of verification software. After Cadence 
acquired Verisity, Mac led the effort to improve high-level 
design, and currently manages Cadence’s C-to-Silicon 
Compiler and Virtual System Platform product lines.

Cadence Design Systems 
408-348-7025 • mcnamara@cadence.com  
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cadence-design-systems

f  www.facebook.com/pages/Cadence-
Design-Systems-Inc/66598923031
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Figure 1 | A hardware model is refined from concept to 
product within the Cadence System Development Suite.

APPLICATIONS 

 Virtual  
System 

  Platform 

SoC Development 

Prototype-level 
(Post-RTL) 

development 

Architectural-level 
(Pre-RTL) 

development 

 Incisive 
Verification 
  Platform 

 Verification 
Computing 
  Platform 

 Rapid 
Prototyping 
  Platform 

Path to Silicon 

Arch 
Intent 

CONCEPT PRODUCT 

Verification IP Catalog 

 Incisive 
Verification 
  Platform 

 Verification 
Computing 
  Platform 

C-to-Silicon 
Compiler 

 Virtual  
System 

  Platform 
 Incisive 

Verification 
  Platform 

SOC 

App App App App App 

SILICON 

www.embedded-computing.com  Embedded Computing Design     December 2011  |  23  

mailto:mcnamara@cadence.com
http://www.linkedin.com/company/cadence-design-systems
http://www.linkedin.com/company/cadence-design-systems
http://www.facebook.com/pages/Cadence-Design-Systems-Inc/66598923031
http://www.facebook.com/pages/Cadence-Design-Systems-Inc/66598923031
http://twitter.com/#!/Cadence
http://www.cadence.com
http://www.msi.com/ipc
mailto:ipcsales@msi.com
http://www.embedded-computing.com


Picture this common design dilemma: 
Marketing has decided that the com-
pany’s latest portable device must be 
35 percent smaller and have 50 percent 
more runtime. What is a systems engi-
neer to do? If the system has 50 percent 
more runtime, then it seems the battery 
must have more capacity or the device’s 
power consumption must be lower. If 
the battery has larger capacity, then it 
will have larger volume. Meanwhile, 
the mechanical engineer is starting the 
model and needs a battery identified. 

To solve this problem, the situation can 
be divided into areas of responsibility. 
First, the technical lead needs a tool to 
track power consumption in the design. 
Next, product leadership needs to 
define use cases for the design. Finally, 

the engineering team needs a tool to 
measure power and quantify the result 
of changes.

Tracking with a power budget
One fundamental tool for a battery-
powered design is the power budget. 
The power budget contains entries for 
each element of the design with their 
power and currents. It is used to track 
overall power, document test scenarios, 
and experiment with use cases. 

A power scenario represents an overall 
device state, whether it is sleep, deep 
sleep, idle, active, or processing data. 
Use cases are at a higher level. For 
example, in an eight-hour day, the 
device will start with a charge of 90 per-
cent. Every hour, the device will be in 

idle mode for 45 minutes, active for 
10 minutes, and processing data for 
5 minutes. During the 10 minutes when 
the device is active, 5 minutes will be full 
speed with the display active and 5 min-
utes will be with the display backlight 
dimmed and processor speed reduced. 
When the idle timer expires, the device 
will return to deep sleep. 

The power budget is typically main-
tained as a spreadsheet with a row for 
each component in the design, as shown 
in Table 1. For each row, the spreadsheet 
contains nominal (active) current, nom-
inal voltage, sleep current (if applicable), 
and a way to represent on-time per-
centage in the various states. Because 
there can be a range of current con-
sumption for both nominal and sleep, it 

A battery-powered design is a collection of elements ranging from power source to conversion to 
usage to recharging. Decision makers must determine the fundamental investigations, tools, and 
options to achieve an optimal configuration. Each design requires engineers to develop a power 
budget, assess trade-offs in compute efficiency versus power consumption, manage power as a 
performance metric, and choose an appropriate power source for the application.

Optimizing battery  
performance via design and measurement
By Curt McNamara
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is wise to enter either a range or median 
plus standard deviation of current. This 
allows nominal, worst, and Monte Carlo 
test cases to be set up. Note that worst-
case currents on the data sheet are 
worst-case. In many cases, the typical 
current is more appropriate; however, 
measurements and consultation with 
the semiconductor vendor are essential 
to confirm.

For the processor, it can be useful to 
add entries for processor speed and 
time/power to accomplish typical tasks. 
Example tasks include processing data, 
transferring files, responding to user 
input, and displaying data. Pay attention 
to power during the task and when the 
task is completed. Some processors like 
Texas Instruments’ OMAP family have 
dynamic frequency control, which drops 
processor speed to the minimum after a 
task is complete.

Product management will generate use 
cases based on customer interviews 
and visits. Technical leadership should 
review the test cases and test the built-
in assumptions. Check to see if the use 
cases are worst-case or typical. Based 
on this analysis, technical leadership 
can examine the trade-offs of size and 
cost, then discuss this with product 
leadership.

A handful of use cases will be like this. 
Each will have a different combination 
of activity durations. When these are 

combined with the numbers from the 
power budget for active, idle, sleep, and 
deep sleep, overall battery capacity can 
be determined.

Evaluating computing efficiency and 
power consumption trade-offs
The largest source of power consump-
tion in a battery-powered design will 
be clear in the power budget. Typically, 
this will be the CPU, display, and power 
supply losses. Several strategies can 
help reduce power consumption in 
peripherals: disabling or reducing their 
supply voltage when not active, using 
the minimum possible voltage, and 
designing for power supply efficiency.

Low-dropout regulators are a beneficial 
element in the design toolbox; however, 
they do turn battery capacity into heat. 
A low-dropout regulator with 3.3 V 
input and 1.8 V output will consume 
1.5 mAh for every milli-amp it supplies. 
With a 10 mA load, this is 15 mAh. In 
contrast, a small switcher could easily 
have an 85 percent efficiency rating and 

would consume less than 3 mAh in the 
same situation. Thus, it is important to 
be creative in the power supply archi-
tecture. Examine the currents for the 
processor as a function of frequency 
and pick the best power versus per-
formance operating point. Split up 
the power supply domains and give 
software control of peripheral power. 
Looking deeply into the power archi-
tecture can render 20 percent  reduction 
in total power.

Peripherals often can be grouped 
together and powered up and down 
as a group. It is wise to test this on a 
development kit or breadboard, as 
powered-down devices can affect other 
component and signals. Powered-down 
devices might also need to be reini-
tialized by software when powered up 
again. Grouping peripherals comes from 
the use cases; if idle, turn off the LCD 
and backlight. When active, enable all 
peripheral interfaces. 

The design team should also check for 
phantom power losses: processor pins 
initialized to the wrong state or pull-ups 
that consume too much current. This 
analysis can save a significant amount of 
the battery capacity.

Managing power as a 
performance metric
It is common to think the CPU needs 
to run at the slowest possible rate in 
a  battery-powered application. This 
assumption should be checked carefully, 
as it could take less overall power to run 
at a higher speed for a shorter period 
of time.

This situation can be analyzed using 
 current measurement resistors on the  

State

Sleep Idle Active Processing

Component Typ Max Typ Max Typ Max Typ Max Units

Processor 0.2 1 1 5 15 30 25 50 mA

Display 0.1 0.5 5 10 25 50 25 50 mA

USB I/F 0.5 1 0.5 1 40 50 65 75 mA

Supply loss (15%) 0.12 0.38 0.98 2.4 12 19.5 17.25 26.25 mA

Current in state 0.92 2.88 7.48 18.4 92 149.5 132.25 201.25 mA

Time in state 0.37 0.38 0.15 0.12 %

Total curent per state 0.34 1.06 2.84 6.99 13.8 22.43 15.87 24.15 mA

Typ current 33 mA

Max current 55 mA

Table 1 | A power budget helps designers track overall power, document test 
scenarios, and experiment with use cases.

Looking deeply into 

the power architecture can  

render 20 percent reduction 

in total power.
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processor’s main rails. Logic PD’s 
Wattson software (Figure 1) allows cur-
rent to be measured easily over time. 
Using this application on a DMX3730 
processor, power was measured at 
600 MHz and 250 MHz running a 
checksum on a large file. Total power 
dropped by 50 percent at the higher 
speed. Comparing the total power 
shows that the higher speed reduces 
overall power by 50 percent.

Another factor to consider is file loca-
tion. If the files are on storage media 
like an SD card, processing time can be 
dominated by access speed, which can 
increase overall power. If files can be 
transferred to main memory or placed 
on faster media, then processing speed 
will dominate.

Battery capacity must be maintained 
over the product’s useful life. Battery 
life is affected by charging, tempera-
ture, and depth of discharge. The end 
result is that even with a lithium ion bat-
tery, there should be 20 to 30 percent 
excess capacity if the product lifetime 
extends over many months. An alter-
nate approach is to provide for battery 
replacement. 

Start designs with a reality check
To make the end product work, power 
must be managed from the start. Before 
the schematic is started, build a block 
diagram and pick some typical parts. 
Create the power budget and do a 
reality check. With that particular LCD, 
how much capacity will be needed? Can 
those peripherals be put to sleep or 
have their power cut off? Measure one 
peripheral at a time on the development 
kit or breadboard and update the power 
budget weekly. 

Review the block diagram and power 
budget with the design stakeholders: 
marketing, software, and hardware. 
As the design progresses, update the 
power budget with revised components, 
measured values, and use cases. Track 
the results at weekly meetings and pay 
attention to areas that need work. In 
some designs, the overall power budget 
can be allocated to subsystems.

Figure 1 | The Wattson power measurement and performance monitoring 
application from Logic PD allows current to be measured easily over time.

Battery size is physical as well as electrical. The good news is that battery chemistry 
sets an energy density, allowing calculation of overall physical size early in the pro-
gram. Batteries also get warm when discharging and charging. This affects another 
critical factor in many designs: the thermal management process. In most designs, 
the case must allow for battery expansion and contraction, as well as venting. Careful 
attention to the design, continuous tracking of the power consumption, and selecting 
the right speed for the job can help meet all of the product constraints.      

Curt McNamara, a principal engineer at Logic PD, is a 
practicing designer with more than 20 years of experience in 
the commercial, medical, and industrial markets. An active IEEE 
member, Curt received the IEEE Millennium Medal in 2000 for his 
ongoing work in education. Curt teaches innovation and systems 
thinking and is an Education Fellow of the Biomimicry Institute. 
He holds a Bachelor’s degree from the University of Minnesota 

and a Master’s degree in Engineering from Portland State University.
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Scalability brings different advantages to different embedded 
applications. Performance, interoperability, power consump-
tion, temperature thresholds, graphics processing – all are 
potential factors in determining if a scalable platform is 
required as a migration path for next-generation applications. 

In the scalability equation, priority attention depends on the 
goal of the design and its embedded environment. Embedded 
designers must look beyond their current designs and think stra-
tegically when selecting platforms with appropriate migration 
paths for longevity, feature set, and performance. At the same 
time, designers must get products to market quickly, fueling the 
need to minimize development time through proven, standards-
based embedded platforms with reusable design layouts.

Small form factor COTS platforms have steadily filled OEMs’ 
scalability and migration path needs, supporting a wide variety 
of CPU cores that deliver ever-increasing computing power 
and improved performance across a range of applications and 
markets. In the past decade, Computers-On-Modules (COMs) 
have made the design process easier, offering standards-based 
solutions that have broad vendor support. 

With COMs, designers have a broad ecosystem of resources to 
manage migration, as well as essential design flexibility to add 
new features with custom carrier boards. An example of a small 
form factor that continues to offer designers long-term options 
is COM Express, which has consistently provided technology 
advancements in performance, low power, superior graphics 
processing, and extended temperature operation.

Migrating legacy designs to COM Express
Because many small form factor designs originated on the 
ETX 3.0 platform, designers must decide to either stick with 

ETX or switch to COM Express to future-proof designs and 
incorporate new features and performance. If the design jumps 
to COM Express, how are product upgrades handled within 
that standard?

Remaining within legacy ETX is an option, and modules using 
the same pin-out can be easily swapped out for improved 
performance. Designs can also be upgraded within the COM 
specification, moving from legacy ETX technology to support 
current I/O and interfaces found in COM Express. This type 
of migration requires not just a core CPU module change, 
but also a swap of the COMs technology implemented and 
a new carrier board. This is because COM Express achieves 
next-generation performance with a greater number of pins 
in fewer connectors than ETX. However, the module layouts 
are similar, enabling designers to leverage existing compatible 
software technology. 

Once a design has migrated to COM Express, cores can also 
be upgraded from one COM Express module to another. 
Complexity depends on the extent of the migration. Drivers are 
the primary challenge, although the design might also require 
pin-out adjustments on the carrier board if modules are adapted 
from one pin-out to the next, for example, from Type 2 to Type 6 
or Type 1 to Type 10.

Moving to COM Express is appropriate for products that 
 benefit from the availability of PCI Express (PCIe). The two-
connector layout of COM Express requires a new carrier board, 
and the resulting design is poised for advanced I/O interfaces 
and ongoing performance enhancements such as tolerance to 
extended temperature ranges. Although pin assignments are 
standard as defined by COM Express, the carrier board design 
or selected chipset can affect the number of available PCI lanes.

By upgrading cores as application demands evolve, systems can scale for greater functionality. 
Planning ahead for future generations of a specific device – maximizing opportunities to innovate 
and get to market quickly – means designers must understand when to upgrade designs from 
legacy standards to next-generation COM Express.

Designing for scalability and  
migration with small form factors
By Christine Van De Graaf
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Customization is managed within the carrier board, offering 
another significant advantage when scaling a design. Once cus-
tomization is resolved within the initial design, it can endure for 
multiple generations, even as various CPU cores are swapped 
to extend features and performance. As a result, COM Express 
can help scale devices not only from generation to generation, 
but also within a single generation. 

This level of adaptability allows designers to integrate ben-
efits of new technologies and processor advances, while at 
the same time preserving customization investments, avoiding 
development risk, and speeding time to market. Scalability is 
manageable with a variety of support resources, maintaining a 
consistent footprint and pin-out schemes across vendors.

Scaling performance within module families
Next-generation COM Express designs can be simplified by 
moving from one module to the next within the same family –  
upgrading to a faster CPU or an alternate CPU and chipset 
platform. For example, many designs were developed using 
the Kontron ETXexpress-MC, a COM Express pin-out Type 2- 
compliant module supporting fast dual-channel memory up to 
4 GB via two 533 MHz or 667 MHZ DDR2 SODIMM sockets. The 
ETXexpress-MC is built around the Intel Core 2 Duo processor 
(up to 2.2 GHz) and uses Intel’s 965GM Express Chipset, part 
of the fourth generation of Intel’s Centrino notebook platform. 
Although this module offers optimized graphics and power effi-
ciency, an evolving application might require more functionality.

Following the same pin-out 
and connectors, the Kontron 
ETXexpress-AI (Figure 1) can  
be implemented as an upgrade. 
The ETXexpress-AI moves 
 performance and functionality 
 forward through its Intel 32 nm 
processing architectures and 
Intel Core i7 features. Designers 
can integrate 1x PCIe Gen 2  
graphics, which are also configu-
rable as 2x PCIe x8, 6x PCIe x1, 
4x SATA, 1x PATA, 8x USB 2.0, 

GbE, dual-channel LVDS, VGA, and Intel High Definition Audio. 
Furthermore, designers can incorporate legacy non-PCIe- 
compliant components via the integrated PCI 2.3 interfaces.

Scaling to improve power and temperature characteristics
Increasing demand for ruggedness and reliability has driven the 
need for systems validated to perform in extended tempera-
ture environments. The least strenuous thermal performance 
occurs in the commercial temperature range of 0 °C to +60 °C. 
Temperature ranges for industrial applications are typically 
-40 °C to +85 °C, with some components offering a subset indus-
trial temperature range of -25 °C to +75 °C. Testing of complete 
systems and individual components assures OEMs that perfor-
mance will withstand specific environmental conditions.

COMs can speed that process, enabling designers to 
upgrade cores from commercial temperature requirements 
to industrial thermal performance. For an example of thermal 

scaling, consider a medical diagnostic device that upgrades 
from the commercial temperature microETXexpress-SP to 
 microETXexpress-XL. The device might be stationary and 
always plugged in so it resides in a larger space with greater 
airflow, or it was developed to withstand greater heat during 
operation. Or perhaps it was originally portable, but now needs 
to be ultra-portable for use by emergency personnel. Leading 
the market with a smaller, more portable version of the device 
will drive OEMs to devote design resources to reducing power 
usage and temperature thresholds.

Enabling sophisticated graphics performance
Five pin-outs originally defined by the COM Express  standard 
provided designers a well-established foundation for signal 
assignment and design layout. PICMG’s recent addition of 
the Type 6 pin-out to the COM Express standard opens up 
a new world of graphics-based applications with dramati-
cally extended graphics processing and functionality. Pin-out 
Type 6 (essentially based on Type 2, the most widely adopted 
COM Express pin-out type to date) capitalizes on the expanded 
graphics possibilities enabled by new processor  families. 
Legacy PCI pins have been reallocated to support a digital 
 display interface and add PCI Express lanes.

Graphics performance is a priority improvement for many 
applications, as more and more industrial environments rely on 
video and high-resolution imaging. Designers can use the same 
approach in enhancing these features, scaling from module to 
module for improved graphics performance.

Forward thinking with COMs
Minimizing engineering resources along with reducing risks 
and development time are key design drivers for the indus-
trial market, fueling healthy demand for scalable COTS-based 
platforms. COMs and specifically COM Express answer these 
needs with unique advantages in both longevity and perfor-
mance. Scalable for power, performance, temperature, and 
graphics processing, COMs deliver the levels of performance 
needed today and position OEMs for continued evolution of 
devices and applications. 

Scalability builds on what the silicon enables, capitalizing on 
board-level consistencies and conveniences such as ready avail-
ability of drivers. Designs can follow the same pin-outs and con-
nector schemes while maintaining a smooth path to improved 
performance with each new generation of COM.    

Christine Van De Graaf is the product 
manager for Kontron America’s Embedded 
Products Business Unit. Christine has more 
than a decade of experience working in 
the embedded computing technology 
industry and holds an MBA in marketing 
management from California State 

University, East Bay, Hayward, California.

Kontron 
Christine.vandegraaf@us.kontron.com   
in  www.linkedin.com/company/kontron 

t  @Kontron • www.kontron.com   

Figure 1 | The 
Kontron ETXexpress-AI 
module implements a  
COM Express Type 2 or 
Type 6 pin-out.
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Roving Reporter blog: M2M applications adopt cloud computing

By Warren Webb 

As the number of intelligent embedded devices climbs into the billions, designers are refining the next 
generation of Machine-to-Machine (M2M) communications techniques to provide continuous, autonomous 
connectivity and effective remote management. M2M has been called the “next big thing” in embedded 
design and promises to revolutionize and standardize connectivity across many market segments including 

industrial, transportation, health care, utilities, retail, and consumer electronics. In the past, these markets employed a 
hodgepodge of communications techniques to interconnect devices and the enterprise. However, as the M2M community 
expands, developers are taking the next step and integrating the Internet into a cloud-computing arrangement to not only 
provide traditional data reporting, but also expand into additional functions such as smart services. 

Read more: Part 1 – http://opsy.st/sSwoyC and Part 2 – http://opsy.st/ryGMX4 

By Jennifer Hesse www.embedded-computing.com
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-community Beat
Keeping the embedded conversation going

ARM TechCon 2011 demo:  
Rubik’s Cube-solving robot
                                    Powered 

by a variety  
of ARM CPUs 
and GPUs enabling   
multithreaded 
processing and 
graphical display, the 

CubeStormer II can solve a Rubik’s Cube puzzle in 
5.35 seconds, edging out the current human world 
record of 5.66 seconds. Constructed from LEGO 
MINDSTORMS NXT kits and a Samsung Galaxy SII 
Android smartphone, the robot uses the phone’s 
camera to capture images of the cube, finds a 
solution using an advanced two-phase algorithm, 
and displays a graphical version of the cube being 
solved in real time. http://opsy.st/saYHm6 
See more embedded technology videos in our library: 
http://video.opensystemsmedia.com.  

▲

USB victory in mobile broadband modem space
Cheap and easy to use, the USB form factor is maintaining 
its position as frontrunner in mobile broadband modem 
shipment volumes with an estimated 110 million units shipping 
worldwide in 2011, according to recent market data from 
ABI Research. Embedded modem modules, bolstered by 
rapid adoption of 3G-enabled tablets like the iPad 2, notched 
the second largest market share with an estimated 30 million 
units shipped in 2011. The overall market – including USB, 
embedded modem modules, mobile hotspot routers, and 
PC cards – is projected to experience 46 percent year- 
over-year growth with an estimated total of 150 million  
shipments in 2011. The rise of 3G/4G networks is  
expected to further boost market  
opportunity for USB modems,  
as well as purchases of new  
PCs with embedded  
modem modules. 

Linux TechChannel 
As protestors congregate for Occupy 
Wall Street, financial institutions collaborate  
on open-source messaging API.

Financial Services Industry Leads 
Collaboration on New OpenMAMA Project

Bank of America Merrill Lynch, EMC, Exegy, Fixnetix, 
J.P. Morgan, and NYSE Technologies will form the Steering 
Group to collaborate on OpenMAMA, a high-performance 
Middleware Agnostic Messaging API (MAMA) that provides a 
common, consistent layer over a variety of message-oriented 
middlewares. http://opsy.st/vAtoDv 

See more news and articles at our Linux TechChannel:  
http://tech.opensystemsmedia.com/linux. Read more at http://opsy.st/sSFKTe. 
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