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Left to My Own Devices

No, not the houses, but the phones and other 

connected devices running Android are in my 

visions right now.

Perhaps it’s obvious news, but stated quantitatively and 
emphatically: On December 1, Nielsen reported that Android’s 
U.S. smartphone share has jumped from 9 percent at the start of 
2010 to 22.7 percent today. It’s truly one of the top 20 stories of 
the year for me.

The next chapter in this story is that the “Gingerbread” 
Android 2.3 release is about ready to roll. It adds support for Near 
Field Communication (NFC, the ultra-short-range contactless 
proximity card technology) and a WebM video container format, 
which enables HTML5 video content. There’s a long list of other 
features that may or may not make it into 2.3, or maybe part 
of the “Honeycomb” 3.0 release next year; nonetheless, it’s a 
significant release with many new features that will be exciting 
for hardware developers, app developers, and users.

It’s what’s going on around the Gingerbread release that is 
extremely intriguing. A discussion on LinkedIn’s Google Android 
group started with the idea that Google is “not exerting control” 
over the platform, and fragmentation is developing as a result. The 
word “fragmentation” comes up a lot, but what’s the real concern?

One manifestation of fragmentation is new non-3G-enabled 
Android tablets lacking access to the Android Market. Currently 
under “Froyo” 2.2 packaging and licensing, to enable Market 
access Google requires phone features in compliance with the 
2.2 Android Compatibility Definition – follow the 2D code below 
to download it. Full-up tablets like the Samsung Galaxy Tab 

don’t have this issue, but many other tablets with Wi-Fi-only 
connections do.

What if you’re not developing a phone or a tablet? This affects 
things like set-top boxes, in-home energy displays, medical 
devices, and more that could be developed on an even larger scale 
with Android. Google is rumored to be looking at repackaging so 
the Market and other pieces of code are available to developers 
under new terms starting with 2.3, perhaps 3.0, and it will be 
worth watching what they do.

More evidence of fragmentation is the phenomenon of “rooting,” 
in which a sophisticated Linux user completely replaces their 
factory Android load with a custom ROM that does cool stuff. 
This is great for advanced types who know about Cyanogen or 
MoDaCo, but it’s beyond the average user and really something 
carriers don’t want to see much of.

I think we want differentiation and innovation, and we want 
Android in non-phone-connected devices for lots of markets, but 
not at the expense of app incompatibility. For instance, people are 
trying to innovate in the user interface – we had the Fluffy Spider 
article in our October 2010 issue, the folks at Mentor Graphics 
have something cooking I can’t talk about yet, and there is 
certainly more coming on this front. 

Fragmentation isn’t bad if it means value-added differentiation 
without apps breaking. Google will continue to grow the business 
and tune the model as Android adoption increases, and I’m 
confident they’ll help the embedded community at large as they 
understand how connected devices play a huge role in the success 
of Android. E-mail me or follow us on Twitter or LinkedIn and 
share your ideas.

Visions of 
Gingerbread

ECD in 2D: 
Read the Android 2.2 Compatibility 
Definition to learn the requirements 
for enabling mobile phones to be 
compatible with Android 2.2. Use 
your smartphone, scan this code, 
download the document: 
http://bit.ly/f436I3.

@dondingee, @embedded_mag linkedin.com/groups?gid=1802681

 ddingee@opensystemsmedia.com
Up next:
Consumer Electronics Show 
January 6-9, 2011 
Las Vegas, NV 
www.cesweb.org
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Faster writes, new form 
factors in solid-state drives

Q&A with Dean Klein, VP of Memory System Development, Micron Technology

ECD: Tell us about Micron’s recent 
breakthroughs in Solid-State Drive 
(SSD) write performance. What 
numbers are you getting, and which 
two or three things got you there?

Klein: Micron’s SSD portfolio has the 
RealSSD C300 for client applications 
(notebooks and desktop PCs), as well as 
the RealSSD P300 for enterprise appli-
cations (blade servers, system storage, 
enterprise servers). 

The C300 SSD delivers sequen-
tial write speeds of up to 215 MBps.  
With native support of the SATA 6 Gbps 
interface, the data path between the host 
computer and the C300 SSD is twice as 
fast as the SATA 3 Gbps interface. The 
C300 also leverages a finely tuned archi-
tecture and high-speed Open NAND 
Flash Interface (ONFI) 2.1 Multi-Level 
Cell (MLC) NAND to provide a whole 
new level of performance. 

The P300 SSD (Figure 1) delivers up to 
16K IOPS steady-state write performance, 
more than 15 times the write performance 
of other SATA-based SSDs. It achieves up 
to 275 MBps in write throughput speed, 
also using the SATA 6 Gbps interface, and 
is optimized for write cache disabled per-
formance. This provides the highest SATA 

drive IOPS/throughput without risk of data 
loss, as is often seen when one relies on 
write cache. The P300 also was designed 
using Micron’s 34 nm ONFI 2.1 Single-
Level Cell (SLC) NAND, which is impor-
tant as it runs at 166 MBps per channel.

This is real performance on real data, 
not synthetic benchmark data. The result 
is one RealSSD P300 can outperform a 
RAID of 12 short-stroked hard drives in 
many cases, while at the same time con-
suming less power than a single hard disk 
drive and far less space than an array of 
12 drives.

ECD: Many embedded applications 
can take advantage of SATA drives, 
right? What other SSD technology 
is important for embedded 
applications? 

Klein: Absolutely, and the availability 
of new classes of embedded processors 
with SATA ports from companies such 
as Intel, Marvell, Texas Instruments, 
Qualcomm, Broadcom, and others 
makes SATA-based SSDs a natural fit 
for embedded applications. 

There are also a number of new form 
factors for SSDs that allow innova-
tive embedded designs where the SATA 
interface is not available. Micron has 
eUSB and e•MMC solutions that pro-
vide embedded customers with a much 
smaller and more durable solution for 
their product designs.

Suitable for embedded boot-up applica-
tions, eUSBs are available in densities 
ranging from 2 GB to 16 GB and provide a 

cost-effective solution for applications that 
only require a small amount of storage.  
These eUSBs use a USB 2.0 system 
interface, and their small footprint – only 
36.9 mm x 25.6 mm x 9.6 mm – enables a 
storage solution where traditional solutions 
are not possible. Performance of 30 MBps 
sequential read and up to 28 MBps sequen-
tial write speeds enable fast boot times for 
embedded OS applications and improve 
system performance as a cache device.

Another type of embedded mem-
ory, e•MMC, combines high-quality, 
low-cost NAND flash memory with 
a high-speed, JEDEC-compliant 
MultiMediaCard (MMC) controller 
in a single, low-profile BGA package. 
Offered in density ranges from 4 GB 
to 32 GB, e•MMC includes a managed 
interface that addresses potential NAND 
design concerns using ECC, wear level-
ing, and bad block management tech-
nology. It handles errors internally, tak-
ing the burden off the host controller.  

  

Dean Klein is VP of Memory System 
Development at Micron Technology, 
where he focuses on developing SSD 
technologies and capabilities. He holds 
more than 220 patents in computer 
architecture and electrical engineering, 
and earned BSEE and MSEE degrees 
from the University of Minnesota.

Micron Technology
208-368-4000  
mediarelations@micron.com 
www.micron.com 

Figure 1 | The RealSSD P300 
is optimized for write cache 

disabled performance, providing 
high SATA drive IOPS/throughput 

without risk of data loss.

ECD in 2D:  
Dean discusses how the RealSSD P300 offers performance 
and ratio benefits in enterprise applications. Use your 
smartphone, scan this code, watch a video:  
http://bit.ly/g9UswX.
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Extending endurance limitations of NAND flash is a key 

goal in furthering embedded design innovation. Applying 

signal processing techniques provides a crucial stepping-

stone in taking NAND flash usage to the next level.

Fueled by rapidly accelerating demand 
for performance-intensive computing 
devices, the NAND flash memory market 
is one of the largest and fastest-growing 
segments of the semiconductor industry, 
with annual sales of nearly $20 billion. 
During the past decade, the cost per bit of 
NAND flash has declined by a factor of 
1,000, or a factor of 2 every 12 months, 
far exceeding Moore’s Law expectations. 
This rapid price decline has been driven 
by aggressive process geometry scale-
down and by an increase in the number of 
bits stored in each memory cell from one 
to two and three bits per cell. 

As a consequence, the endurance of 
flash memory – defined as the number 
of Program and Erase (P/E) cycles that 
each memory cell can tolerate throughout 
its lifetime –  is severely degraded due to 
process and array impairments, resulting 
in a nonlinear increase in the number of 
errors in flash memory. Single-Level Cell 
(SLC) NAND, which was the mainstream 
NAND flash technology a few years ago, 
achieved 100,000 P/E cycles at 50 nm 
process node. Today’s mainstream Multi-
Level Cell (MLC) two bits per cell NAND 
at 20 nm process node achieves only up 
to 3,000 P/E cycles, and three bits per cell 
NAND at the same process node achieves 
as low as a few hundred P/E cycles. Future 
process nodes are bound to yield even 
lower endurance.

Meanwhile, the migration of NAND 
flash from removable media storage 
to today’s memory- and performance-
intensive mobile computing devices such 
as smartphones, tablets, and notebooks 
is driving up NAND flash endurance 
requirements. While USB flash drives 
and microSD cards, which comprised 
the core NAND market segments until 
recently, need only a few hundred P/E 
cycles, the NAND flash embedded in 
smartphones typically requires at least 
3,000 P/E cycles. Enterprise-grade Solid-
State Drives (SSDs) require as much as 
50,000 P/E cycles. 

Getting past errors
The most common approach to combating 
NAND flash endurance limitations is the 
use of Error Correction Code (ECC). ECC 
utilizes data checking and correction bits, 
also referred to as parity bits, which are 
stored on the NAND in addition to the 
application content, also referred to as 
data bits. For ECC to correct more bits, 
more parity bits must be stored, resulting 
in additional cost. An ECC scheme is 
usually characterized by the code rate, 
which is defined as the ratio between the 
number of data bits to the total number 
of stored bits (data + parity). Higher code 
rate is more cost-effective, but typically 
yields weaker correction capability and is 
therefore more sensitive to errors.

The most commonly used ECCs for 
flash memory are Bose-Chaudhuri-
Hocquenghem (BCH) codes. Over the 

Signal processing 
and the evolution 
of NAND flash 
memory
By Naftali Sommer, PhD

Figure 1 | A life cycle and ECC comparison of NAND flash by process 
node shows how an increase in correction capability is not enough to 

maintain endurance of the memory cell.
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years, the correction capability of BCH 
codes for NAND flash memory has 
increased from correction of 4 bits in a 
sector of 512 bytes using code rate larger 
than 98 percent to correction of 24 bits 
in a double sector of 1,024 bytes using 
code rate of 96 percent. However, as 
illustrated in Figure 1, this by itself is 
not sufficient to maintain the endurance 
of the memory cell.

More advanced ECC schemes are capable 
of correcting more bits for a given code 
rate, such as Low-Density Parity-Check 
(LDPC) codes or turbo-codes. These 
codes use modern iterative decoders that 
enable fast and efficient error correction. 
Furthermore, unlike BCH, which uses 
hard decoding, these codes enable soft 
decoding, where in addition to each bit 
value, the decoder can also estimate the 
bit’s reliability. Soft decoding can yield 
significant correction capability gains 
over hard decoding, because the decoder 
knows which bits are more likely to be 
flipped and can use this information in its 
correction algorithms. 

However, even the most modern and 
efficient ECC schemes are not effective 
when the number of errors is too large. 
For example, if a sector of 512 bytes has 
hundreds of bit errors, Claude Shannon’s 
information theory bounds show that 
no ECC can correct these errors with 
a reasonable and cost-effective code 
rate. Of course, if a very large number 
of parity bits is added, the errors can 
be corrected, but the cost impact is 
practically unacceptable. 

Physical impairments of NAND 
flash memory 
NAND flash memory is an array of cells. 
Each cell contains electrical charge, the 
amount of which indicates the information 
stored in the cell. The first NAND flash 
had two levels of charge and therefore 
stored one bit of information in each cell. 

Today, most NAND flash has four or 
even eight levels and therefore stores 
two or three information bits per cell, 
respectively. The charge-storing elements 
(floating gates) of the cells are surrounded 
by isolating material so that their charge 
can be maintained for years without 

supplying power to the memory.

NAND flash suffers from a variety of 
impairments. A key impairment is leakage, 
which is a slow change of the cell’s charge 
due to electrons leaking through its 
isolation material over time. Another key 
type of impairment is a disturb, which is 
a change in the cell’s charge due to the 
potential difference applied to it while 
reading or programming the cell or its 
neighboring cells. 

Because of the cells’ electrical isolation, 
a relatively high voltage must be applied 
to change the charge in the cell during 
P/E operations. This high voltage, which 
can reach dozens of volts, damages 
the cells, changes their characteristics, 
and magnifies their leakage and disturb 
characteristics. Damage to the cells is 
accumulated throughout P/E operations, 
degrading NAND endurance. 

As the size of the cell reduces due to 
process geometry scale-down, the amount 
of electrons in the cell declines. Thus, 
in the latest flash process nodes, the 
difference between the charge levels in the 
cell amounts to less than 100 electrons. 
This magnifies the problems of leakage 
and disturbs, as even a few dozen electrons 
can change the logical level of the cell. The 
more condensed cell array also magnifies 
the floating gate coupling due to electric 
field coupling between adjacent cells. 

The role of signal processing
Signal processing methods and 
algorithms have recently been applied 
to NAND flash to combat endurance 
limitations. These algorithms are used to 
compensate for the physical limitations 
of NAND flash, exploiting their unique 
nature and structure. For example, the 
floating gate coupling distortion in a cell 
can be measured and compensated for via 
signal processing algorithms.

Compared to traditional approaches, the 
use of signal processing algorithms in 
combination with soft ECCs requires more 
information transfer between controller 
and NAND array. Careful algorithm and 
system designs are required to avoid 
performance degradation due to this 
additional information transfer.
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Anobit’s Memory Signal Processing 
(MSP) technology, which is being used 
today by leading manufacturers of smart-
phones, tablets, and personal media play-
ers, employs this new approach within the 
NAND controller. Figure 2 highlights the 
major components of an MSP-powered 
controller. The unique element is the sig-
nal processor, which comprises hardware 
accelerators designed to combat NAND 
flash process and array impairments such 
as floating gate coupling distortion, read 
and program disturbs, and data retention 

and endurance impairments. The signal 
processing engine is closely coupled 
to an advanced ECC engine, where the 
information flow between the two is a 
key factor for the solution’s impairment-
combating ability. The signal processing 
engine is managed by a microcontroller, 
giving the solution enough flexibility to 
apply to a variety of NAND processes.

NAND flash memory is crucial to the 
continued growth of the consumer 
electronics market and the continued 
evolution of memory- and performance-
intensive computing devices. Signal 
processing is emerging as a key 
technology to bridge the gap between 
application needs and the inherent 
limitations of NAND flash, preventing 
NAND’s physical impairments from 
compromising the market potential for 
next-generation NAND chips and the 
devices they power.  

Naftali Sommer is the 
chief scientist at Anobit. 
Prior to joining Anobit in 
2007, he was the chief 
scientist at Texas 
Instruments’ Cable 
Broadband 

Communications business unit. Naftali 
received BSc, MSc, and PhD degrees in 
Electrical Engineering from Tel Aviv 
University, and holds more than 20 
patents in the areas of signal processing, 
communications, and memory technology.

Anobit
+972-9-954-9560
addanotherbit@anobit.com
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are trademarks or registered trademarks of Themis Computer. All other trademarks are the property of their respective owners.
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Linux Foundation getting 
much more embedded

Q&A with Jim Zemlin, Executive Director, The Linux Foundation

ECD: Tell us where MeeGo is in the smartphone/tablet 
race, what’s next on the near-term roadmap, and how 
the broader embedded device market can leverage the 
technology.

Zemlin: The mobile platform race is a marathon, not a sprint. 
There will be a variety of winners, and we’re in just the first 
five minutes of the race right now. It’s also not just about smart-
phones and tablets. 

By using the collaborative development model and committing 
to an open platform, the MeeGo Project enables cross-device 
compatibility, application portability, and a user experience that 
opens up broad market opportunities for developers. MeeGo 
is built from the ground up to support devices we haven’t even 
imagined yet. There is a developer somewhere in the world right 
now who we will all know of someday because that person will 
build the next great device.

The broader embedded device market can leverage MeeGo tech-
nology because of the project’s “upstream first” philosophy. When 
MeeGo developers contribute upstream, all of the downstream 
players (embedded device makers, for example) benefit with lower 
support costs and faster time to market. Upstream components 
from a variety of open source projects provide a unified Linux 
base that embedded developers and device makers know will 
“just work.” Examples of where we’re already seeing this include 
MeeGo In-Vehicle Infotainment (IVI) devices and other key com-
ponents that support hundreds of applications ranging from the 
smart grid to consumer electronics and much more.

As for the near-term roadmap, look for incremental updates 
between now and April 2011 when MeeGo 1.2 is expected for 
release. MeeGo 1.2 will be a handset UX release with a complete 
set of applications and support for other device usage models.

ECD: Yocto is your newest project, and it’s targeted 
specifically for embedded. Describe the project, who is 
behind it, and what the plans are.

Zemlin: The Yocto Project provides high-quality open source 
infrastructure and tools to help developers create custom Linux 
distributions for any hardware architecture. The Yocto Project is 
intended to provide a helpful starting point for developers and 
speed time to market for vendors by establishing a shared build 
infrastructure.

Until now, embedded vendors and their partners relied on deep 
customization, requiring developers to wrestle with rapidly 
changing software and difficult build and maintenance cycles. 
The Linux Foundation recognized that an umbrella project could 
bring together a variety of upstream sources and sources from 

ECD in 2D:  
MeeGo offers a rich and dynamic 
user interface for tablets as well as 
other yet-to-be-developed devices. 
Use your smartphone, scan this 
code, watch a video:  
http://bit.ly/f6B9kG.
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local project repositories to ease embedded Linux development. 
The project includes the Poky Build System (Figure 1) as one of 
its components, which is a derivative of and compatible with the 
OpenEmbedded Build System.

Participation and support for the Yocto Project come from the open 
source software community. Version 0.9 was released at launch, 
and we’re inviting developers and contributors to explore and con-
tribute to the Yocto Project at www.yoctoproject.org.  

Jim Zemlin is executive director of 
The Linux Foundation. His career 
spans three of the largest technology 
trends to rise during the past 
decade: mobile computing, software 
as a service, and open source 
software. As executive director at 
The Linux Foundation, he works 
with the world’s largest technology 
companies, including IBM, Intel, 
Google, HP, Nokia, and others to 
help define the future of computing 
on the server, in the cloud, and on a 
variety of new mobile and embedded 
computing devices.

The Linux Foundation
415-723-9709
www.linuxfoundation.org 
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Figure 1 | The Yocto Project includes the Poky Build System, which provides 
mechanisms for building and combining distributed open source projects.
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Trends: Static code analysis

As discussed in our recent E-cast on “Enabling Telehealth Devices” (archived at ecast.

opensystemsmedia.com), the FDA is recommending static code analysis for the medical 

device software development process to detect problems before release. Here’s a look 

at best practices for utilizing static code analysis tools. 

Medical devices are using more software 
code than ever before. However, while 
software provides medical devices with 
significantly more capability and flex-
ibility, it also brings additional complex-
ity, which translates into increased risk 
of failure. About 20 percent of medical 
device recalls today are caused by soft-
ware defects, and the number is rising. 

The Federal Drug Administration (FDA) 
oversees the quality of medical devices 

sold in the United States, and companies 
wishing to release a medical device must 
receive FDA 510(k) clearance. While 
post-market failures are investigated, the 
FDA is putting stronger focus on preven-
tion and recommending that static code 
analysis be used as part of the approach.

The value of sophisticated defect 
detection
Modern static code analysis tools use 
sophisticated techniques to analyze 

source code to detect potential software 
defects. Tools try to analyze all logical 
paths in the code, providing significantly 
more path and code coverage than tra-
ditional forms of testing. Static analysis 
tools do not require any test cases and 
can operate even on fragments of code, 
finding potential program crashes, buf-
fer overruns, memory leaks, data corrup-
tion, and more. Static analysis usually 
operates quickly and can report a range 
of potential bugs in a relatively short 
amount of time (see Figure 1).

For a variety of reasons, static analysis 
tools do produce some erroneous results, 
generally called false positives and false 
negatives. A false positive occurs when 
the static analysis tool believes there is 
an error when there isn’t. A false nega-
tive is when an error should have been 
reported but isn’t.

Most modern static analysis tools must 
perform a delicate trade-off between 
finding as many good results as possi-
ble within an acceptable accuracy level 
and an acceptable running time. Stated 

Leveraging static code analysis  
for medical device software
By Andrew Yang

Figure 1 | Static analysis can detect potential problems  
early in the software development life cycle.

Source 
Code  Static Analysis 

List of  
Potential  
Defects 

Detects: 

• Program crashes  

• Memory overruns 

• Data corruption 

• Unintended behavior 

• No test cases required 

• Does not require  

   executable code 

• Analyze nearly all  

   logical paths in the code 
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another way, noisy tools that find every 
problem in a sea of false positives may 
be of limited value, as are highly accu-
rate tools that find only a small class of 
issues (see Figure 2).

Modern static analysis tools have 
improved analysis techniques to gener-
ate useful results at an adequate level of 
accuracy. Most organizations recognize 
that static analysis tools, while imper-
fect, provide significant value in most 
any software development process.

Making the most of static 
analysis tools
Modern static analysis tools are rela-
tively new to most medical device man-
ufacturers. For many organizations that 
are instituting static analysis in their 
process for the first time, knowledge of 
best practices can help get the most out 
of tools in the shortest amount of time 
and with the least amount of rework. 

Tuning
Static analysis tools are delivered with 
generic settings applying to all types of 
code bases, and while they find good 
bugs right out of the box, results can be 
improved greatly just by tuning the tools 
for the code (see Figure 3). This helps find 
more relevant bugs and reduces the search 
through false positives, which wastes time 
and causes developer fatigue.

Many static analysis tools have their 
own source code parsers that might not 
understand or have access to all of the 
code. Configuring the system to analyze 
all of the code or tuning the system to 
recognize interfaces inaccessible at anal-
ysis time – such as separately verified 
third-party libraries – ensures the results 

are optimum and repeatable. Achieving 
100 percent code coverage is important 
to close holes that can increase risk.

Tuning helps uncover real problems. For 
instance, telling the static analysis tool 
how a memory allocation mechanism 
works or when a program exits so that 
the tool isn’t continuing to track issues 
along a certain path can help uncover 
new problems and prune away false 
ones. This can be a tedious process 
requiring specific expertise, but it pays 
off in the long run.

Tuning is typically an ongoing process 
and should be reviewed periodically to 
ensure that configurations are used con-
sistently and keep pace with the changes 
to the code and the environment. 
Without ongoing tuning, developers will 
likely miss some important bugs and the 
team will waste time scrutinizing false 
positives.

Configuring checkers
Many static analysis tools come with 
hundreds of checks that cover a range 
of issues, from concurrency to secu-
rity to C and C++ pitfalls. Many do not 
necessarily apply for a given applica-
tion. For instance, why turn on a C++ 
specific check when analyzing C code? 
Determining the right set of checkers 
requires some trial and error as well as 
expertise to understand what is going to 
give the best bang for the buck. Some 
areas for consideration are: what catego-
ries of checkers can result in real prob-
lems, which checkers tend to be noisy, 
and which checkers can be configured to 
be useful. Once a good set is finalized, 
lock it down so it is documented and 
runs consistently.

Figure 2 | Static analysis tools do not find every bug (false negative) 
and do report some bugs that aren’t truly bugs (false positive). What 

minimizes both missed bugs and false reports are good analysis 
algorithms and proper analysis tuning.

Increased Accuracy Increased Breadth 

Potentially: 

• Fewer false positives 
• More false negatives 

Potentially: 

• More false positives 
• Fewer false negatives 

Software | Trends: Static code analysis
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In a real-world example illustrating the 
value of checkers, a customer wanted to 
ensure that their static analysis system was 
running consistently and requested to be 
alerted immediately if there was a discrep-
ancy in the system. Developers created a 
test suite that included test cases for each 
checker. Whenever they changed the sys-
tem, they ran the test suite to ensure that 
every checker was indeed operating as 
expected. If the results failed, they knew 
they had a configuration problem that 
needed to be addressed. If the tests passed, 
developers dropped the results into their 
design history file as proof that the sys-
tem was working as they had documented. 
This test suite not only gave the customer 
accountability and assurance, but also 
decreased their maintenance and adminis-
tration costs.

Process
Once full coverage is achieved, the sys-
tem is tuned, and the breadth of analysis 

is defined, developers can begin using 
static analysis much more effectively. 
For medical devices, a typical goal is 
to examine every single issue reported. 
Each issue can be categorized in a num-
ber of different ways:

 f An issue that must be fixed. It will 
have an appropriate priority assigned 
that describes its importance and 
how it must be addressed during 
the software development process.

 f An issue that is correctly flagged, 
but not likely to manifest as a 
real-world bug, usually because 
there is an incorrect environment 
assumption made by the tool. These 
types of categorizations signal a 
potential tuning opportunity.

 f An issue that is incorrectly 
flagged as an error, either a false 
positive or an outright bug in the 
analysis tool. These issues also 
signal a tuning opportunity.

Each of these cases must be carefully 
reviewed. False positives in particular 
should be examined for correctness. 
Liberal documentation is required for 
each issue, and a robust data retention 
policy is necessary for full account-
ability. These triaged defect reports will 
likely be revisited either in an audit pro-
cess or in a retrospective if a major bug 
is found later in the process. It’s com-
mon for organizations to go back to the 
static analysis defect to see how a major 
bug got through the process. It could sig-
nal a broken process or an opportunity to 
tune the analysis to find better bugs.

Usage model
Static analysis is typically run either 
in a developer sandbox build and/or 
through a central build (see Figure 4). 
At a minimum, analyzing and evaluating 
the results makes sense to do just before 
release. However, software development 
organizations shouldn’t wait to the last 

Figure 3 | Nearly every static analysis deployment should begin with a solid tuning project. 
 Tuning pays off with more and better bugs and fewer false positives.

Figure 4 | Static analysis can be deployed in many different ways depending  
on the business requirements, the environment, and the tool being used.
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minute to address a potentially large pile 
of bugs, particularly when those bugs 
could have been addressed earlier as 
part of a disciplined process. Otherwise, 
teams risk missing a deadline and chang-
ing the code at the worst possible time.

Organizations often automate static 
analysis as part of a nightly build or a 
continuous integration build. In this 
way, results can be reviewed frequently 
and addressed as they arise. Others per-
form the bug-finding process earlier by 
enabling developers to analyze the code 
they are working on right in their sand-
box environment. Developers can get 
immediate feedback on the quality of 
their code changes and then fix and ver-
ify defects before check-in. The quicker 
the cycle time, the cleaner the code will 
be in the repository.

Regardless of where it runs, the techni-
cal environment needs to be consistent 
to ensure that the results are the same. 
Central and developer builds need to be 
consistent. A slight change to the anal-
ysis settings can result in many more 
results being reported, and organizations 
don’t need the added burden of having 
to review more problems that might be 
mostly false positives. Creating a highly 
automated system for developers to use 
will help ensure consistency.

Many medical device companies check 
not only the source code into their repos-
itories, but also their actual environ-
ment. In this way, traceability is avail-
able. Static analysis executables and all 
the associated configurations, states, 
and other relevant items should also be 
checked in regularly to ensure consis-
tency and accountability. 

Dealing with backlog
Most organizations begin using static 
analysis after a significant amount 
of code has already been developed. 
Generally, the more code there is, the 
more bugs will get reported. Thus in 
rolling out static analysis, management 
must allocate upfront time to deal with 
the initial backlog of bugs. 

It’s better to try to institute static analysis 
as early as possible in the development 
cycle to minimize the backlog, then cre-
ate a process to deal with the backlog 
separately from the daily flow of incom-
ing bugs due to day-to-day code changes. 
Reviewing defects takes time and should 
be allocated properly among the develop-
ers or farmed out to a separate team to pick 
the defects needing work.

Culture
All development teams are heterogeneous 
in technical skill levels and in how each 
individual within the team defines quality. 
During training and mentoring sessions, 
the most common arguments are:

 f “Yes, this is definitely a bug, but 
the code has been working so 
we don’t want to change it.”

 f “We should not allow code like 
this to be in our product.”

 f “This scenario would never 
happen in real life.”

 f “This will become a bug if we 
port the product to another 
platform in the future.”

 f “If you spent just a few 
more minutes on this, you’ll 
see it’s clearly a bug.”

Static analysis will deliver bugs of all 
stripes, from critical must-fix problems 
to warnings. Some organizations want 
to be opportunistic and only change the 
code for provable bugs. Others proac-
tively clean up code and improve qual-
ity, even going so far as to “fix” warn-
ings. Teams should have consistency in 
how they address static analysis results. 
Review of the results, training/mentor-
ing, and frequent communication are 
keys to success.

When used correctly, static analysis has 
proven itself to be highly effective in 
improving software quality for safety-
critical code. Although not strictly 
required for approval, the FDA recog-
nizes its efficacy. With the proper plan-
ning, expertise, and realistic investment, 
static analysis should yield a significant 
return on investment and help deliver 
safe code to the marketplace.  

Andrew Yang is 
managing director and 
cofounder of Code 
Integrity Solutions. He is 
former VP of products 
and services at a leading 
static analysis provider. 

Andrew has a Computer Engineering 
degree from Brown University and an 
MBA from the MIT Sloan School of 
Management.

Code Integrity Solutions
andy@codeintegritysolutions.com
www.codeintegritysolutions.com 

ECD in 2D:  
To obtain more comprehensive and higher-quality 
data on medical device performance, the FDA has 
launched the Medical Device Epidemiology Network 
(MDEpiNet), a collaboration of academic institutions 
working to advance the methodologies of studying 
medical devices. Use your smartphone, scan this code, 
watch a video: http://bit.ly/ezDEQz.

Teams should have consistency in 
how they address static analysis 

results. Review of the results, 
training/mentoring, and frequent 

communication are keys to success. 
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Managing the media in a device calls 

for a database, but several design issues 

need to be addressed to make both the 

consumer experience and the developer 

experience as good as possible. 

Portable media players offer new ways to deliver and access 
content. Limitations that device manufacturers have been able to 
take for granted, such as amount of content and delivery method, 
are gradually eroding. In addition to metadata about media stored 
on the device, such as artist, album, and song names, players with 
network connectivity can map recommendations from friends. 
With increasing storage capacity and the new possibilities that 
come with ubiquitous connectivity, portable media players are 
set to handle more data than ever before.

As with any consumer device, cost remains a critical factor in por-
table media player design. Software developers must create new 
techniques to manage music, video, and image files that leverage 
the limited hardware available for these products. The amount of 
data that must be managed can easily exceed a device’s working 
memory, posing unique challenges to developers who want to 
access that information for a variety of purposes.

Software developers can turn to relational embedded database 
management technologies for the scalability required by mod-
ern portable media players. A database file stored on inexpensive 
NAND flash memory is a simple solution because the details 
of storage and retrieval are handled by algorithms with proven 
scalability and reliability, adapted to the unique requirements of 
portable devices. Design engineers can 
capitalize on this advantage to reduce 
cost and time to market.

Organizing media files
There are many ways to find a song on a 
portable media player. A user might look 
up the artist and album, then select the 
song from the album’s track list. Or the 
user might search for the song by title 
after browsing through an alphabeti-
cal list. Sometimes the song is chosen 
randomly.

To do this, the media player must have a list of all songs stored on 
the device. This list can be generated when the player is started or 
when the song is transferred to the device if a media-aware pro-
tocol such as Media Transfer Protocol (MTP) is used. This list 
should be stored persistently so that it is not recreated each time 
the device is started, and should allow the data to be browsed in 
several different ways. If songs are added or removed, it should not 
be necessary to rebuild the entire list.

Hardware limitations
Portable media players are designed for a single task: playing 
music and video. These devices typically use dedicated DSP 
hardware to decode media, leaving the general-purpose CPU free 
to operate the user interface and send media to the DSP. Unlike a 
desktop application, where a rogue task can sometimes consume 
all CPU resources, media player software is carefully designed 
to limit the amount of time spent on each task so that media play-
back is never interrupted.

Media files and their metadata are stored on NAND flash mem-
ory or miniature hard drives. While these are inexpensive and 
persistent, both types of storage are divided into blocks that 
affect performance. Metadata is accessed randomly, so data is 
often read into RAM far in advance of when it is needed. For this 
reason, it is necessary to cache frequently accessed blocks so that 
these extra reads are not wasted.

But because available memory is limited, media player software 
must use a predetermined amount of RAM for general processing.  
The total RAM required for a software component, such as a 
lightweight relational database, is based on four measurements: 
static code, static data, stack, and heap. The exact amount of 

Database puts 
“media” in 
media players
By Sasan Montaseri and Ryan Phillips

Design considerations for media player data
 f Critical performance demands: Media players operate 

under strict time constraints to satisfy impatient users.
 f Fail-safe reliability: Portable devices are subject to failure from 

unexpected power loss and other crash scenarios. If such a 
situation occurs during a write operation, data can be lost or 
corrupted. Redundancy is necessary to ensure reliability.

 f Portability: Media players are often connected to desktop computers 
with a completely different processor architecture. Software on the 
desktop cannot access the database directly if its format depends 
on the device’s byte order and memory alignment properties.
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RAM required, or footprint, depends on which parts of the soft-
ware are actively running at any given time.

Embedded relational database
When software developers implement a custom data manage-
ment framework for a portable media player, the data model is 
usually hard-coded in the framework itself. Changes to the data 
model must be made carefully so that worst-case guarantees are 
not violated. The alternative, developing a generalized data man-
agement framework, is difficult to justify for a single product.

While a traditional database management system requires too 
much overhead to be used on a portable media player, the core 
database technology and algorithms are still valuable for portable 
media players. An embedded relational database provides a stan-
dard interface for reliable data management that is suitable for 
media players and other portable devices. The database is invisible 
to the consumer and requires no administration because it is linked 
directly into the application as an in-process software library.

Database technology provides applications with a practical model 
for data storage that is powerful yet easy to use. Information is 
organized into tables with a predefined structure. By hiding the 
exact format used to store information, the database can cache 
information intelligently to optimize performance while provid-
ing a wide range of features – transactions, recovery, search, and 
shared access – that would otherwise be difficult to implement and 
maintain in a single application.

Application code is frequently reused to expand an existing prod-
uct line or to jump-start development of a new product. Using a 
database gives an application a consistent architecture for persis-
tent data storage, making it easy to add new features and migrate 
the application code to a new environment. Using a database is 
a good long-term investment because it lets applications scale 
through the entire life cycle of the application.

Portable media players need consistent, scalable performance 
across all operations, whether reading or writing to the database. 
Indexes are used to efficiently search the database and traverse 
the relationships between tables. B+ tree indexes are optimized 

to minimize disk I/O and offer consistent performance regardless 
of table size, even with limited RAM.

When a sudden power failure or crash occurs while writing to a 
file, data corruption and inconsistency can result. To prevent cor-
ruption, embedded databases first write each change to a sepa-
rate log file before modifying the database file. Using the log, 
incomplete changes can be rolled back to restore the database to 
a known good state.

Rollback helps application developers cope with errors. If the 
software on a media player were to encounter a media file that is 
partially corrupt, it might have already added data about the file to 
several tables in the database. Rollback lets the application group 
changes together into an atomic transaction that either finishes 
completely or not at all. When an error occurs anywhere in the 
transaction, the application can roll back all changes with a single 
API call, regardless of where in the process the error occurred.

Solving media player storage problems
Nearly every consumer now owns a portable media player in some 
form, and the demand for more storage capacity in these and other 
embedded devices continues to drive down the cost of storage 
hardware. But new hardware capabilities present new problems to 
media player software.

ITTIA DB SQL is a pure relational database library suitable for 
portable media players where performance matters (see Figure 1). 
No matter how large the collection of media files grows, media 
will be sorted, searched, and navigated rapidly because the data-
base library maintains indexes on key fields in the metadata. 
Interoperability, communication, and synchronization with other 
consumer electronics are areas of expansion for application devel-
opers. Device applications embedded with ITTIA DB SQL can 
leverage row-level locking to add concurrent access to the meta-
data for other devices. The database library exercises tight con-
trol over memory and code footprint and stores data in a portable 
format so that media player developers can face current hardware 
restrictions while providing for the needs of the future.  

Sasan Montaseri is the founder and president of 
ITTIA. He has more than 20 years of experience 
in the embedded database business arena. He 
holds a BS in Electrical Engineering from the 
University of Kansas with a minor in 
Mathematics. He was a member of PI MU 
Epsilon National Honor Society of Mathematics 

Ryan Phillips is a lead database engineer at 
ITTIA. He has more than 15 years of software 
and database development experience. He holds 
a BS in Computer Science from the University of 
Washington.

ITTIA
425-462-0046  |  www.ittia.com 

Figure 1 | ITTIA DB SQL enables media  
in a portable media player to be sorted, searched, 

and navigated rapidly.
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Distribution goes em
bedded

Q
 & A Off-the-shelf enables 

differentiation
Q&A with Chuck Kostalnick, Senior VP, Avnet Embedded

ECD: Where do you see the new Avnet Embedded 
leading as an embedded solutions provider?

KOSTALNICK: Avnet Embedded is positioned extremely well to 
support customers who have migrated or need to migrate from pro-
prietary board design to industry-standard board-level solutions.  
Combining two embedded divisions of Avnet with the Bell Micro 
acquisition, we have the advantage of entering into this market 
with an unparalleled breadth of suppliers and technical resources 
dedicated to providing customers with the best-fit solutions as 
quickly and cost-effectively as possible.

Our focus going forward is to keep adding new services to take the 
burden off our customer’s hardware design and operations teams 
so they can concentrate on those aspects of their products that truly 
differentiate them in their chosen markets. Our commitment to 
vertical market solutions – medical, point-of-use, digital signage, 
energy, security, networking, and mil/aero – enables customers in 
these segments to take advantage of our suppliers’ state-of-the-art 
embedded solutions and accelerate time to market. We combine 
suppliers like HP, IBM, Oracle, Emerson Network Power, Intel, 
Kontron, Seagate, Western Digital, Hitachi, and more into these 
solutions.

ECD: Vertical solutions are getting more important. What 
other areas are hot going into 2011?

KOSTALNICK: We are seeing exciting new technologies being 
integrated into the boards and systems we support. A number 
of suppliers including Texas Instruments, Freescale, AMD, and 
Intel are introducing new processors driving ARM and x86 archi-
tectures, and those will show up on boards soon.

In addition, we see requirements for higher performance, lower 
power consumption, longer battery life, lower cost, and increased 
flexibility in vertical markets such as defense, aerospace, medical 
and high-end imaging, and test and automation to be met more 
often with solutions based on these base technologies. 

ECD: How are you differentiating your offering for LCDs 
and storage to solve life-cycle and quality issues?

KOSTALNICK: One of the greatest advantages our customers 
have is the benefit of our long-standing and highly cooperative 
relationships with our suppliers. Many suppliers provide us with 
early access to product roadmaps, so we are typically able to give 
solid guidance on where a product is in its life cycle.

In some cases, we can take an inventory position or execute a 
last-time buy to  This 
may allow a customer to skip a product generation and limit their 
need to redesign an existing product. 

The manufacturers we represent have solid-quality track records, 
but sometimes customers require products that meet an even 
higher specification than what the manufacturer offers with their 
standard product. As examples, we can screen LCDs for pixel 
defects and put hard disk drives through a battery of tests to 
ensure they meet the higher standard a customer requires. These 
tests and other services, including hardware integration, software 
configuration, and packaging and logistics, are provided at the 
Avnet Global Solutions Center, pictured in Figure 1.

We also have impressive value-add capabilities in display solu-
tions, including optical enhancements (active and high-bright), 
passive (index matching, effective polarizer, and enhanced light 
guide), and touch screens (resistive, capacitive, infrared, and sur-
face acoustic wave).

From a storage perspective, Solid-State Drives (SSDs) are one 
of the most exciting and fastest-growing segments of the storage 
market. We are the world’s largest distributor for mass storage, 
having sold more than 150 million units since 1988. As market 
experts in the storage arena, we can take our knowledge and create 
advantages for our customers from technology trends to supply 
with competitive pricing.

Chuck Kostalnick is Senior VP of Avnet Embedded, where 
he oversees embedded distribution activity in the Americas. 
He is a seasoned distribution industry executive with more 
than 20 years of experience, most recently joining Avnet with 
the acquisition of Bell Micro, where he served as president of 
North American distribution.

Avnet Embedded
800-332-8638
www.em.avnet.com 

Figure 1 | An Avnet designer at work at the  
Avnet Global Solutions Center in Chandler, Arizona.
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The 4 “-e’s” of eHealth: connectivity, 
conformity, usability, security

By Jennifer Hesse

Dr. Ed Brown
CEO, Ontario Telemedicine Network
www.otn.ca

Editor’s note: As discussed in 
our recent E-cast (archived at 
ecast.opensystemsmedia.com),  
the telehealth industry is 
exploding, with some estimates 
projecting an $8 billion 
connected health care device 
market in 2012. To gain better 
understanding about how 
embedded technologies can 
improve the broader picture of 
eHealth systems, we assembled 
a virtual panel of experts 
working to connect patients 
with quality care. Our panelists 
identify four main areas 
representing both opportunities 
and challenges: connectivity 
with open, high-bandwidth 
wireless networks; conformity to 
product standards, appropriate 
business models, and rigorous 
certification processes; usability 
in enabling patients and 
providers to leverage medical 
data; and security for protecting 
that data.

Panelists:

Steven Normandin
President, AMD Global Telemedicine
www.amdtelemedicine.com

Dr. Joseph C. Kvedar
Director, Center for Connected Health, Partners HealthCare
Associate Professor of Dermatology, Harvard Medical School
www.connected-health.org 

Nick Augustinos
Director, Global Healthcare Operations, Public Sector,   
Cisco Systems, Inc.
www.cisco.com/web/strategy/healthcare

Joel E. Barthelemy
Managing Director, GlobalMedia
www.globalmedia.com
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ECD: What’s the biggest challenge 
right now in enabling connected 
medical devices and eHealth?

Normandin: Security and privacy, 
especially in the hospital and health care 
setting, are certainly the biggest challenges 
AMD currently faces when enabling our 
connected medical devices. Because tele-
medicine applications and encounters 
exchange multimedia patient information, 
the security and privacy of this patient data 
must be ensured by firewalls, encrypted 
data, and other security measures.

Kvedar: The biggest challenge in 
enabling connected medical devices is 
the fragility of the wireless industry as it 
relates to gathering data from sensors and 
sending it to the cloud for analysis. The 
U.S. FDA has not been clear on whether 
it will regulate mobile phones as medical 
devices, and thus firms have been skittish 
about simply linking a sensor to a mobile 
phone and using the phone as a communi-
cator. Furthermore, there are two compet-
ing technological visions emerging. One 
relies on embedded mobile chips in each 
sensor, and the other relies on the home 
hub as a communication point. Finally, 
no vendor has really achieved ease of use 
to the point that will facilitate widespread 
consumer adoption.

Augustinos: The biggest challenge 
in enabling devices on telehealth net-
works is a lack of adherence to standards 
and protocols for device connectivity 

and data transports. That is the reason 
why Cisco along with Intel, Medtronic, 
Partners Healthcare, Samsung, Sharp, 
and 220-plus companies and organiza-
tions have engaged in an open alliance, 
called the Continua Health Alliance, 
to develop architectures based on stan-
dards, as well as a testing and certifica-
tion process to advance interoperability 
for medical devices.

Barthelemy: The availability of open 
networks to connect with enough band-
width to carry high-quality motion images 
along with vital data is a huge challenge. 
We are looking forward to Long-Term 
Evolution (LTE) 4G communications.

Brown: The biggest challenge is not 
the hardware and software, but the 
policy and practices within health care 
systems. There are still challenges in 
finding the right place to use these tech-
nologies in health care, challenges in 
policy and payment for providers who 
wish to participate, and challenges in 
making it easy for providers to fully 
leverage these technologies for their 
patients. Consumers are way ahead of 
their providers and health systems in the 
use of this technology.

ECD: Describe an example of a 
telehealth device that impresses you.

Augustinos: The Cisco HealthPresence 
platform (shown in Figure 1) combines 
high-definition video and audio, along 

Figure 1 | Cisco HealthPresence expands access to quality health 
services by offering high-definition video, audio, and diagnostic devices 

in an immersive, coordinated-care environment.
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with data generated by medical devices 
and transmitted over the network to 
create an environment similar to what 
patients experience when visiting their 
doctor or health specialist in-person. 
HealthPresence provides:

 f An immersive clinical encounter, 
regardless of distance or location, 
allowing patients to experience care 
in the same way as if they were in 
the same location as the caregiver

 f A means to extend primary 
and specialty care expertise 
to citizens, thus optimizing 
clinical capacity and allowing 
communities, states, and countries 
to organize around access to clinical 
expertise anywhere, anytime

Brown: I am impressed by several of 
the “telehomecare” packages out there 
that support patients with serious chronic 
disease. Several companies have made 
these packages very simple for consum-
ers (particularly patients who are quite ill 
or elderly) to use and yet provide compre-
hensive monitoring for their condition.

Kvedar: As health care providers, we 
must find strategies that enable care plan 
adherence. An example of such a system 
is the Vitality smart pill bottle cap and 
hub. These products are well-designed and  
consumer-friendly and make a real impact 
on medication adherence. At the Center for 
Connected Health, results from an adher-
ence study showed a 27 percent higher 
rate of medication adherence in patients 
using Vitality’s GlowCaps smart pill bottle 
(Figure 2) compared to controls. Study 
participants using the Vitality system 
achieved an adherence rate of 98 percent.

Normandin: AMD’s General Exam 
Camera (Figure 3) is a popular product 
in the telemedicine market. It is cur-
rently deployed in more than 5,600 sites 
worldwide and now has the capability to 
be integrated with our AGNES Medical 
Gateway.

AGNES is an alternative way to accom-
plish clinical telemedicine, which typi-
cally relies on medical devices being 
integrated into the videoconferencing 
codec. AGNES allows the General Exam 

Figure 2 | Vitality’s GlowCaps have been shown to help increase 
medication adherence in patients using Internet-connected medication 

packaging and feedback services.

Figure 3 | The AMD-2500 General Exam Camera can be integrated with 
the AGNES Medical Gateway to disseminate patient medical information 

in real time independently from a video conferencing system network.
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Camera and other medical devices to be 
separated from the in-band codec-based 
model, instead creating an ad hoc, on-
demand medical device network of its 
own. Nurses and doctors gather data 
directly from the device via Web brows-
ers on their desktop PCs.

Status and availability of the devices are 
revealed via a Web 2.0 architected Web 
Services model. All communications 
between clinician and the device are peer-
to-peer. For security, quality, and speed 
reasons, no relay servers are involved. 
High-quality imagery and device data 
are delivered at bandwidths ranging from 
64 Kb to 1 Mb.

In the future, I’d love to see designers 
consider how to embed the AGNES func-
tionality directly into medical devices 
like the General Exam Camera.

Barthelemy: One example is the 
home monitoring equipment the Veterans 
Administration provides to our U.S. 
military veterans for monitoring chronic 
conditions like congestive heart failure. 
Because one U.S. World War II veteran 
dies every 90 seconds, pervasive care for 
the greatest generation is a must from the 
latest generation. We will all benefit from 
these types of products.

ECD: What technology advances are 
needed to make future connected 
medical devices better?

Brown: Smartphones are everywhere 
now, and these will become the de facto 

communications platforms for the fore-
seeable future. We need apps and lower-
cost devices that work with them.

Kvedar: Usability and reliable connec-
tivity will be critical in the widespread 
adoption of connected medical devices. 
The ability for patients and providers to 
collect, access, and share data seamlessly, 
regardless of the product brand or wire-
less connection, will increase confidence 
and the application of connected medical 
devices, thereby helping consumers and 
providers better manage personal health 
and wellness.

Barthelemy: I refer to my first com-
ment: We need open, high-bandwidth, 
wireless communications that work in 
rural as well as metropolitan areas.

Normandin: While telemedicine has 
been around for many years, the buzz 
surrounding it has increased recently. 
The telemedicine industry has made more 
progress in the past 20 months than in the 
previous 20 years, partly because there 
is a new generation of doctors who are 
much more exposed to technology.

As technology continues to progress, tele-
medicine devices can continue to improve 
through persistent advances in sustained 
bandwidth capabilities. The vast improve-
ments and advancements that 3G and 4G 
cellular technology are experiencing are 
certainly helping advance the bandwidth 
capabilities available for telemedicine 
consults. Continued advances to make 
mobile access to high-bandwidth services 

ECD in 2D:  
In his keynote at the 2010 Connected Health 
Symposium, Dr. Kvedar emphasizes the importance of 
developing trusting relationships with technology to 
leverage the network of providers across the demand 
for services. Use your smartphone, scan this code, 
watch a video: http://bit.ly/hsrCOA.

The ability for patients and providers to collect, access, 
and share data seamlessly, regardless of the product 
brand or wireless connection, will increase confidence 
and the application of connected medical devices …

MEN Micro, Inc.
24 North Main Street 
Ambler, PA 19002
Tel: 215.542.9575
E-mail: sales@menmicro.com

www.men.de/cpci-serial

The future 
of CompactPCI®

is serial...

MEN Micro leads
the way again: 
Save your system.
Migrate cost effectively.
Keep proven mechanics.

CompactPCI® PlusIO 
PICMG 2.30
■ 100% compatible with 

parallel CompactPCI®

■ PCI Express®, Ethernet, SATA, USB
■ Support of 4 peripheral slots
■ Fast 5 Gb/s connector

CompactPCI® Serial 
PICMG CPCI-S.0 
■ Star architecture
■ Full Ethernet mesh
■ No bridges, no switches
■ Support of 8 peripheral slots
■ Fast 12 Gb/s connector
■ Proposed CPCI-S.0 CompactPCI®

Serial specification currently under 
development

Count on MEN Micro to get you 
to the future of harsh, mobile 
and mission-critical embedded 
technology first!

MEN-F-5783 CPCI ECD2.qxd  6/21/10  2:35 PM  Page 1
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accessible, efficient, and affordable will 
only help make telemedicine’s connected 
devices more accessible in the future.

Augustinos: While many technolo-
gies already exist, we still need invest-
ments in infrastructure and the adoption 
of business and reimbursement models 
that support a distributed health care 
delivery system enabled by technology. 
The first step in achieving a connected 
health care environment is building a 
robust IP infrastructure that supports 
the rapid and secure exchange of infor-
mation within and across facilities and 
applications, thus enabling collabora-
tion across the continuum of care. This 
is where cloud technologies can enable 
not only new capabilities in delivering 
the services, but also new business mod-
els, making it more affordable and, as a 
result, more broadly available. 

The network as a platform is critical to 
support advanced technologies that will 
meet health care’s most pressing chal-
lenges by:  

 f Enabling organizations to empower 
caregivers and administrators 
to better meet patient needs

 f Using collaborative technologies 
to deliver a personalized and 
interactive patient experience

ECD: What one thing should device 
designers understand about eHealth 
to improve their next designs?

Kvedar: Device manufacturers must 
make the consumer interface with 
devices “iPod easy.” Connected medical 
devices need to be simple, intuitive, and 
able to securely capture and transmit per-
sonal health data.

Normandin: Designers should under-
stand the privacy and security issues 
that are unique to the use of embedded 

devices in telehealth by making them-
selves familiar with the HIPAA and FDA 
guidelines associated with telemedicine.   

Our team spends a great deal of time and 
energy opening the correct ports to enable 
our devices and solutions to work with 
an organization’s firewalls. In the future, 
a solution that could recognize our tele-
medicine devices as a trusted and secure 
device and automatically navigate through 
firewall issues would be a huge time-saver.

Augustinos: Simplicity, durability, 
security, and of course cost are the features 
that are important. One should be able to 
use the device almost without having to 
read the manual. Technically, features 
such as standards-based data, video, and 
audio capabilities are critical to any care-
at-a-distance experience. 

Brown: I have three (connected) things:

1.  Consumers want to connect with 
other people (not just data) –  
usually their health providers.

2. Providers need practical and simple 
technology for it to catch on in a 
big way.

3. Everyone needs business models 
that work.

Barthelemy: We are inundated with 
mobile apps that have little or no true user 
input. If they had that, they would be more 
intuitive, more iPod-like. The old “design 
a solution looking for a problem” scenario 
still exists in development. Our goal is 
to design and engineer what is needed. 
We listen to understand the problem and 
attempt to solve it while continuously 
collaborating with the intended users and 
thought leaders in health care. Then, we 
consider all other aspects or touch points 
of our product designs. You can never relax 
on a design because there will always be a 
better one around the corner – if not from 
us, then possibly from a competitor.  

ECD in 2D:  
GlobalMedia and the Carondelet Foundation are 
collaborating to deliver a telemedicine Van of 
Hope to the homeless of Tucson, Arizona. Use your 
smartphone, scan this code, watch a video:  
http://bit.ly/hTcMRj. 

Trust a world-wide expert 
for your embedded critical 

network application

For more information on our products
and custom design services...
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Article: Integrating 
static analysis with a 

compiler and database
Static analysis tools are becom-
ing more integrated into the 
software development process. 
Saving data from the compiler, 
change history, and error in-
formation during the process 
instead of as a post-code 
step can make static analysis  
more productive.

9 Article: Contrasting sprites 
and GPUs and the HMI 

modeling approach
Model-based development provides the flexibil-
ity to create the graphical model once and then 
generate code for multiple graphical platforms.

8 White paper: Exactly when 
do you need an RTOS?

The speed of today’s high-performance pro-
cessors and real-time patches for general-
purpose OSs appear to have reopened the 
question of whether embedded systems still 
need an RTOS. The answer hasn’t changed: 
the guarantees only a true RTOS can offer 

on relatively low-end processors mean that these OSs are here to stay in 
embedded environments.

7 White paper: The value 
and importance of 

code reviews
This exclusive study commissioned by 
Klocwork and conducted by Forrester 
Consulting provides valuable data and 
insights that will help you benchmark 
and improve your peer code review 
practices.

6 White paper: Requirements engineering for 
systems and software product lines

The IBM Corporation and BigLever Software have 
joined forces to provide an innovative, pragmatic 
new Software Product Line (SPL) solution that of-
fers organizations the infrastructure, tools, best 
practices, and methods they need to create an ad-
vanced and efficient means of production for their 
systems and SPLs.

5 Article: Debugging the 
Android platform on  

ARM-based designs
An Android-aware debug and analysis frame-
work can enable a deterministic and successive 
top-down debug approach.

4 Smart grid panel: What’s 
needed and what you should 

know now
Industry leaders discuss the technology break-
throughs needed to advance the smart grid.

3 News: Vinculo dev kit 
connects USB and Arduino

USB silicon and software specialist Future 
Devices Technology International Limited (FTDI)
announces Vinculo, an embedded development 
platform inspired by the popular Arduino 
Duemilanove/Uno.

2 L2MOD: BeagleBoard gets  
1 GHz dogpower

What do you get when you put a 1 GHz ARM 
Cortex-A8 processor into the Linux community?
We’ll find out now with the BeagleBoard-xM,
the latest upgrade in Digi-Key’s popular open 
hardware/software kit.

1 Article: Android and RTOS 
together: The dynamic duo 

for today’s medical devices 
Patient monitoring devices can benefit from 
the user interface capabilities and real-time 
data collection provided by the combination of  
Android and an RTOS.

Smartphone CTF 2K11
Interesting game of capture the flag in smartphones 
and tablets unfolding. Apple has design edge. 300,000 
Android activations a day. RIM wants dual-core CPUs; 
TI OMAP4440 enters stage. NVIDIA Tegra 2, Qualcomm 
Snapdragon MSM8960 also in picture. Microsoft can’t 
talk, and head of Palm says he ran out of runway.

Reader’s Choice:  
Top 10 of 2010

Most Viewed Content at 
embedded-computing.com
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Intel Atom Processor E6xx Series
The Intel® Atom™ processor E6xx series delivers an 
unprecedented level of I/O flexibility, departing from 
proprietary interfaces such as Front-Side Bus (FSB) and Direct 
Media Interface (DMI) and moving to the open PCI Express* 
standard for processor-to-chipset interfaces. The highly 
integrated processor has 3D graphics and video encode/
decode, plus memory and display controllers in one package 
to help reduce bill of materials and save board real estate.

Processors in this series can be paired with the Intel® Platform 
Controller Hub EG20T for many market segments such as 
industrial automation, retail, gaming, and digital signage, or 
I/O hubs from a variety of third-party vendors (including OKI 
Semiconductor Co. Ltd., Realtek Semiconductor Corp., and 
STMicroelectronics) to meet the specific I/O requirements of 
many embedded applications such as in-vehicle infotainment 
systems, media phones, and connected services gateways. 
For applications requiring a minimum of I/O interfaces, 
developers can also use discrete PCIe* devices such as PCIe-
GbE controllers or PCIe-SATA controllers instead of an I/O hub.

The Intel® Atom™ processor E6xx series is available with 
industrial and commercial temperature ranges. Both the Intel®

processors and platform controller hub provide embedded 
life-cycle support and are supported by a range of software 
ingredients. See Table 1 for specific product information.

Δ Intel processor numbers are not a measure of performance. 
Processor numbers differentiate features 
within each processor family, not across 
different processor families. Go to:  
www.intel.com/products/processor_number.

1TDP values for Intel® Atom™ Processor 
E6xx series are pre-silicon estimates.

2Requires an Intel® HT Technology enabled 
system. Check with your PC manufacturer. 
Performance will vary depending on the 
specific hardware and software used. Not 
available on Intel® Core™ i5-750. For more 
information, visit www.intel.com/info/
hyperthreading.

3Intel® Virtualization Technology requires 
a computer system with an enabled 
Intel® processor, BIOS, and Virtual 
Machine Monitor (VMM). Functionality, 
performance, or other benefits will vary 
depending on hardware and software 
configurations. Software applications 
may not be compatible with all operating 
systems. Consult your PC manufacturer. For 
more information, visit www.intel.com/go/
virtualization.

Atom, the next generation
This one is an easy choice for me: Intel has rolled out their 
second-generation Atom processor platform. While I’ve said 
that “Tunnel Creek” is a very interesting development, it’s still a 
ways off and targeted for larger devices – tablets, medical and 
home systems, and more with space for a low-power chipset. 
The long-awaited “Moorestown” platform is here now, and will 
soon be mainstream for low-power Intel Architecture designs.

“Moorestown” describes a platform with three parts: the 
CPU, “Lincroft,” now named the Atom processor Z6xx with 
processor core, 3D graphics and video units, and memory 
and display controllers; “Langwell,” now the PCH MP20, a 
hub with NAND flash controller, audio, camera, USB, security, 
wireless and more; and “Briertown,” the mixed-signal IC that 
includes power management. 

Intel  |  www.intel.com
Model: Intel Atom Processor Z6xx 

www.embedded-computing.com/p45169
Published in: Embedded Computing Design May 2010

Table 1 | Intel® Atom™ Processor E6xx series for embedded computing

Processor Number Δ Product Number 
Power 
(TDP)1

Cache, 
Core GHz 

Intel Product 
Technologies 

Intel® Atom™ processor 
E620 

CT80618005844AA 2.7 W 
512 KB, 
0.6 GHz 

Intel® Hyper-Threading 
Technology2 and Intel® 

Virtualization Technology3

Intel® Atom™ processor 
E620T 

CT80618005844AB 2.7 W 
512 KB, 
0.6 GHz 

Intel® Hyper-Threading 
Technology2 and Intel® 

Virtualization Technology3 

Intel® Atom™ processor 
E640 

CT80618005841AA 3.3 W 
512 KB, 
1 GHz 

Intel® Hyper-Threading 
Technology2 and Intel® 

Virtualization Technology3 

Intel® Atom™ processor 
E640T 

CT80618005841AB 3.3 W 
512 KB, 
1 GHz 

Intel® Hyper-Threading 
Technology2 and Intel® 

Virtualization Technology3 

Intel® Atom™ processor 
E660 

CT80618003201AA 3.3 W 
512 KB,
1.3 GHz 

Intel® Hyper-Threading 
Technology2 and Intel® 

Virtualization Technology3 

Intel® Atom™ processor 
E660T 

CT80618003201AB 3.3 W 
512 KB,
1.3 GHz 

Intel® Hyper-Threading 
Technology2 and Intel® 

Virtualization Technology3 

Intel® Atom™ processor 
E680 

CT80618007035AA 3.9 W 
512 KB,
1.6 GHz 

Intel® Hyper-Threading 
Technology2 and Intel® 

Virtualization Technology3 

Intel® Atom™ processor 
E680T 

CT80618007035AB 3.9 W 
512 KB, 
1.6 GHz 

Intel® Hyper-Threading 
Technology2 and Intel® 

Virtualization Technology3 
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An open interface,
that also opens doors.
Intel® Atom™ processor E6xx series with integrated 
graphics, video encode/decode engine, memory controller 
and PCI Express* interface—all in a space-saving SoC. 
Learn more at edc.intel.com/platforms

*Other names and brands may be claimed as the property of others.

© 2010 Intel Corporation. Intel, the Intel logo, Intel Sponsors of Tomorrow™ and Intel Sponsors of Tomorrow logos are trademarks of Intel Corporation in the U.S. and/or other countries.
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The Kontron microETXexpress Starterkit VxWorks
The Kontron microETXexpress® Starterkit VxWorks includes all the 
necessary components preconfigured and ready to use out of the 
box. Users can select a Kontron COM Express™ microETXexpress® 
Computer-On-Module, such as the microETXexpress-SP. The starter 
kit comes with 1GB of DDR SODIMM system memory, a heat sink for 
low-profile cooling, the Kontron ETXexpress miniBaseboard, a 12V pico 
power supply, plus all necessary cables and accessories. Also included 
are an 8GB Wind River LiveUSB environment stick with Fedora Linux 
complete with Wind River Workbench 3.2, the Wind River Tilcon 
Interface Development Tool 5.7, and VxWorks 6.8. A 2GB USB stick with 
a preinstalled bootable VxWorks 6.8 demo image with Wind River Tilcon 
Graphic demo applications also is included.

Kontron and Wind River plan continued collaboration for future design 
tools that provide real-time development assistance to expand the 
range of embedded platforms that can benefit from using VxWorks.

Kit gets the ball rolling on COM designs
While COMs can be used in a wide variety of applications, that flexibility doesn’t do much good without software to develop those applications. 
After releasing a starter kit for nanoETXexpress earlier this year, Kontron has introduced another tool, the Kontron microETXexpress Starterkit 
VxWorks, to help developers jump-start COM designs and reduce time to market.

Validated for use under Wind River VxWorks 6.8, the kit comes with preconfigured components including a microETXexpress module with a 
1.6 GHz Intel Atom Z530 or N270 processor, 1 GB DDR SODIMM memory, heat sink, Kontron ETXexpress-miniBaseboard, 12 V pico power 
supply, and other accessories. Additional features include a 2 GB USB stick with a preinstalled bootable VxWorks 6.8 demo image plus 
Wind River Tilcon Graphic demo applications and an 8 GB Wind River LiveUSB environment stick with Wind River Workbench 3.2 (30-day 
evaluation) and the Wind River Tilcon Interface Development Tool 5.7.

Kontron  |  www.kontron.com
Model: Kontron microETXexpress Starterkit
www.embedded-computing.com/p46217

Published in: PC/104 and Small Form Factors Fall 2010

Setting the pace for in-vehicle infotainment systems
When buying a new car, consumers expect their in-vehicle device to 
deliver user experiences similar to the latest consumer electronics 
products. But delivering on that expectation means keeping pace with 
the extraordinary rate of innovation taking place in the industry and 
the issues that come along with that: ubiquitous wireless connectivity, 
content enablement, multiple standards and suppliers, piecemeal tools 
and technologies, compatibility, new regulations, intellectual property, 
licensing, and more.

Wind River puts it all together for the automotive industry by combining 
its pre-integrated GENIVI-compliant Wind River Platform for Infotainment 
with software and systems integration services; life-cycle support; tool 
suites for testing, validation, and verification; and a dynamic world-class 
partner ecosystem. This approach combines open-source and third-
party components with Wind River-unique and semiconductor-unique 
software to reduce development cycles and allow auto equipment 
makers to focus on innovation and differentiation.

Testing beyond Android compliance
Lots of people are excited about Android, and with good reason. It’s 
finding homes in smartphones and all kinds of other devices, from set-top boxes to industrial control to defense applications. One critical item 
that folks should pay attention to is testing – not only being sure everything works, but also being sure nothing breaks. 

Wind River recently introduced Framework for Automated Software Testing for Android. It handles three types of testing: compatibility in the 
form of Google’s Android Compatibility Test Suite; functional, with “thousands” of tests for popular Systems-on-Chips (SoCs) and chipsets; and 
stress, helping find things like memory leaks. This should be an immense help to Android developers.

Wind River  |  www.windriver.com
Model: Framework for Automated Software Testing for Android 

www.embedded-computing.com/p45627 
Published in: Embedded Computing Design August 2010
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Call: 1-888-294-4558
Email: info@us.kontron.com

Visit: kontron.com/NextGen 

Call, Email or Visit today.
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® ™

» Where can I fi nd the next generation 
 Intel® Atom™E6xx based scalable platforms? «

CRITICAL QUESTIONS ... ANSWERED

 If it’s embedded, it’s Kontron.

Kontron brings the next generation Atom™ E6xx processor to market on
high performing, embedded platforms for use in extended temperature 
ranges of -40°C to +85°C.

» The next generation Atom™ is a cost effective building block for future designs
» Open standard interfaces deliver unprecedented levels of I/O flexibility
» Extended graphics capabilities and low power enhance technologies like streaming video, 
 video displays and audio
» Increased software services including consultation, design, porting and validation

HMITR
EN 50155 Compliant HMI

nanoETXexpress-TT
Computer -On-Module

» Fanless and rugged design

» Upgradable and scalable

» Ready for use in harsh environments

» Optimized integrated resources

» Simplified expansion options

INTEL® ATOM™ E6XX BASED SCALABLE PLATFORMS


