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Left to My Own Devices

For mobile devices, sub 1 W processors are the choice. For digital 

home devices, there are choices at 3 W and up. For tablets, some-

thing in between might be emerging.

Try to remember the last September when there were this many 

important introductions and sneak peeks of processors coming 

soon for smart devices.

ARM, already found in most smartphones, is pushing its prod-

uct line even harder with a preview of the ARM Cortex-A15 

(“Eagle”). We have a bit more on this four-core, 2.5 GHz design 

in our expanded look on page 8. This adds a very formidable part 

at the top end of the ARM family upon arrival – it’s available 

for licensing now, targeting parts in 32 nm and 28 nm in about 

18 months. 

What’s interesting is that the lower-end, lower power consump-

tion versions of the Cortex-A15 work for smartphones. They’ll 

probably clock around 1 GHz, and though it’s early to say how 

much power that will actually take, it’ll likely be right around  

1 W. When the Cortex-A15 clock speed is cranked up to around 

2.5 GHz, its performance looks to fill that tablet space and become 

very competitive with mid-range processors for increasingly com-

plex digital home platforms. 

MIPS, claiming over half of today’s digital home market (TVs, set-

top boxes, Blu-ray players, and similar devices), continues expand-

ing its line with the announcement of the MIPS32 1074K (Figure 1).  

This part features one to four cores running at 1.2 GHz in 40 nm 

currently, with active power around 900 mW. The 1074K targets 

fewer threads with one dominant workload, while the 1004K fam-

ily targets many threads and distributed workloads. 
[Figure 1 | The new MIPS32 1074K features one to four cores running at 1.2 GHz in 40 nm.]

The consistent theme in the MIPS approach is compact, fully 

synthesizable cores with low power consumption. With a concise 

core lineup, this focus on process and footprint serves the sub 1 W  

space well and cost-effectively, and MIPS is not pushing much 

higher than that, from what we can see. Efficient digital home and 

tablet devices are the targets.

Intel is sticking to the finished embedded part approach instead 

of licensable System-on-Chip (SoC) cores. The company made a 

big splash at Intel Developer Forum San Francisco with the Intel 

Atom E600 processor (“Tunnel Creek”), a preview of the CE4200 

(“Groveland”) for larger digital home platforms, and a first look at 

what could be a very unique integrated part with an E600 and an 

Altera FPGA in a single package (“Stellarton”).

Going everywhere in smart devices with this lineup is tough, how-

ever. The smallest version of the E600 checks in with 2.7 W Thermal  

Design Power (TDP) at 600 MHz, and it still needs I/O added. 

The CE 3100 multimedia processor, predecessor to the CE4200, is 

9.82 W at 800 MHz, and it’s not likely the CE4200 will approach 

that 3 W barrier. While digital home platforms can support this 

power range, tablets are still going to look for lower power points.

Power Architecture is found en masse in gaming devices and some 

digital home platforms, but there wasn’t a new core announcement 

as of press time. With a broad range of cores, Power Architecture 

targets the higher end, competing with Intel’s high-performance 

multicore CPUs.

Increasingly, smart mobile devices are going to look for multicore 

parts close to the 1 W point, tablets will seek parts in the 2 W range, 

and digital home devices will take parts 3 W and up. This puts 

ARM in position to span the whole range, while MIPS works the 

lower end and Intel continues to press top down. There’s room 

for all three approaches. Let me know what you see emerging for 

smart device processors.

What’s in your 
smart device?

Figure 1 | The new MIPS32 1074K features one to 

four cores running at 1.2 GHz in 40 nm.

ECD in 2D: 

Check out a quick preview of the 
Intel Atom E600 processor. Use 
your smartphone, scan this code, 
watch a video:  
http://bit.ly/deuUv4.

TM

@dondingee, @embedded_mag

  ddingee@opensystemsmedia.com
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ARM has launched the long-awaited “Eagle” design as the ARM Cortex-A15 MPCore. It features 
up to four cores and is expected to run as fast as 2.5 GHz when Systems-on-Chip (SoCs) are 
introduced in about 18 months. We’re expecting to see multiple versions of the device, including 
smaller, slower, lower power consumption variants, which will target smartphones, and some with 
all four cores running faster, which will target digital home platforms and encroach on what has 
previously been Intel and AMD space. In between will be higher-performance yet still power-
efficient tablet designs with the part.

The core  

to end all cores (until next time)
By Don Dingee

ECD in 2D: 

ARM’s new Cortex-A15 MPCore combines 2.5 GHz processing with low power consumption 
to enable products in a variety of markets. Use your smartphone, scan this code, watch a 
video: http://bit.ly/cF4mRj.

ARM  |  www.arm.com/products/processors/cortex-a/cortex-a15.php
www.embedded-computing.com/p46270

The Cortex-A15 supports an extended address space with large physical 
address extensions, NEON Advanced SIMD for multimedia, and hardware 
virtualization. These and other system enhancements bring the four cores 
together in a much higher-performance category than previous ARM cores. 

ARM teams are spending a lot of time 
with the electronic design automation, 
operating system, and tools communities 
making sure the core IP smoothly 
integrates with the rest of the SoC so 
that software developers can get running 
quickly. A full Cortex-A15 simulator is 
available today, and virtualization tools 
and operating systems are already 
running. See page 9 for more info on 
some of the first announcements of 
support for the simulator.

Texas Instruments (TI), Samsung, and 
ST-Ericsson are already licensing the 
Cortex-A15. TI’s Brian Carlson, who will 
be discussing more on the company’s 
plans at the ARM Techcon in November,  
has pointed at SmartReflex 3 power man-
agement technology as key to their imple-
mentation. Samsung has very creative 
things in mind for the Galaxy Tab’s future 
with this. It’ll be exciting to see everything 
that emerges around the Cortex-A15.
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Clearer portable ultrasound with 

mixed-signal
While much of the processing for ultrasound systems is done in 
DSP or FPGA, image quality and processing is heavily determined 
by how good the mixed-signal implementation out front is. New 
technology from National Semiconductor is enabling portable 
ultrasound systems to attain the image quality of larger systems.

National has packed a complete eight-channel transmit/receive 
system into a new chipset with four ICs including an Analog 
Front End (AFE), transmit/receive switch, transmit pulser, and 

transmit beamformer. National claims this AFE has the highest-resolution digital variable gain amp available, with better 
channel-to-channel matching and higher spectral performance than analog-only solutions. An evaluation kit for the transmit/
receive system includes WaveVision 5 software.

National Semiconductor  |  www.national.com/ultrasound

www.embedded-computing.com/p46222

Tool kit connects Wi-Fi to more
No doubt Wi-Fi is a primary network in homes and businesses worldwide, and 
it’s a huge plus to have a device communicating over Wi-Fi due to its ubiquity 
and relatively easy setup. However, Wi-Fi implementations to date have been 
on devices like a PC or smartphone or on a dedicated local endpoint like a 
printer. Opening up the world takes some thought.

Arrayent is out to do just that by making microcontroller-based devices able to 
not only talk over Wi-Fi locally, but also fully access the Internet anywhere in 
the world. The company’s Internet-Connect Service hits three points: product 

install with Network Address Translation (NAT) tunneling, cloud servers that offload tasks and hardware bill of materials cost, 
and cloud-based apps that help reduce field upgrades on devices. The tool kit runs on a Microchip Explorer 16 development kit 
for evaluation.

Arrayent  |  www.arrayent.com

www.embedded-computing.com/p46223

Simulate Cortex-A15 now, ready to run later
I’m big on the ARM Cortex-A15 MPCore processor, as you can probably tell. But I’m sure 
a lot of you are wondering how it can help designers today, considering that it’s not 
going to be here for awhile. The challenge in the embedded industry is to pick the right 
technology and tools to be ready when the time comes, which sometimes is a year or 
two away.

Long story short, the Cortex-A15 is fully simulated now, and both Open Kernel Labs 
(OKL) and VirtualLogix (recently acquired by Red Bend Software) were among the first to 
announce immediate support for the simulator. OKL’s OKL4 Microvisor and Red Bend’s VLX 
mobile virtualization software are supporting Cortex-A15 processor capabilities, including 
hardware-assisted virtualization, 40-bit addressing, and the latest ARMv7-A instruction set.

Open Kernel Labs  |  www.ok-labs.com

www.embedded-computing.com/p42732 

Red Bend Software  |  www.redbend.com

www.embedded-computing.com/p46224
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With 40G and higher speeds looming, along with more complex traffic and higher 

expectations for smooth delivery, the network processor has come to the aid of the x86 

processor to handle processing requirements. The reasons behind this teamwork are 

explained within.

The x86 architecture is widely used today 

in many embedded applications. Engineers 

and product managers recognize that 

these devices provide their products with 

market-leading computing performance, 

frequent innovation with backward 

compatibility, low-risk continuity of 

supply, efficient power consumption, 

supporting development tools and 

software, and an array of price options. 

The fastest-growing area taking advantage 

of these benefits is embedded networking 

and communications design. In this area, 

the x86 processor is ideally suited for 

10/100 Mbps and 1 Gbps applications. 

However, a new architecture is required 

to enhance x86 for high-performance 

applications, as networks scale to 10G, 

40G, and 100G. 

Requirements stress x86 abilities

New designs have several critical 

requirements that stress the capabilities 

of the x86 architecture:

 f Higher performance: The one 

requirement that never changes is 

the need for more performance. The 

appetite for network bandwidth is 

insatiable with more users and more 

devices online, more bandwidth-

hungry applications such as video, 

and new networks for mobile and 

cloud computing applications.  

With no end in sight, networks 

have moved beyond 10/100/1000 

Ethernet to Nx1G and 10G, with 

40G and 100G on the horizon. 

The performance requirement 

is not only limited to increasing 

raw bandwidth, but also must 

provide very low latency to handle 

real-time applications. Finally, 

sophisticated traffic management 

is being introduced to provide 

queuing, scheduling, shaping, 

and policing of traffic among 

thousands of types of applications.

 f Security processing: Network 

security was once a rarity, and 

designs accounted for it with 

specialized security processors 

on an out-of-band or look-aside 

exception path. In modern designs, 

line-rate security processing and 

acceleration for computationally 

intense bulk cryptography functions 

are expected to be provided in-

line on potentially every packet.

 f Deep packet inspection: Deep 

packet inspection and L4-L7 packet 

processing were also historically 

treated as exceptions, being handled 

by separate external processors 

and regular expression engines. 

Many use cases in modern designs 

require the ability to make security 

and network processing decisions 

on information contained within 

the packets, far beyond primitive 

L2-L3 header information.

 f Programmability: The list of 

applications and threats that can 

be found on networks is increasing 

daily. Product designs for network 

infrastructure and security devices 

must be highly programmable to 

adapt to new requirements without 

great cost or time constraints.

 f Power efficiency: To meet new green 

computing requirements, increasing 

bandwidth and computation per 

packet cannot drive a linear or 

exponential increase in power. New 

designs must reverse the growth 

rates in power consumption, driving 

new levels of instructions per watt.

 f Stateful processing: Virtually all 

of the requirements around deep 

packet inspection, load balancing, 

and security processing require a 

stateful, flow-based view of the 

entire communication session. 

Simple packet processing is no 

longer good enough, with the current 

OpenFlow specification defining 

a 10-tuple matching criteria.

The combination of these new require-

ments yields the need for much more 

bandwidth with significantly more pro-

cessing per packet. Any one of these items 

can be a challenge for a general-purpose 

processor, and the combination of these 

Network and x86 processors 
team up in embedded networking 
applications
By Daniel Proch
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new requirements puts significant stress 

on x86 in embedded communications 

designs that move beyond a few gigabits 

of performance.

The x86 hard cache wall

The x86 processor is ideally suited 

for the general-purpose computing 

requirements of many networking and 

security applications. Unfortunately, 

it also becomes a bottleneck in high-

performance designs. The x86, as well 

as other cache-based architectures such 

as MIPS, cannot handle the simultaneous 

actions of high packet rate I/O, security 

processing, and deep packet inspection.

At 10G, 40G, and 100G, this combination 

of actions defines a very high touch rate 

and instructions for each packet over 

an increasing number of stateful series 

of packets that define a flow. In these 

scenarios, the gap between memory 

transaction rate and network throughput 

is pronounced. Standard methods to hide 

memory latencies such as multilayer 

caches become ineffective. 

If one conservatively assumes that only 

500 bytes (0.5 KB) of memory is required 

to maintain state information on a flow, 

that means 0.5 GB is needed to preserve 

the usefulness of the cache. This is several 

orders of magnitude more than the 12 MB 

of cache offered in the current top-of-the-

line x86 CPUs.

Recently published test results shown in 

Figure 1 clearly illustrate the limitations 

of today’s leading x86-based CPUs.
[Figure 1 | Recent test results from http://shader.kaist.edu/packetshader/ show the negative results on x86 performance as the number of flow increases.]

The results indicate that as the number 

of stateful flows increases, the general-

purpose CPU’s performance decreases 

substantially.

A new architecture

Recent advances in flow processing 

technologies allow designers to take 

advantage of the many benefits provided 

by x86 and scale them for use in 10G, 40G, 

and 100G designs. A new architecture 

shown in Figure 2 (page 12) offers 

multiple workload-specific processors 

that maximize the performance of each 

critical design task. It features specialized 

networking-optimized coprocessors that 

augment x86 by removing the inefficient 

and burdensome workloads for which 

it is ill-suited. The design maintains the 

benefits and familiarity of x86 for all 

application and control plane processing. 

At the same time, it provides a powerful 

array of specialized multicore RISC 

processors optimized for network and 

security workloads.
[Figure 2 | A typical heterogeneous multicore design focuses the x86 processor on application and control plane processing, leaving the burdensome networking and security workloads to a dedicated coprocessor.]

These flow processors handle lower-layer 

packet processing and accelerate higher-

layer flow and application-level process-

ing. This accelerated architecture utilizes 

the network-optimized cores for switch-

ing and routing, packet classification, 

Figure 1 | Test results from http://shader.kaist.edu/packetshader/ show 

the negative results on x86 performance as the number of flows increases.
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Silicon | Multicore on a mission

filtering, stateful flow analysis, deep 

packet inspection, and dynamic flow-

based load balancing. Additional network 

processing functions such as TCP termi-

nation and SSL offload can also be per-

formed, further offloading the general-

purpose CPUs. Traffic can be cleanly 

structured for transmission from the 

flow processors to the general-purpose 

cores for application processing, thereby 

increasing host performance. Finally, all 

communications between the data plane 

flow processors and the application and 

control plane processors can be orches-

trated over a virtualized, high-speed 

PCI Express interface that takes further 

advantage of virtualization options with 

multicore x86 processors.

Applications for heterogeneous 

multicore designs

Many network and security products are 

ideally suited for this heterogeneous mul-

ticore design, which provides best-in-class 

x86 processing and new stateful flow pro-

cessing. The notion of flows and active 

state can be found in firewalls, session 

border controllers, intrusion prevention 

systems, load balancers, and many other 

networking and security devices.  
[ECD in 2D: A heterogeneous multicore architecture can accelerate network and security applications to hundreds of gigabits per second. Use your smartphone, scan this code, watch a video: http://bit.ly/bU06Aa.]

Daniel Proch is director 

of product management at 

Netronome Systems, 

where he is responsible 

for the company’s line of 

network flow engine 

acceleration cards and flow management 

software. He has 14 years of experience 

in networking and telecommunications 

spanning product management, CTO’s 

office, strategic planning, engineering, 

and technical support.

Netronome Systems 

724-778-3290 

daniel.proch@netronome.com  

www.netronome.com  

Figure 2 | A typical heterogeneous multicore design focuses  

the x86 processor on application and control plane processing,  

leaving the burdensome networking and security workloads  

to a dedicated coprocessor.

ECD in 2D: 

A heterogeneous multicore architecture can accelerate 
network and security applications to hundreds of 
gigabits per second. Use your smartphone, scan this 
code, watch a video: http://bit.ly/a1lZuC.
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time of board-level changes. With 

SmartFusion you can essentially 

create a microcontroller customized 

to the application rather than 

compromising with a processor 

that might fall short of your vision. 

So go ahead and design fearlessly.
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The rise in the importance of the Graphical 

User Interface (GUI, or more generally UI) is 

no longer confined to the consumer market.  

UI design is quickly becoming a key dif-

ferentiator among products across the entire 

embedded space. Applications where the 

UI was only required to be functional rather 

than eye-catching are evolving to embrace 

this trend. Industrial and medical devices 

are already pulling UI concepts from the 

consumer and mobile markets for their 

next-generation devices.

With this change in importance comes a 

shift in how UIs are developed. UI devel-

opment is no longer a process controlled 

only by embedded engineers; it includes 

many stakeholders new to the embedded 

life cycle. Collaborative effort now includes 

UI designers and user experience (referred 

to as UX) designers along with embedded 

engineers.

New roles on a team

Each of these stakeholders not only brings their own expertise, 

but also very different development environments and processes 

that generally don’t align with the embedded development world. 

Here’s a quick review of each stakeholder’s responsibilities and 

development environments:

 f Embedded engineer: Responsible for application 

logic from middleware down to the embedded 

system’s hardware. The embedded engineer develops 

with C/C++ code and uses a source code repository 

for collaboration and project history retention. 

 f UX designer: Responsible for defining product screens, 

UI flow, high-level application logic, and data presented 

to users. The UX designer uses sketches, wire frames, 

flowcharts, and UI prototypes in Adobe Flash, HTML, 

Balsamiq Mockups, and similar applications.

 f UI designer: Defines graphical content along with 

screen transitions and animations. The UI designer 

usually works with tools such as Adobe Photoshop 

and Illustrator and other image editors.

Both the UI and UX designers have no standard method of col-

laboration outside of agreed-upon processes and task serialization. 

The UI and UX roles are occasionally combined to reduce the col-

laboration challenge, but this doesn’t address the lack of tools to 

manage the design artifacts generated during development.

With all these different skill sets and work environments, col-

laboration becomes a daunting task and a potential productiv-

ity killer. When engineers and graphic designers must work 

together, the difference of concerns and development styles can 

introduce significant churn. Many companies attempt to avoid 

this conflict by using a single resource – an embedded engineer –  

to manage the UI. This solution works in very simple cases but 

Collaboration in user interface 
development: New roles and 
better visualization
By Jason Clarke

Variations in tools and flow make advanced user interface development 
different from traditional embedded code development. Integrating new roles 
for graphics and user experience designers adds to the need for new, more 
visual tools to aid in the process.
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doesn’t scale with larger projects and prevents more resources 

from being applied to UI development if timelines aren’t met.

When a project is serialized through a single resource, UI and 

UX designers are often sidelined during the implementation 

stage. The designers contribute initial graphic content, images, 

and wire frames to the project and then are left out of the devel-

opment process as software developers implement their designs. 

This often results in a mismatch between the desired user experi-

ence and what is delivered in the final product. 

Concerns and tools differ

During the development and release of a UI interface, UI/UX 

designers have concerns that may be more important than the 

embedded developer’s concerns, which tend to focus on proces-

sor usage, memory footprint, code architecture, maintainability,  

and reuse. UI/UX designers focus more on usability, interface 

consistency, graphics quality, and overall user experience.  

These concerns are not always completely at odds with each 

other; however, not having a balanced approach can easily kill 

a product’s market appeal.

To balance these concerns, it is important to enable involvement 

of all stakeholders throughout the development process. This is 

easier said than done, not only due to the different skill sets and 

concerns, but also because the development environments pro-

vide little crossover and no natural integration. Several issues can 

quickly come to the surface:

 f Using a widget library or C/C++ development GUI 

framework prevents anyone except experienced 

embedded engineers from collaborating.

 f UI and UX designers along with product marketing 

staff require the assistance of an embedded engineer 

to perform even trivial changes to the UI.

 f Using higher-level tools familiar to designers 

prevents integration with a code repository and 

fails to provide useful information on detailed 

changes or collaboration and merge abilities.

 f In embedded projects all the development collaboration is 

done via a code repository designed to work with text files, 

providing minimal return for binary and proprietary formats.

 f Using a code repository with C or XML files doesn’t 

demonstrate the context and ramifications of a small change 

to a UI when viewing the compare at the text level.

Many informal tools such as e-mail, instant messaging, and wikis 

are used to attempt to solve these issues. While these tools offer 

certain advantages, in the end they only assist in sharing informa-

tion about the project, not the artifacts and deliverables associated 

with the project. These tools don’t enable sharing and collabora-

tion at the UI design and development level, excluding important 

elements such as screen designs, screen transitions, script and code 

management, and test suites.

At the other end of the scale, source code repositories offer a 

formal and structured means to capture the base code represented 
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by the project. While source code repositories are necessary for 

any large project to succeed and have proven to be successful 

for software engineering teams to collaborate, they are not 

sufficient to enable non-software development team members to 

collaborate. As an obvious example, a graphic designer gets very 

little value from a source code repository.

Visual collaboration surfaces

UI development is much different from standard embedded system 

development because monitoring the UI over time requires a visual 

approach rather than a source code difference view to fully com-

prehend changes in context. Source code changes or XML declar-

ative languages viewed in an editor do little to help the developer 

fully understand the true ramification of the changes (see Figure 1).  

This problem is amplified when the resource examining the differ-

ences is not an embedded engineer who is intimately knowledge-

able on the source base. Furthermore, many UI tool suites involve 

code generation or proprietary binary com-

ponents for key pieces, making it extremely 

difficult to manage.
[Figure 1 | Source code changes or XML declarative languages when viewed in an editor provide little ability for the end user to fully understand the true ramification of the changes.]

To solve this issue, the ideal approach is 

to use a tool or set of tools that not only 

exposes the changes of UI-specific elements 

in a visual manner, but also integrates with 

the main collaboration hub of the embed-

ded development life cycle, the source code 

repository (see Figure 2). Utilizing tools that 

can expose each change of the UI at a level 

that is easily understandable to any stake-

holder enables all stakeholders to work in 

parallel. Allowing stakeholders to fully col-

laborate provides many benefits, including 

early discovery of issues in UI behavior, 

shortened product development times, and 

a better user experience in the final product.
[Figure 2 | The ideal approach to UI development is to use a tool or set of tools that exposes the changes of the UI-specific elements in a visual manner.]

Crank Software’s Storyboard Suite supports visual UI 

development by creating an environment that can be leveraged 

by all stakeholders. The tool utilizes the Eclipse framework as 

the base for Crank Software’s Storyboard Designer, wherein 

embedded engineers can leverage the Eclipse C/C++ plug-

ins. Storyboard also helps resolve the dilemma of context with 

respect to monitoring the evolution of the UI within the product. 

A visual difference-compare editor for the UI and support for 

text differences (for scripting and programming languages) 

allow all project participants to look at the history of a product 

in a context that is relevant to them. With a tool like this, UI/UX 

developers can quickly and collaboratively develop the UI by 

directly importing from their familiar tools.  
[ECD in 2D: Using a tool like Storyboard Designer enables UIs to be imported from Adobe Photoshop. Use your smartphone, scan this code, watch a video: http://bit.ly/awzCMr.]

Jason Clarke is the cofounder and VP of 

marketing at Crank Software Inc. Jason has 13 

years of experience in embedded development, 

sales, and marketing. Prior to Crank Software, 

Jason was a senior field application engineer at 

QNX Software Systems, where he provided on-

site consulting services, including system debugging and design 

review to OEMs developing consumer electronics, automotive 

infotainment devices, industrial devices, and medical 

instruments.

Crank Software 

613-595-1999 

jason@cranksoftware.com  

www.cranksoftware.com

Figure 2 | The ideal approach to UI development is to 

use a tool or set of tools that exposes the changes of 

the UI-specific elements in a visual manner.

ECD in 2D: 

Using a tool like Storyboard 
Designer enables UIs to be imported 
from Adobe Photoshop. Use your 
smartphone, scan this code, watch a 
video: http://bit.ly/9ZQQgE.

Figure 1 | Source code changes or XML declarative languages 

when viewed in an editor provide little ability for the end user to fully 

understand the true ramification of the changes.
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Autonomous user interface: 
Differentiating apps on Android
By Robi Karp

The plus side of using Android is the vast 
supply of proven interfaces and code. 
The downside is potentially looking like 
everyone else, with too much creativity in 
the wrong places breaking applications. 
A look at autonomous user interface 
architecture shows how to gain the 
advantages of differentiation without 
modifying Android app code.

In 2009, the Android market mushroomed to become a top-selling 

smartphone channel in the United States. Android accounted 

for one-third of total smartphone sales in the second quarter of 

2010 and an estimated 70,000 to 100,000 applications. With 

projections for growing Android deployment in the remainder 

of 2010 and in 2011, developers must invest in customizing 

Android to avoid delivering “me too” devices and applications. 

Autonomous User Interface (AUI) is a revolutionary approach 

to UI design and implementation that goes beyond the custom 

themes, icon sets, and color schemes common on mobile phones 

and other intelligent devices. Through scriptable AUI coding, 

an AUI multimedia applications framework lets Android device 

manufacturers as well as Android developers, integrators, and 

other ecosystem participants completely control and customize 

the look and feel of the end-user experience, differentiating their 

wares in an increasingly crowded marketplace.

An AUI approach, combined with rich graphics and multimedia 

capabilities, provides the ideal vector to customize Android 

without forking the platform. An AUI offers a straightforward 

path to building media-rich UIs and applications and lets OEMs 

and their partners build differentiated Android-based products 

and product lines, supporting code reuse and in-channel 

branding of devices, applications, and services.

Breaking the ties

With traditional design methodologies, application code owns 

the particulars of UI implementation, determining the type, 

orientation, placement, and other attributes of objects on the 

display such as: buttons and widgets; the flow of their use; and 

the callback code that powers these elements. The attributes of 

a UI design are thereby set in the original design and are only 

minimally mutable downstream by channel partners, third parties, 

and end users. Some UI and application frameworks support 

theming, which involves customization of color schemes, menu 

text styles, window frames, widget sets, and more. However, the 

fundamental structure and flow of an application UI remains set 

in stone, a closed box as imagined by the original design team.

On the other hand, as shown in Figure 1, the separation of 

applications and UI code together with a unique AUI offer 

unprecedented flexibility as well as opportunities for branding 

Android-based devices and adding in-channel value:

 f Developers and third parties can add and/or remove 

items from Android interfaces – images, videos, and 

widgets – without modifying Android application code.

 f Android UI elements including buttons, controls, 

images, and videos can be transformed with 

a wide range of 2D/3D visual effects.

 f New device capabilities and services can be integrated 

into existing applications such as shaking and orientation 

(accelerometer), location and movement (GPS), and 

Figure 1 | Some user interfaces enable theming, 

which allows different presentation methods for the 

same applications. The separation of application and  

presentation code increases design flexibility.
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Strategies | Making Android look better

definable data and network events 

like calendars, stock quotes, sports 

scores, and wireless traffic.

 f Android integrators, operators, 

and end users can easily add 

new UI personalities at runtime 

without changing shrink-

wrap application code.
[Figure 1 | Some user interfaces enable theming, which allows different presentation methods for the same applications. The separation of application and presentation code provides greater design flexibility.]

AUI architecture

Breaking out application and presentation 

code doesn’t require radical rethinking of 

core application design. Application code 

can still solicit input and generate output. 

It is up to the application design team to 

determine how much control resides inside 

the application itself versus the amount 

exposed to subsequent modification. 

However, decoupling does require 

specific support from the underlying 

graphical and multimedia framework. An 

AUI can be enabled by:

 f Safely binding underlying graphical 

system APIs and an external, open 

programming environment.

 f Exposing inventories of 

public application objects that 

implement UI functions.

 f Supporting a protocol between 

presentation code and the application 

for information exchange.

It is also important to provide an open, 

high-level API for developer use. As the 

main point of entry for developers, this 

API simplifies translation of information 

between the language bindings using the 

protocol.

Fluffy Spider Technologies uses C for 

building the FancyPants graphics and 

multimedia engine and its underlying 

libraries (Figure 2). For building AUI 

code, the company uses the Lua scripting 

language at a high level, taking advantage 

of Lua’s features and rapid prototyping 

capabilities (see sidebar).

Real-world examples

Customized home screen

Most investment in differentiated UI 

starts with the device home screen. The 

investment often stops there, providing a 

marginally unique look and feel or shal-

low theming of window adornment, back-

ground image, and color of other elements. 

With AUI, device designers, their channel 

partners, and third parties have myriad 

opportunities to customize the end-user 

experience in novel ways (see Figure 3).

Lua scripting 
language
Lua is a powerful, fast, 

lightweight, embeddable 

scripting language that combines simple 

procedural syntax with powerful data 

description constructs based on asso-

ciative arrays and extensible semantics. 

Lua is dynamically typed, runs by inter-

preting byte code for a register-based 

virtual machine, and has automatic 

memory management with incremen-

tal garbage collection, making it ideal 

for configuration, scripting, and rapid 

prototyping. Learn more about Lua at 

www.lua.org.
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One can think of AUI in this context 

as an exercise in object-oriented 

programming. The original, generic 

home screen is a base object inherited 

and extended by new objects (realized 

home screens) that integrate features 

and capabilities of specific devices 

and networks. A social media home 

screen would extend the base version to 

respond to status updates, messages from 

friends, location-based information, 

and so on.  Sports-themed home screen 

extensions could include live streaming 

video during game play, game sounds 

like buzzers and whistles, displays of 

game scores and player stats, and social 

networking of game progress.

SMS client

On a mobile handset, the device manu-

facturer typically incorporates a Short 

Messaging System (SMS) application 

sourced from the mobile Operating Sys-

tem (OS) supplier, a third-party indepen-

dent software vendor, or created in-house. 

This preload SMS application likely 

Figure 2 | The API engine is separate from the UI, with its separate input 

and output streams.

Figure 3 | Home screen attributes can be added  

and/or extended using AUI.
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includes a traditional, straightforward 

display of messages and addressees. A 

mobile network operator or other channel 

partner has few options for customizing 

or branding this kind of application and is 

often forced to pass uninspired software 

through to end users or invest in replac-

ing preload applications at considerable 

effort and expense.

Using AUI, developers at a mobile 

network operator can enhance addressee 

information with status and location-based 

data supplied from the operator’s network. 

Similarly, a third-party independent 

software vendor can offer an alternate look 

and feel to the SMS client using previously 

unavailable functions like accelerometer 

input or GPS coordinates. All this can 

be done without modifying any original 

application code (see sidebar). 

Universal access UIs

Many OSs, devices, and even individual 

applications offer some degree of support 

for disabled users, ranging from alternate 

input methods to zoomed/large typeface 

output to spoken and Braille-based UIs. 

While helpful, most attempts at adaptive 

UI customization merely augment one or 

two attributes of existing interface design 

without accommodating user needs. 

Building on the foundation of AUI, appli-

cations can be easily enhanced to support 

alternate input methods by enabling after-

market integration of voice-input engines 

and iconic input schemes like Minspeak 

and Bliss Symbols and by accommodat-

ing the particulars of adaptive communi-

cations equipment. Similarly, application 

output can be conditioned for user visual 

acuity, limited field of vision, and other 

situations (see Figure 4).

[Figure 4 | With development software, designers can create two different presentations of a single SMS application to match up with different phone models.]

Producing multiple product families

Depending on the industry, a new prod-

uct (not just a new product version) can 

require 2-10 or more staff-years of engi-

neering effort to reach the market. Mobile 

phones typically have a much quicker 

sales cycle and a much shorter market 

Figure 4 | With development software, designers can create  

two different presentations of a single SMS application to  

match up with different phone models.

Figure 5 | With the Fluffy Spider system, designers can create two vastly 

different Android home screens with ease.
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AUI Android support details
An Autonomous User Interface (AUI) uses standard Android methods to ensure 

correct interoperation with the Android OS. Its applications work in parallel with 

Android applications: 

 f Graphics engine: The AUI uses OpenGL ES on hardware-accelerated devices 

to achieve fast frame rates and rich effects. For systems without OpenGL ES,  

the AUI provides a high-performance software graphics engine.

 f Interoperability: The AUI is compatible with the widely deployed Android 1.5  

and 1.6 software development kits (Android 2.1 coming soon).

 f Integration: The AUI binds with Android application properties for easy 

development of launcher/home screen applications. It includes interfaces to 

native functions and services to access Android databases and call functions 

for developing media player and photo gallery-type applications.

 f Development: The AUI offers support for the full Android application life 

cycle and works with the standard Android software development kit.
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window timeframe and usually involve a 

tremendous engineering investment. A sig-

nificant part of the engineering effort lies in 

creating a compelling, differentiated UI. 

For OEM developers creating families of 

products with multiple members, the ability 

to deploy the same application code base 

with different UIs saves time and money 

and can help focus development effort on 

differentiating features. For subsequent 

iterations of the same product line, an 

AUI helps developers get new products to 

market faster and with confidence.

The arena where this phenomenon is most 

evident is common operating platforms. 

Designers can choose a common, 

interoperable COTS OS like Android to 

save on nondifferentiating engineering and 

leverage existing (or evolving) ecosystems 

that revolve around those platforms. 

However, these platforms typically 

leave little room for OEM branding and 

customization. Unless developers invest 

in significant incremental engineering, as 

Motorola did with Blur UI, users will be 

greeted with the same UI as seen on every 

other Android gadget (see Figure 5). This 

relegates the new device to the status of 

commodity, as in the PC market, where 

most devices have the same Windows UI. 

If OEMs make the required investment, 

they will likely need to repeat that effort 

with each new platform release. 

[Figure 5 | With the Fluffy Spider system, designers can create two vastly different Android home screens with ease.]Benefits of decoupling application 

code and UI

AUI design is not just another way to 

subdivide application functionality. It 

offers benefits that emerge directly from 

decoupling UI and application code: 

 f Shorter development time to 

create new, unique UIs without 

modifying application code.

 f Ability to add intelligence to 

existing UI code, such as making 

decisions and process events 

unforeseen in the original design.

 f Ability to create a family of products 

based on a single application code 

base. High-end devices can have 

different UI presentations and 

reactions from low-end phones.

 f Reduced quality assurance 

and software development 

time leading to shorter time to 

market for product iterations.

 f Enhanced brand retention – the 

ability to build devices with a unique 

look and feel, even on commodity 

software and hardware platforms.

The concept of decoupling UI and appli-

cation design principles is powerful. This 

capability expands the market and extends 

the lifetime of application code by offer-

ing developers and other ecosystem play-

ers new opportunities to brand, differenti-

ate, and refresh device software. In today’s 

dynamic landscape of multiple application 

OSs, especially Android, it is important to 

build a strong base product that can be eas-

ily tailored for different packages, chan-

nels, and markets.   

Robi Karp is CEO 

of Fluffy Spider 

Technologies, which 

he founded in 1995. 

In this role, he has 

worked with some of 

the largest blue-chip corporations 

in the defense and telecommunica-

tions industries, including GEC 

Marconi, Vodafone, and Telstra. 

Now licensing his 3D multimedia 

graphics platform to first tier equip-

ment manufacturers worldwide, 

Robi has earned a reputation as a 

forward-looking expert in the em-

bedded user interface space.

Fluffy Spider Technologies 

+61 2 9281 9055 

www.fluffyspider.com
ECD in 2D: The FancyPants 3.0 multimedia applications framework uses autonomous user interface coding to customize the look and feel of the end-user experience. Use your smartphone, scan this code, watch a video: http://bit.ly/ck2ygI.]
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to customize the look and feel of the end-user 
experience. Use your smartphone, scan this code, 
watch a video: http://bit.ly/ck2ygI.
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           By Don Dingee

 http://embedded-computing.com/magazine/columns/deep-green

DSP performance with power savings
DSPs are critical to por-
table multimedia devices, 
but achieving high per-
formance while keeping 
power managed and in 
bounds for the expecta-
tions of battery-powered 
operation are two things 
that haven’t gone together 
very well. Finding a way 
to deliver more DSP per-
formance while keeping 
power in check creates an 
interesting breakthrough.

CEVA’s latest DSP core, the CEVA-X1643, offers 1 GHz processing speed with an in-
tegrated Power Scaling Unit (PSU) that handles advanced power management for 
both dynamic and leakage power. The PSU controls the multiple clock sources and 
power domains within the core, plus multiple operational modes from full on to debug 
bypass to memory retention to complete power shutoff. The AXI bus interfaces also 
offer low-power features, like shutting off when no traffic is running.

CEVA  |  www.ceva.com

www.embedded-computing.com/p46219

Power line communications goes OFDMA
Defense and broadband com-
munications networks have 
used frequency agile radios 
for years to avoid jamming and 
provide robust communica-
tions. One constant character-
istic of the smart grid is noise 
– big loads quickly switching 
and often making a lot of elec-
trical noise on a power line. 
Combine those two ideas in 
this latest innovation.

Semitech’s SM2200 PLC chip 
brings an OFDMA transceiver 

to the task of managing data over power lines, such as those used for the smart grid. It 
adapts to the noise environment, choosing the most effective frequency to operate, and 
uses a multi-access scheme to help simultaneously communicate with multiple nodes. 
The SM2200 can be easily combined with a microcontroller to build data links.

Semitech Semiconductor  |  www.semitechsemi.com

www.embedded-computing.com/p46220
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