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What you’re 
seeing through-

out the magazine 
are 2D barcodes 

– our newest inno-
vation for delivering 

information quickly and 
easily. The codes are in QR for-

mat, readable by a variety of barcode 
scanner software programs available 
on popular smartphones. Each bar-
code in this issue contains a URL, 
which you can access directly with 
your smartphone browser and e-mail 
or text to anyone.

QR code scanner software varies, so 
look for the one that works best for 
you. Here are some choices that can 
be found in your app store or online.

iPhone: App names like BeeTagg, 
ZXing, or QuickMark (staff favorite)

Android: App names like BeeTagg 
and ZXing (staff favorite)

BlackBerry: Try BeeTagg, 
UpCode, or ZXing

2D:  
Scan  
away
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 5 Left to My Own Devices
  Turn it upside down
   By Don Dingee 22Editor’s Choice

On the cover
We spent some time with the EDA community at 47DAC this 
month and sampled the latest technology in high-level synthesis, 
software-driven verification, and transaction-level modeling for 
our articles on “moving beyond RTL” in this issue. We’re in the 
planning stages for our EDA Virtual Conference later this year; 
keep watching ecast.opensystemsmedia.com for details.
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Left to My Own Devices

When the map starts to change, turning our 
view of the world upside down might be 
exactly the right thing to do.

I’ve been thinking a lot about some of the things vendors of 
multicore Systems-on-Chip (SoCs) have been telling me lately. 
Like the folks at Freescale saying that their VortiQa software 
is the best way to show off all the capabilities of their QorIQ 
quad-core processor. Like the folks at Imagination Technologies 
saying that while their graphics IP is at the heart of many devices, 
designers don’t typically understand all the capabilities they 
have. The folks at Cavium have quietly said something similar 
about their Octeon II network processors, as have the folks at 
Intel about their multicore machines, as well as the folks at 
Tensilica regarding their IP cores, and possibly a dozen more 
companies are saying the same thing, just not out loud.

This situation can be compared to a movie you’ve probably seen 
– Jack the pirate captain and his faithful crew, seemingly lost on a 
VKLS�DW�ZRUOG·V�HQG�ZLWK�QRWKLQJ�EXW�DQ�XSVLGH�GRZQ�PDS��ÀQDOO\�
realize that the world won’t turn back upright until the ship is 
ÁLSSHG�RYHU��:HOO�KHUH�ZH�DUH��IRONV�²�RXU�PXOWLFRUH�PDS�VXUH�
looks upside down to me.

“Multicore programming” is an incomplete statement to describe 
what’s happening here. It’s not like you can whip out your editor, 
write some code, run a compile, and be fantastically better 
all of a sudden. It’s also not like you can pull out a tool – say, 
CriticalBlue Prism – and instantly resolve all your problems. 
Those help, but the problems start at the SoC/OS level and have 
to be resolved there.

Partnerships such as the Digi-Key and Texas Instruments 
collaboration on BeagleBoard, the Cavium/MontaVista and 
,QWHO�:LQG� 5LYHU� DFTXLVLWLRQV�� WKH� IRUPDWLRQ� RI�/LQDUR�� DQG�
Freescale’s work with Mentor Graphics, Enea, and Green Hills 
are extremely important. Silicon and software vendors will have 
to work together closely well in advance of a release to make 
multicore support ready enough to be understood, utilized, and 
fully captured. It’s not only going to require point support for 
a single device; it will encompass issues like portability up, 
down, and across architectures and much more complete support 
with optimized elements to make sure performance, power, and 
ÁH[LELOLW\�DUH�DYDLODEOH�DQG�WUXO\�GHVLJQ�UHDG\�

Is this even enough? Cadence has a different angle. The 
company’s EDA360 view makes a single statement that says the 
world might be so different it’s not even possible to get to where 
we’re going using the old method. The premise: Smartphone apps 
are in control now, but instead of having the multicore processor 
and OS determine what the application gets, the application 
VKRXOG�JR� LQ� DQG�FRQÀJXUH� WKH�6R&�26� DFFRUGLQJ� WR� ZKDW� LW�
QHHGV��:KLOH� WKLV� LV� WKH� UHYHUVH� YLHZ� RI� YLUWXDOL]DWLRQ� ZH·UH�
seeing now, it’s probably the right view, one that involves SoCs, 
FPGAs and programmable logic, and virtualization technology 
much more robustly than what we see today.

http://bit.ly/9o3Rm6 

:H�DUH�WUXO\�VHHLQJ�DQ�LQÁHFWLRQ�SRLQW�IRU�PXOWLFRUH�6R&�GHVLJQV��
taking into account both silicon and software. The winners will 
EH�WKRVH�ZKR�ZRUN�WR�ÁLS� WKH�VKLS��QRW�WKRVH�ZKR�WU\�WR�NHHS�
it steady. I’d enjoy hearing from folks about their view of the 
multicore map – drop me a note. 

Turn it upside 
down

TM

@dondingee, @embedded_mag

  ddingee@opensystemsmedia.com

Up next:
Embedded Systems Conference 
Boston, MA
September 20-23
http://esc-boston.techinsightsevents.com
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Around the core: PCIe Gen3

The PCI-SIG work group has delayed its final ratification of PCI Express Gen3 until early 

2011, but with available IP already in electrical compliance with v0.71, designers can move 

forward on their System-on-Chip designs with assurance. Here’s a quick look at  

PCI Express Gen3 technical specifics.

The PCI-SIG work group intended to 
release versions of PCI Express (PCIe) 
that doubled the signaling rate with 
each generation. Starting with Gen1, 
the signaling rate of 2.5 GT/s doubled 
to 5 GT/s in Gen2, and was originally 
planned to double to 10 GT/s in Gen3. 
Encoding in the PCIe Gen1 and Gen2 
protocols requires 20 percent overhead, 
thus making the effective data link rate  
2 GT/s and 4 GT/s, respectively. 

7KH� JURXS� LGHQWLÀHG� WZR� FKRLFHV� IRU�
Gen3: Increase the signaling rate to 
10 GT/s, keeping the same 20 percent 
overhead for the protocol, or specify 
a lower signaling rate of 8 GT/s with 
a lower encoding overhead. After six 
months of analyzing the technical 
feasibility of scaling PCIe interconnect 
bandwidth, the group determined 
that 8 GT/s could be manufactured in 
mainstream silicon process technology. 
They also determined that PCIe could be 
deployed with existing low-cost materials 
and infrastructure while maintaining full 
compatibility to the PCIe stack.

By enhancing the coding requirement 
from 8b/10b to 128b/130b, the new 
protocol reduces encoding overhead to 
1-2 percent. As a result, PCIe Gen3 has an 
effective link rate of 7.99 GT/s, thereby 
doubling the effective link rate from PCIe 
Gen2. The change in encoding schemes 

also includes a scrambling/descrambling 
algorithm as follows: x23 + x21 + x16 + 
x8 + x5 + x2 + 1. 

PHY implementation challenges: 
transmit, receive
Jitter impedes the integrity of most 
communications links. This is even 
more pronounced in the case of high 
data rate communications. To effectively 
handle these challenges, engineers need 
to minimize the jitter generated and 
maximize the jitter tolerance. During 
transmission, clock generation in the 
form of a phase locked loop needs to 
generate as little noise and jitter as 
possible. 

To accomplish this, some designers 
implement a ring oscillator, while others 
choose an inductor capacitor (LC) 
oscillator. The ring oscillator generates 
more jitter, but it is still manageable in 
a 5 GT/s PCIe Gen2 PHY. However, for 
Gen3 at 8 GT/s, the LC oscillator’s lower 
MLWWHU��ZKLFK�VSHFLÀFDOO\� ORZHUV� UDQGRP�
jitter, helps reduce the bit error rate to 
better than the required 10-12. 

PCIe Gen3 also incorporates an optional 
Spread Spectrum Clock Generation 
(SSCG) to reduce the spectral density of 
the Electromagnetic Interference (EMI). 
Without SSCG, PCIe Gen3 would radiate 
EMI on a number of narrow bands spread 

on the clock frequency and its harmonics. 
This results in a frequency spectrum that, 
at certain frequencies, can exceed FCC 
and other regulatory limits (JEITA in 
Japan and the IEC in Europe) for EMI. 
For this reason, some manufacturers 
use SSCG to implement PCIe Gen3 in 
consumer products and still meet EMI 
regulatory requirements.

Both transmission de-emphasis and 
reception equalization are required 
for PCIe Gen3’s maximum loss 
channels. As the data rate increases to 
8 GT/s, onboard data losses increase 
because the transmission lines act as 
D� ORZ�SDVV� ÀOWHU� DQG� DWWHQXDWH� KLJKHU�
frequency transmissions. The result: 
data looks corrupted. Gen3 recommends 
transmitter de-emphasis to boost high-
end frequencies and de-emphasize low 
frequencies. In Gen3, de-emphasis has 
increased to 7.5 dB with a minimum 
rise time of 19 ps, as compared to Gen2 
VSHFLÀFDWLRQV�RI�����G%�ZLWK�D�PLQLPXP�
rise time of 30 ps. A three-tap feed 
forward equalizer is recommended for a 
PCIe Gen3 transmitter.

At the receiver, the transmission needs to 
recover from as much jitter and noise as 
possible. Different PHY implementations 
utilize different equalization schemes. 
Some use Continuous Time Linear 
Equalization (CTLE), which has proven 

Overcoming SoC 
design challenges 
moving to PCIe Gen3
By Ali Burney and Prasad Saggurti
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adequate for 5 GT/s transmission. 
However, in addition to CTLE, 8 GT/s 
transmission requires another stage on 
the receiving side, Decision Feedback 
Equalization (DFE). When properly 
balanced, the two schemes minimize 
power consumption compared to relying 
completely on DFE. This balanced two-
stage approach results in an open eye with 
the lowest possible power consumption. 

A DFE implementation with a lower 
number of taps results in lower power 
dissipation. By conducting extensive 
system analyses with the requisite 
channel models and the balanced CTLE-
DFE, designers can optimize the number 
of taps used in the DFE. MoSys’s  PHY 
implementation has already validated this 
architecture in 10 GT/s SERDES silicon.

Controller-PHY interoperation
A System-on-Chip (SoC) design 
integrating a PCIe Gen3 link has to 
deal with both the controller and the 
PHY, shown in Figure 1. The controller 
interfaces to the rest of the SoC through 
an on-chip bus on the one hand and to the 
PHY on the other. The interface to the 
3+<�LV�GHÀQHG�E\�WKH�3+<�,QWHUIDFH�IRU�
3&,�([SUHVV� �3,3(�� VSHFLÀFDWLRQ��$V� D�
starting point, both the controller and the 
3+<�PXVW�DGKHUH�WR�WKH�3,3(�VSHFLÀFDWLRQ�
to maintain compliance and ensure 
interoperability. 

[Figure 1 | To ensure interoperability, the controller and the PHY must interface to the SoC design in compliance with the PIPE specification.]

Additional key points 
PCIe Gen3 requires several other 
relevant implementations, including 
three different breakout channels at 
3 dB, 12 dB, and 20 dB; differential 
output voltage of 800 mV to 1,200 mV 
with a low-power option of 400 mV; 
and AC coupling and nominal 100 ohms 
differential termination. The differential 
return loss at DC and Nyquist frequency 
is 10 dB and 15 dB, respectively.

MoSys’ implementation of PCIe Gen3 
IP blocks meets all of the requirements 
currently published in v0.71 and delivers 
the Physical Medium Attachment (PMA) 
VROXWLRQ�LQ�*'6,,�ÀOHV�DQG�WKH�3K\VLFDO�
Coding Sublayer (PCS) as synthesizable 
Verilog register transfer level.

IP ready now
With the new 128b/130b encoding scheme 
and scrambling polynomial, PCIe Gen3 
presents a number of transmission and 
receiving issues, all of which are addressed 
in the latest specification. MoSys has 
integrated PCIe Gen3 capabilities in 
currently available electrically compliant 
IP blocks, enabling SoC design teams to 
continue the design process and leverage 
the higher 8 GT/s speeds in new products. 
3HU� WKH� VSHFLÀFDWLRQ�� WKHVH� EORFNV� DUH�
backward-compatible with the 2.5 GT/s 
and 5 GT/s speeds of earlier generations 
RI�WKH�VSHFLÀFDWLRQ���

Ali Burney is the 
director of SerDes 
and high-speed I/O 
products for 
MoSys, Inc. Prior 
to joining MoSys, 

Ali served as the senior strategic 
marketing manager for Achronix 
Semiconductor, where he 
developed the roadmap for next-
generation products in the 
networking, wireless, and high-
performance computing markets. 
He also spent eight years with 
Altera Corporation working as a 
technical staff engineer, system 
DUFKLWHFW��DQG�ÀHOG�DSSOLFDWLRQV�
engineer. Ali received his BSEE 
and MSEE from the Georgia 
Institute of Technology.

Prasad Saggurti is 
senior director of 
interconnects and 
embedded memory 
products at MoSys. 
He has more than 

15 years of experience across 
varied product lines and 
industries, and was instrumental 
in designing leading-edge 
microprocessors at Sun 
Microsystems, digital audio and 
video CD chips at C-Cube, and 
DVD decoders at Mediamatics. He 
also managed semiconductor IP 
lines at ARM and Artisan 
Components. Prasad has an 
MSEE from the University of 
Wisconsin-Madison and an MBA 
from the University of California-
Berkeley.

MoSys 
408-731-1800 
www.mosys.com 

Figure 1 | To ensure interoperability, the controller and the PHY must 
interface to the SoC design in compliance with the PIPE specification.
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EDA: M
oving beyond RTLBuilding more and more complex designs in RTL is 

becoming increasingly difficult. Two strategies applied 

together, high-level synthesis and chip synthesis, can 

quickly augment the basics of RTL implementation and 

achieve better system-level performance.

A new generation of High-Level 
Synthesis (HLS) tools is currently being 
XVHG� IRU� WZR�PDLQ� SXUSRVHV�� 7KH� ÀUVW�
is to implement software in hardware 
for performance reasons. The second 
is to drive semiconductor design to a 
higher level of abstraction for reasons 
of productivity, reuse, architectural 
exploration, and better Quality of Results 
(QoR) than otherwise possible.

At the same time, a new approach to 
Register Transfer Level (RTL) synthesis 
called chip synthesis is making it easier 
than ever to achieve a fast and accurate 
assessment of the final performance 
without needing to create a complete 
physical implementation. Combining 
these two technologies lets designers 
quickly vary the parameters of a design, 
obtain correct performance numbers, and 
converge on a design with the best mix of 
area, performance, and power.

More horsepower, better 
abstraction
Embedded software of all types, 
especially software with high-throughput 
requirements such as high-definition 
video processing, often runs into 
performance problems. While some 
software approaches can be used to 
increase performance, the only workable 
approach when the performance is off 

by orders of magnitude is to change 
the underlying computing fabric on 
which the software runs, which could 
be as simple as switching to a multicore 
processor. However, usually due to power 
or cost reasons, changing the computing 
fabric is not optimal.

HLS is an increasingly attractive 
approach that takes part of the software 
and automatically implements it in 
hardware, either in raw gates on a System-
on-Chip (SoC) or, better yet, in an FPGA. 
AutoPilot from AutoESL is an example 
of a tool that takes in C, C++, or SystemC 
as the input and quickly produces RTL 
Verilog or VHDL as the output.

At the same time, SoC designers are 
looking for ways to push design to a 
higher level of abstraction, describe 
their algorithms in C or SystemC, 
automatically convert this into RTL 
code, and hit the correct trade-off point 
for area (cost), power, and performance. 
By working at a higher level, designers 
can dramatically increase their 
productivity and be assured of QoR that 
is close to or better than hand-coded 
results. Again, HLS tools are the link 
that performs this optimized conversion 
from input to RTL code. The traditional 
57/�LPSOHPHQWDWLRQ�ÁRZ�FDQ�WKHQ�WDNH�
over.

Getting to the assessment
It would be an exaggeration to say that 
HLS makes compilation of hardware as 
simple as C compilation of software, but 
it certainly makes the transformation of 
software into hardware straightforward, 
especially compared to creating complex 
RTL implementations by hand. One 
reason that hardware compilation is more 
complicated than software compilation 
is that the HLS tool needs to consider a 
much richer set of trade-offs. 

For example, a data path can be 
implemented simply, pipelined, or 
replicated. Each of these options has 
different performance, area, and power 
characteristics varying by factors as 
large as 1,000. HLS tools can be given 
directives to steer the implementation 
toward the sweet spot that the designer 
wants. But there is a problem: Given that 
the output of HLS is RTL code, how can 
designers quickly determine the area, 
power, and performance of a particular 
candidate implementation?

The missing link is the difficulty of 
assessing those characteristics and 
getting quick feedback about any issues. 
While HLS tools provide reasonable yet 
fairly coarse estimates, more accuracy 
is often required. However, there is a 
mismatch between the performance of 
traditional tools for reducing RTL code 
to implementation and the performance 
of HLS tools. 

Although HLS runs extremely fast 
(about an hour or so), reducing an RTL 
implementation to achieve accurate 
performance might require half a day of 

Chip synthesis and high-level 
synthesis: software in hardware
By Paul van Besouw and Devadas Varma, PhD



synthesis followed by a day and a half 
of physical design. This is hardly the 
quick feedback loop that the HLS user 
would like, as it squanders the potential 
WR� LWHUDWH� ÀYH� RU� VL[� WLPHV� D� GD\� DQG�
PLQLPL]HV� LW� WR� D� FRXSOH� RI� WLPHV� SHU�
week. The power of these newer HLS 
tools, which are language agnostic and 
FDQ�VLPXOWDQHRXVO\�RSWLPL]H�IRU�WLPLQJ��
DUHD�� DQG�SHUIRUPDQFH�� WKXV�SURGXFLQJ�
KLJKO\� LPSOHPHQWDEOH� 57/� FRGH�� LV�
PDUJLQDOL]HG� E\� GRZQVWUHDP� 57/�
synthesis.

Blocks and the chip
A further nuance is that the detailed 
SHUIRUPDQFH�RI�D�EORFN�GRHVQ·W�MXVW�GHSHQG�
on the block itself, but also on the other 
EORFNV� DURXQG� LW�� 6RPHWLPHV� DQ� HQWLUH�
GHVLJQ� WKDW� LV� V\QWKHVL]HG� IURP� D� KLJK�
OHYHO� LQFOXGHV� OHJDF\�EORFNV�� WKLUG�SDUW\�
IP blocks, and blocks designed by hand 
DW�WKH�57/�OHYHO��:KHQ� WKHVH�EORFNV�DUH�
LPSOHPHQWHG�WRJHWKHU��WKH�SHUIRUPDQFH�RI�
any particular block is interrelated with the 
SHUIRUPDQFH�RI�WKH�RWKHU�EORFNV�WKDW�VKDUH�
VRPH�RI�WKH�VDPH�SK\VLFDO�UHVRXUFHV�

:LWK� WUDGLWLRQDO� 57/� V\QWKHVLV�� WKH�
GHVLJQHU� IDFHV� DQ� XQDWWUDFWLYH� FKRLFH��
fast but coarse feedback or accurate 
EXW� H[WUHPHO\� VORZ� IHHGEDFN��:KDW� LV�
UHTXLUHG� LV� DQ� DSSURDFK� WKDW� SURYLGHV�
both fast and accurate feedback. Chip 
V\QWKHVLV� WRROV� VXFK� DV� 5HDO7LPH�
'HVLJQHU� IURP� 2DV\V� 'HVLJQ�6\VWHPV�
RIIHU�WKLV�FRPELQDWLRQ�RI�IHDWXUHV�

Chip synthesis operates by directly 
UHGXFLQJ�WKH�57/�FRGH�WR�SODFHG�HOHPHQWV��
WKXV�SURYLGLQJ�WZR�PDMRU�DGYDQWDJHV�RYHU�
WUDGLWLRQDO�V\QWKHVLV��SODFH�DQG�URXWH��7KH�
SURFHVV�LV�IDVW��DQG�WKH�WLPLQJ�DQG�VL]H�GDWD�
FRUUHODWH�ZHOO�ZLWK�ZKDW�ZLOO� HYHQWXDOO\�
EH� REWDLQHG� ZKHQ� WKH� GHVLJQ� LV� ÀQDOO\�
LPSOHPHQWHG�� 7KH� FRPELQDWLRQ� RI�+/6�
DQG�FKLS�V\QWKHVLV�PDNHV�LW�SRVVLEOH�WR�WDNH�
a quantity of C code and quickly acquire 
H[FHOOHQW� HVWLPDWHV� IRU� SHUIRUPDQFH�
DQG� DUHD� �VHH� )LJXUH� ���� 7KLV�PDNHV� LW�
PXFK�PRUH� HIÀFLHQW� IRU� WKH� GHVLJQHU� WR�
IRFXV� RQ� WKH�PRVW� DSSURSULDWH�SODFH� IRU�
LPSOHPHQWDWLRQ��,Q�DGGLWLRQ��EHFDXVH�FKLS�
synthesis can quickly process huge blocks, 
LW�FDQ�V\QWKHVL]H�WKH�EORFN�EHLQJ�GHVLJQHG�
as well as the surrounding blocks that 
LPSDFW�SHUIRUPDQFH�

The difference is clear
&KLS� V\QWKHVLV� ZRUNV� GLIIHUHQWO\� IURP�
WUDGLWLRQDO�V\QWKHVLV��2QFH�WKH�57/�FRGH�
has been parsed, it is partitioned (based on 
FRQQHFWLYLW\�� LQWR�VPDOOHU�VHJPHQWV� WKDW�
HYHQWXDOO\�ZLOO�EH�UHGXFHG�WR�JDWHV��(DFK�
SDUWLWLRQ� LV� VPDOO� HQRXJK� WKDW� LW� ZRQ·W�
contain any long wires, which would lead 
WR� KLJK� YDULDELOLW\� LQ� WLPLQJ�� DQG� ODUJH�
HQRXJK�WKDW�LW�FDQ�LQFOXGH�LPSOHPHQWDWLRQV�
ZLWK�SRWHQWLDOO\�GLIIHUHQW�DUHD�WLPH�WUDGH�
RIIV��(DFK�SDUWLWLRQ�LV�LQGHSHQGHQW�RI�WKH�
RWKHUV�� 2I� FRXUVH�� WKH� WLPLQJ� QXPEHUV�
IURP�DOO�WKH�RWKHU�SDUWLWLRQV�DUH�UHTXLUHG�
WR�EH�DEOH�WR�WLPH�WKH�ZKROH�FKLS��EXW�WKH�
detailed internals of each partition are not 
UHTXLUHG�VLPXOWDQHRXVO\��%HFDXVH�LW�LV�QR�
longer necessary to look at the whole chip 
DW�WKH�JDWH�OHYHO�DW�WKH�VDPH�WLPH��PHPRU\�
UHTXLUHPHQWV�DUH�UHGXFHG�

7KH�57/�SDUWLWLRQLQJ�DSSURDFK�LV�WKH�PDLQ�
reason that chip synthesis can be so fast 
DQG� HIIHFWLYH�� %\� RSHUDWLQJ� DW� D� KLJKHU�
OHYHO��WKLV�PHWKRG�LQWHOOLJHQWO\�V\QWKHVL]HV�
DQG� WLPHV� WKH� GHVLJQ� RQH� SDUWLWLRQ� DW�
D� WLPH�� 7KHQ�� XQWLO� WLPLQJ� LV� PHW�� LW�
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resynthesizes, replaces (and updates the global routes), and repartitions parts of the design 
until constraints are met.

Working at a higher level with the latest HLS and chip synthesis technology produces 
orders of magnitude better performance. For the typical size of design created by HLS, 
chip synthesis runs in about the same amount of time as HLS. Using the two innovative 
technologies together means that a design can be iterated in an hour or two, allowing 
several trial implementations to be considered per day. The additional time freed up by 
this approach can be used in the form of a tighter schedule or to explore a richer space of 
alternatives.  

Paul van Besouw is president, CEO, and cofounder of Oasys 
Design Systems. He has an extensive technical and management 
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in Electrical and Computer Engineering from Drexel University.
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Figure 1 | Using HLS and chip synthesis together gives design teams a 
way to quickly change design parameters, obtain correct performance 
numbers, and converge on a design with the best area, performance, 

and power trade-off.
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EDA: M
oving beyond RTL Another set of System-on-Chip verification methods relies on the execution of actual 

software on hardware using proven silicon, virtual prototypes of new and untested (and 

maybe not yet available) silicon, and FPGA prototypes. Sometimes all three methods are 

used, as we see in this perspective.

By best estimates, the software 
development effort behind 90 nm chip 
designs has already surpassed the hardware 
development effort. The projection for 
2011 is that less than 40 percent of the 
overall chip development cost will be spent 
on hardware. Software now dominates 
project cycles and determines when a chip 
can get into volume production. As a result, 
WKH�LPSRUWDQFH�RI�VRIWZDUH�YHULÀFDWLRQ�KDV�
increased, and software has taken on an 
LQWHJUDO�UROH� LQ� WKH�KDUGZDUH�YHULÀFDWLRQ�
process.

Bringing hardware and software 
together
Today, engineers use three basic 
techniques to execute software on a 

hardware representation. In derivative 
designs, portions of the software can be 
developed using the previous-generation 
chip. This approach often works best 
for the portions of the software that 
are higher up in a layered software 
DUFKLWHFWXUH��VSHFLÀFDOO\� IRU�KDUGZDUH�
independent applications. 

Virtual prototypes offer the earliest 
solution in the design cycle because 
they can be implemented as soon as the 
architecture has been determined. These 
prototypes are pre-Register Transfer 
Level (RTL), register-accurate, and 
fully functional software models of the 
System-on-Chip (SoC), board, I/O, and 
XVHU�LQWHUIDFHV��7KH\�H[HFXWH�XQPRGLÀHG�

production code and run close to real 
time with external interfaces like USB as 
virtual I/O. 

Because virtual prototypes are 
fundamentally software, they provide 
high system visibility and control, 
including multicore debug. They can 
also serve as a vehicle for collaboration 
between semiconductor and system 
houses. Since the standardization of the 
Open SystemC Initiative Transaction- 
Level Model (TLM) 2.0 APIs, SystemC 
has become the suitable infrastructure 
to develop fast virtual prototypes using 
interoperable transaction-level models.

After the RTL is complete and has 
reached a stable state using functional 
YHULÀFDWLRQ�WHFKQLTXHV��)3*$�SURWRW\SHV�
can be used. The prototypes are a pre-
silicon, fully functional hardware 
representation of the SoC, board, and 
I/O implementing unmodified ASIC 
RTL code. Optimally implemented, they 
can run at almost real time with external 
interfaces and stimulus connected, 
and provide, in conjunction with RTL 
simulation, higher system visibility and 
FRQWURO� WKDQ� WKH� DFWXDO� VLOLFRQ�� )3*$�
prototypes offer significantly higher 
speed levels than traditional hardware/
VRIWZDUH�FRYHULÀFDWLRQ��ZKLFK�FRPELQHV�
RTL simulation with cycle-accurate 
processor models.

Embedded software-driven 
hardware verification
By Frank Schirrmeister 

Figure 1 | In an analysis of 12 projects, RTL verification used up  
21 percent of the hardware/software development effort.
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Depending on the required accuracy, 
speed, and desired time of availability, 
different technologies offer the most 
appropriate solution for software 
development and software-driven 
KDUGZDUH�YHULÀFDWLRQ��+\EULG�RIIHULQJV�
often allow designers to capitalize on 
WKH� DGYDQWDJHV� RI� VHYHUDO� RIIHULQJV��
For example, RTL simulation can be 
augmented with fast transaction-level 
models of processors and peripherals 
to increase simulation speed and 
YHULILFDWLRQ� FRYHUDJH�� $OWHUQDWLYHO\��
YLUWXDO�SURWRW\SHV�DQG�)3*$�SURWRW\SHV�
that handle design problems in hybrid 
use modes, which combine software- and 
hardware-based execution, provide better 
VROXWLRQV�WKDQ�WKH�LQGLYLGXDO�RIIHULQJV�

Learning from real projects
To get a better grasp on the problem, 
Synopsys and International Business 
Strategies analyzed the project efforts and 
elapsed time of 12 projects that included 
FRPSOH[�KDUGZDUH�DQG�VRIWZDUH��)LJXUH��� 
shows an example of the 12 projects 
DQDO\]HG��7KH�XSSHU�SRUWLRQ� VKRZV� WKH�
timeline of the different development 
phases; the bottom portion shows the 
percentage of overall project effort for 
HDFK�RI�WKHVH�SKDVHV�
[Figure 1 | In an analysis of 12 projects, RTL verification used up 21 percent of the hardware/software development effort.]

57/�YHULÀFDWLRQ�DYHUDJHG����SHUFHQW�RI�
the overall hardware/software effort, or 
���SHUFHQW�RI�WKH�KDUGZDUH�HIIRUW�DORQH��
,Q�DGGLWLRQ��57/�YHULÀFDWLRQ�FRQVXPHG�
about 55 percent of the elapsed time 
IURP�UHTXLUHPHQWV�WR�*'6,,��9HULÀFDWLRQ�
FRQWLQXHV� WKURXJKRXW� WKH� ÁRZ� WRZDUG�
tape-out in different variations, and 
the large percentage of effort spent 
RQ� ,3� TXDOLÀFDWLRQ� FDQ� EH� FRQVLGHUHG�
DQRWKHU� IRUP� RI� YHULILFDWLRQ� DV� ZHOO��
+HQFH�� YHULÀFDWLRQ� HDVLO\� UHDFKHV� WKH�
RIWHQ�PHQWLRQHG� ���SHUFHQW� ÀJXUH� DV� D�
SHUFHQWDJH�RI�KDUGZDUH�GHYHORSPHQW��

Looking at the development time for 
KDUGZDUH�IURP�VSHFLÀFDWLRQ�WR�WDSH�RXW��
it took on average about a third of that 
time to port the OS, about one-half of 
that time to develop the utility software, 
and two-thirds of that time to develop 
WKH� DSSOLFDWLRQ� VRIWZDUH��$� IXOO\� VHULDO�
development process in which software 
development starts when engineering 
samples are available would have added 

another half to three quarters of a year to 
WKH�SURMHFW�VFKHGXOH��8QOHVV�WKH�SURMHFWV�
are being developed in parallel, software 
development delays the ability to ship 
KDUGZDUH�LQ�YROXPH�

While a stable specification – the 
prerequisite for virtual prototypes – is 
available 17 percent of the time from 
requirements to tape-out after project 
start, it takes almost 70 percent of the 
time from requirements to tape-out to 
arrive at stable RTL – the prerequisite for 
KDUGZDUH�SURWRW\SHV��9LUWXDO�DQG�KDUGZDUH�
prototypes are available at very different 
times and therefore are applicable to very 
GLIIHUHQW�GHYHORSPHQW�SKDVHV�

Enhancing verification efficiency
If a virtual prototype is made available 
early in the SoC design cycle for software 
development, it can evolve to meet 
GLIIHUHQW�QHHGV��7KUHH�PDLQ�XVH�PRGHOV�
of software-driven verification utilize 
the integration of virtual prototypes with 
signal-level simulation at the RTL:

��� When an RTL block becomes 
available, it can replace its TLM in 
WKH�YLUWXDO�SURWRW\SH��6RIWZDUH�FDQ�
WKHQ�EH�YHULÀHG�RQ�WKLV�YHUVLRQ�RI�WKH�
prototype as a way to validate both 
KDUGZDUH�DQG�VRIWZDUH��.QRZLQJ�
that real system scenarios are used 
LQFUHDVHV�YHULÀFDWLRQ�FRQÀGHQFH��
Furthermore, given that as much of 
the system as possible is simulated at 
the transaction level, simulation for 
YHULÀFDWLRQ�LV�IDVWHU�

��� The virtual prototype can also provide 
D�KHDG�VWDUW�WRZDUG�57/�YHULÀFDWLRQ�
test bench development and post-
silicon validation tests by acting as a 
test bench component running actual 
V\VWHP�VRIWZDUH��7KH�YLUWXDO�SURWRW\SH�
can be used to generate system stimuli 
to test RTL and then verify that the 
virtual prototype and RTL function in 
WKH�VDPH�ZD\��8VHUV�FDQ�HIÀFLHQWO\�
develop on the TLM embedded 
directed software tests, which can also 
EH�XVHG�IRU�V\VWHP�LQWHJUDWLRQ�WHVWLQJ��
$V�D�UHVXOW��YHULÀFDWLRQ�WHVW�FDVH�
GHYHORSPHQW�SURGXFWLYLW\�LQFUHDVHV�

��� $V�SRUWLRQV�RI�WKH�YLUWXDO�SURWRW\SH�
DUH�YHULÀHG�DV�HTXLYDOHQW�WR�
their corresponding RTL, the 
virtual prototype can become a 
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UHIHUHQFH�H[HFXWDEOH�VSHFLÀFDWLRQ��
&RQVHTXHQWO\��XVHUV�JDLQ�D�VLQJOH�
JROGHQ�WHVW�EHQFK�IRU�WKH�WUDQVDFWLRQ�
OHYHO�DQG�WKH�57/�

)LJXUH� �� LOOXVWUDWHV� D�86%� 2Q�7KH�*R�
H[DPSOH�LQ�WKH�6\QRSV\V�,QQRYDWRU�YLUWXDO�
SURWRW\SH�GHYHORSPHQW�HQYLURQPHQW�DQG�
D�86%� YHULÀFDWLRQ� HQYLURQPHQW� XVLQJ�
WUDQVDFWLRQ�OHYHO�SURFHVVRU�PRGHOV� DQG�
HPEHGGHG�VRIWZDUH��UHVSHFWLYHO\�

[Figure 2 | In a USB verification environment, transaction-level processor models connect to RTL via USB.]

(YHQ� ZKHQ� D� YLUWXDO� SURWRW\SH� LV� QRW�
DYDLODEOH�DW�WKH�EHJLQQLQJ�RI�D�SURMHFW��WKH�
YLUWXDOL]DWLRQ� RI� KDUGZDUH� FRPSRQHQWV�
FDQ� KHOS� LQFUHPHQWDOO\� LQFUHDVH�
YHULÀFDWLRQ� HIÀFLHQF\� VWDUWLQJ� IURP� DQ�
57/�YHULÀFDWLRQ�HQYLURQPHQW�

5HSODFLQJ� WKH� 57/� UHSUHVHQWDWLRQ� RI�
RQ�FKLS� SURFHVVRUV� LQ� WKH� V\VWHP� ZLWK�
YLUWXDO�SURFHVVRU�PRGHOV�DW�WKH�WUDQVDFWLRQ�
OHYHO�FDQ�VLJQLÀFDQWO\�LQFUHDVH�VLPXODWLRQ�
VSHHG��ZKLFK�LQ�WXUQ�VKRUWHQV�YHULÀFDWLRQ�
WXUQDURXQG� WLPH�� ,Q� VHYHUDO� FXVWRPHU�
H[DPSOHV�� UHSODFLQJ� D� VLQJOH� SURFHVVRU�
PRGHO�ERRVWHG�VLPXODWLRQ�VSHHG�XS�WR���[�

)RU� LQFRUSRUDWLQJ� VRIWZDUH� GULYHUV�
LQ� IXQFWLRQDO� 57/� YHULILFDWLRQ� WR�
H[HFXWH� UHDO� SURGXFW� WHVW� FDVHV�� RQO\�
WKH� DSSURSULDWH� VXEV\VWHP� QHHGV� WR�
EH� PRGHOHG� DQG� FRQQHFWHG� WR� 57/�
VLPXODWLRQ��7KLV�FDQ�EH�DV�HDV\�DV�DGGLQJ�
D�WUDQVDFWLRQ�OHYHO�SURFHVVRU�PRGHO�IURP�
D�OLEUDU\��FRQQHFWLQJ�LW�YLD�D�VLPSOH�EXV�
PRGHO�WR�WKH�7/0�RI�WKH�SHULSKHUDO�XQGHU�
YHULÀFDWLRQ��DQG�FRQQHFWLQJ�WKDW�WR�57/��
DV�VKRZQ�LQ�)LJXUH���

Hybrid prototypes
7R� IXUWKHU� ERRVW� YHULÀFDWLRQ� HIÀFLHQF\�
E\� LQFUHDVLQJ� VLPXODWLRQ� VSHHG� DQG� WKH�
H[HFXWLRQ� RI� WKH� HPEHGGHG� VRIWZDUH� LQ�
WKH� V\VWHP�� KDUGZDUH� SURWRW\SHV� FDQ�
EH� XVHG�� *LYHQ� WKDW� YLUWXDO� SURWRW\SHV�
DQG� KDUGZDUH� SURWRW\SHV� DUH� DYDLODEOH�
DW� IXQGDPHQWDOO\� GLIIHUHQW� VWDJHV� RI� D�
SURMHFW��K\EULG�SURWRW\SHV�SURYLGH�D�YLDEOH�
VROXWLRQ�WKDW�OHWV�GHYHORSHUV�FDSLWDOL]H�RQ�
WKH�DGYDQWDJHV�RI�ERWK�ZRUOGV��

:KLOH� YLUWXDO� SURWRW\SHV� DUH� DYDLODEOH�
YHU\� HDUO\� LQ� WKH� GHVLJQ� ÁRZ� ²� RIWHQ�
RQO\� ZHHNV� DIWHU� WKH� VSHFLILFDWLRQ�
KDV� VWDELOL]HG� ²� WKH\� W\SLFDOO\� GR� QRW�
UHSUHVHQW�WKH�IXOO�LPSOHPHQWDWLRQ�GHWDLO�

WKDW� )3*$� SURWRW\SHV� FDQ� H[SRVH�� ,Q�
FRQWUDVW�� )3*$� SURWRW\SHV� UXQ� IXOO\�
DFFXUDWH�DW� IDLUO\�KLJK� OHYHOV�RI�VSHHG��
EXW�DUH�DYDLODEOH�ODWHU�LQ�WKH�GHVLJQ�ÁRZ��
WKRXJK�VWLOO� ORQJ�EHIRUH�VLOLFRQ� UHWXUQV�
IURP�SURGXFWLRQ��

$�SULQFLSDO�GLDJUDP�RI�D�K\EULG�7/0�DQG�
KDUGZDUH�SURWRW\SH�LV�LOOXVWUDWHG�LQ�)LJXUH���� 
6HYHUDO� K\EULG� XVH�PRGHOV�FRPELQH� WKH�
DGYDQWDJHV� RI� YLUWXDO� SURWRW\SHV� DQG�
)3*$�SURWRW\SHV��LQFOXGLQJ�UHXVH�RI�WKH�
DFWXDO� 57/� LQVWHDG� RI� UHPRGHOLQJ� DQG�
DFFHOHUDWLQJ�RYHUDOO�H[HFXWLRQ�RI�KDUGZDUH�
DQG�VRIWZDUH�WRJHWKHU�

[Figure 3 | A hybrid use model of a virtual prototype and an FPGA prototype combines the advantages of both virtual and FPGA prototypes.]

Smarter verification ahead
'XH� WR� WKH� LQFUHDVLQJ� LQIOXHQFH� WKDW�
YHULÀFDWLRQ� KDV� RQ� SURMHFW� HIIRUWV� DQG�
WLPHOLQHV�DQG�WKDW�VRIWZDUH�KDV�RQ�SURMHFW�
VXFFHVV��VPDUW�YHULÀFDWLRQ�WKDW�WDNHV�LQWR�
DFFRXQW�HPEHGGHG�VRIWZDUH�LV�EHFRPLQJ�
PRUH�DQG�PRUH�LPSRUWDQW�

8VLQJ� YLUWXDO� SURWRW\SHV�� YHULILFDWLRQ�
HIILFLHQF\� FDQ� EH� LQFUHPHQWDOO\�
LPSURYHG� ERWK� IURP� WKH� ERWWRP� XS� IRU�
57/�YHULÀFDWLRQ�DV�ZHOO�DV�IURP� WKH�WRS�
GRZQ� VWDUWLQJ� ZLWK� YLUWXDO� SURWRW\SHV��
,QFUHPHQWDO� YHULILFDWLRQ� HIILFLHQF\� LV�
DFKLHYHG�E\�DXJPHQWLQJ� WUDGLWLRQDO�57/�

Figure 2 | In a USB verification environment, transaction-level processor 
models connect to RTL via USB.

Figure 3 | A hybrid use model of a virtual prototype and an FPGA 
prototype combines the advantages of both virtual and FPGA prototypes.
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simulation with virtualized transaction-
level models of processors and peripherals. 
This increases the speed of simulation and 
allows direct execution of TLM reference 
models as part of the test bench. In top-
GRZQ� ÁRZV�� YHULÀFDWLRQ� HIÀFLHQF\� FDQ�
EH� LQFUHDVHG� E\� UHXVLQJ� H[LVWLQJ� YLUWXDO�
SURWRW\SHV� DQG� WKHLU�PRGHOV�� ZKLFK�FDQ�
provide a head-start for verification 
VFHQDULR�GHYHORSPHQW�E\�VLPSO\�UHSODFLQJ�
WKH�57/� XQGHU�YHULÀFDWLRQ�ZLWK� D�7/0�
until RTL is available. The virtual 
SURWRW\SH� WKHQ� EHFRPHV� D� UHIHUHQFH� IRU�
57/�YHULÀFDWLRQ�WR�IROORZ�

+\EULGV�RI�YLUWXDO�SURWRW\SHV�DQG�)3*$�
SURWRW\SHV� DV� ZHOO� DV� K\EULGV� RI� 57/�
simulation and transaction-level models 
allow developers to capitalize on the 
FRPELQHG� DGYDQWDJHV� RI� WKH� LQGLYLGXDO�
solutions. The immediate effect on 
YHULÀFDWLRQ�HIÀFLHQF\�ODUJHO\�VWHPV�IURP�
IDVWHU�H[HFXWLRQ�RI�VLPXODWLRQV��ZKLFK�LQ�
WXUQ�HQDEOHV�IDVWHU�YHULÀFDWLRQ�WXUQDURXQG�����
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EDA: M
oving beyond RTL As a complete alternative to developing in register 

transfer level, transaction-level modeling can form the 

“golden source” for systems-on-chip and provide benefits 

in verification speed and quality. Here’s an overview of 

transaction-level modeling and its benefits.

System-on-Chip (SoC) development 
costs continue to grow rapidly, driven by 
increasing demand for more functionality, 
device mobility, and improved usability. 
These new capabilities demand more 
sophisticated software executing on 
multicore hardware and other special-
purpose accelerators to meet power 
and performance requirements. Design 
team productivity has not kept up with 
this growth in complexity, leading to 
lengthening development schedules. 
Because of this and other factors, 
development costs for complex SoCs 
are approaching $100 million, requiring 
companies to sell tens of millions of units 
WR�UHWXUQ�D�SURÀW�RQ�WKDW�LQYHVWPHQW�

The task of developing and integrating 
low-layer hardware-dependent software 
is usually on the critical path in systems 
projects and has the highest potential 
to reduce project costs. The problem 
is that software development often 
GRHVQ·W�EHJLQ�XQWLO�GHWDLOHG�DQG�YHULÀHG�
hardware models are available, and 
even those models might not fully meet 
system requirements. Software/hardware 
integration occurs at the end of the 
project, when changes are expensive 
DQG�OHQJWK\�WR�LPSOHPHQW��7KH�À[HV�DUH�
often limited to software, leaving the 
hardware suboptimal or omitting critical 
capabilities.

Functional verification of hardware 
and software and their interactions is 
another task on the critical path of a 
systems project. The increasing range 
of functionality in SoCs and software 
is raising design complexity and 
exponentially driving up functional 
verification costs. In addition, most 
current design processes capture the 
design as a Register Transfer Level 
(RTL) description, which is a somewhat 
detailed format that makes changes 
GLIÀFXOW�WR�LPSOHPHQW�DQG�VORZ�WR�YHULI\��
Many bugs are discovered toward the 
end of the schedule, requiring costly 
LWHUDWLRQV�WR�À[�DQG�UHYHULI\�WKH�V\VWHP�

Industry support is growing for the use 
of Transaction-Level Modeling (TLM) 
as a way to parallelize hardware and 
software development and to speed the 
path from design to silicon. Despite 
the widespread industry interest in 
TLM, creation of a standard approach 
to developing truly interoperable IP 
using TLM has been stalled by differing 
approaches. Overcoming the differences 
DQG�GHÀQLQJ�D�XQLÀHG�PHWKRGRORJ\�IRU�
SoC IP interoperability can address the 
new reality of tighter interdependence 
between hardware and software, 
allowing semiconductor companies to 
VLJQLÀFDQWO\�UHGXFH�ULVN�DQG�FRVW�

An automated approach to IP 
creation
Hardware virtual prototypes and high-
OHYHO�V\QWKHVLV�RIIHU�VLJQLÀFDQW�EHQHÀWV�
for system design, but they remain largely 
disconnected because they use different 
hardware models. Creating a single 
TLM model for virtual prototyping, IP 
synthesis, and functional verification 
eliminates the duplicated effort and 
software quality problems that can occur 
if the models differ. 

Virtual prototypes combine special-
purpose processor models with TLM 
models of the design IP to provide a 
platform for developing hardware-
dependent software drivers (shown in 
Figure 1). The TLM IP models provide an 
accurate representation of the hardware 
and serve as the single source for high-
level synthesis to RTL.

High-level synthesis has matured 
as an enabling technology and can 
now support most common hardware 
structures, making it possible to develop 
an entire SoC using TLM as the “golden 
source.” The fewer lines of source code 
correlate with fewer bugs. Simulation is 
faster at the higher level of abstraction, 
VR� IXQFWLRQDO� YHULÀFDWLRQ� VFKHGXOHV� DUH�
shorter, which means bugs are found 
earlier in the project. 

Furthermore, a single, reusable functional 
YHULÀFDWLRQ� HQYLURQPHQW� FDQ� EH� EXLOW�
for both TLM and RTL. This reduces 
the cost of reusing IP because the 
high-level synthesis tool can map the 
TLM description to new architectures. 
Also, a high-level synthesis tool that 

Transaction-level 
modeling brings 
IP up to speed
By Steve Brown 
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automatically integrates engineering 
change orders can rapidly implement late 
EXJ�À[HV�RU�PLQRU�UHTXLUHPHQWV�FKDQJHV�

After cleanly separating system 
constraints from the high-level logic 
design source code, the IP can be reused 
for new architectures by changing the 
V\QWKHVLV� FRQVWUDLQWV�� 7KH� DEVWUDFWLRQ�
and automation multiply the productivity 
RI�HQJLQHHUV�ZKR�DUH�FUHDWLQJ�WKH�ORJLF��
+RZHYHU�� WKH�IXOO�EHQHÀWV�RI�KLJK�OHYHO�
V\QWKHVLV�FDQQRW�EH�DFKLHYHG�ZLWK�D�ÁRZ�
WKDW�VLPSO\�SURGXFHV�57/� DQG�XVHV� WKH�
FXUUHQW� 57/�WR�*'6,,� ÁRZ�� 7KH� 7/0�
LPSOHPHQWDWLRQ�ÁRZ�PXVW�RSWLPL]H� WKH�
FRPSOHWH�SURFHVV��IURP�UHDGLQJ�WKH�7/0�
WKURXJK�SURGXFLQJ�WKH�UHVXOWLQJ�OD\RXW�

)XQFWLRQDO� YHULILFDWLRQ� UHTXLUHV� DQ�
DXWRPDWHG� DSSURDFK� WR� H[SORUH� FRUQHU�
case behaviors of the design and increase 
WKH�SURGXFWLYLW\�RI�YHULÀFDWLRQ�HQJLQHHUV�
as they specify the enormous range 
RI� V\VWHP� RSHUDWLQJ� FRQGLWLRQV�� 7KH�
2SHQ�9HULÀFDWLRQ�0HWKRGRORJ\��290��
is an industry-standard verification 
PHWKRGRORJ\� IRU� ERWK� 7/0� DQG� 57/�
GHVLJQV�� /HYHUDJLQJ� WKH� 290�� GHVLJQ�
WHDPV�FDQ�GHÀQH�D�YHULÀFDWLRQ�DSSURDFK�
WKDW� PLQLPL]HV� WKH� HIIRUW� UHTXLUHG� WR�
migrate the verification environment 
IURP� 7/0� WKURXJK� 57/� DQG� UHXVHV�
FRGH� WKURXJKRXW� WKH� SURFHVV��0HWULFV�

that measure the functional behaviors 
RI� WKH�GHVLJQ�FDQ� IRFXV� WKH�YHULÀFDWLRQ�
effort on those system behaviors not yet 
observed instead of repeating previous 
FRYHUDJH��'HEXJJLQJ�FDQ� EH� LQWHJUDWHG�
across all levels of abstraction and ideally 
EH�FRUUHODWHG�WR�WKH�RULJLQDO�7/0�VRXUFH�
WKDW�WKH�HQJLQHHU�FUHDWHG�

7R� DFKLHYH� DOO� RI� WKHVH� EHQHÀWV�� D� QHZ�
IP modeling methodology is needed to 
unify early software development and 
KDUGZDUH�GHVLJQ��7KH�PHWKRGRORJ\�PXVW�
HQDEOH� WKH�FUHDWLRQ�RI�7/0�PRGHOV� WKDW�
support early software development, 
functional verification, and high-level 
synthesis, while integrating with the 
H[LVWLQJ�57/�PHWKRGRORJ\�LQIUDVWUXFWXUH��
A single model reduces the effort as well 
DV�WKH�EXJV�LQWURGXFHG�GXULQJ�FRGLQJ��$V�
this methodology becomes more widely 
DGRSWHG��LW�LV�GHÀQLQJ�QHZ�RSSRUWXQLWLHV�WR�
reuse IP within the overall enterprise and 
WUDQVIRUPLQJ�WKH�WKLUG�SDUW\�,3�HFRV\VWHP�

New TLM IP categories 
7KH� HPHUJHQFH� RI� 7/0�EDVHG� YLUWXDO�
prototyping, synthesis, and functional 
YHULÀFDWLRQ� VROXWLRQV�ZLOO� GHÀQH�D�QHZ�
VHW�RI�,3�FDWHJRULHV��(DFK�FDWHJRU\�LV�SDUW�
RI� WKH�RYHUDOO�GHVLJQ�ÁRZ�DQG�SURYLGHV�
opportunities for reusability within 
a company as well as third-party IP 
EXVLQHVVHV��$�XQLI\LQJ�PHWKRGRORJ\�PXVW�

www.embedded-computing.com

Figure 1 | Virtual prototypes provide a platform for developing hardware-
dependent software drivers by combining special-purpose processor 

models with TLM models of the design IP.
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incorporate all of the following IP types 
to enable a full TLM solution:

 f Functional design IP: Computation 
(not interface or bus) logic, 
typically for synthesis

 f Virtual prototype IP: Computation 
(not interface or bus) logic 
for developing software

 f Synthesis constraint IP: 
Area, timing, power, and other 
guidance to a synthesis tool

 f SoC estimation IP: Area, timing, 
and power characterization 
for chip-level estimation

 f Functional transactor IP: Bus 
or interface of pin-level model for 
virtual prototypes and synthesis

 f Synchronization transactor 
IP: Synthesizable model 
for communication between 
two IP blocks

 f 9HULÀFDWLRQ�,3� Code that models 
external drivers, checks correctness, 
and measures completeness

 f 9HULÀFDWLRQ�SODQ� Stages of 
YHULÀFDWLRQ�DQG�PHWULFV�WR�
measure successful completion

Industry IP trends
$V� D� ÀUVW� FULWLFDO� VWHS�� WKH� LQGXVWU\� LV�
standardizing on TLM using SystemC 
to represent system hardware and enable 
broad adoption of virtual prototype model 
development. Other emerging standards 
use TLM to model hardware intended for 
V\QWKHVLV�DQG�VWDQGDUGV�WR�GHÀQH�UHXVDEOH�

WHVW� EHQFKHV� IRU� IXQFWLRQDO� YHULÀFDWLRQ�
across multiple levels of abstraction. The 
goal is to align all of these methodologies 
and IP types and enable the creation of 
a single hardware model that supports 
early hardware and software development 
as well as higher-productivity system 
integration and verification (shown in 
Figure 2).

[Figure 2 | A single hardware model must combine standardized methodologies and IP types to support functional verification across multiple levels of abstraction.]

IP reusability is the main driver for 
D� XQLÀHG� PHWKRGRORJ\�� <HDUV� DJR�� D�
XQLÀHG�GHÀQLWLRQ�RI�57/�UHXVH�H[SDQGHG�
the opportunities for companies to form 
around IP. For TLM IP, the goals of IP 
UHXVH�DUH�D�VXSHUVHW�RI�57/�,3�UHXVH��7KH�
IP needs to support transaction-level 
virtual prototypes for early software 
development, high-productivity design 
flows using high-level synthesis to 
explore different architectures, and 
DGYDQFHG� IXQFWLRQDO�YHULÀFDWLRQ�RI� WKH�
TLM and the SoC that integrates the 
TLM IP.

Exploding system development costs 
and shrinking schedules are driving the 
industry to adopt TLM, a new level of 
abstraction that enables earlier software 
development and more productive 
hardware design and implementation. 
The transition to this new abstraction will 
strengthen the IP industry by offering new 
capabilities and reducing maintenance 
costs. TLM should be embraced as an 
opportunity to add much higher value to 
IP offerings.  

Steve Brown is 
director of product 
management and 
system development 
automation at 
Cadence Design 
Systems. His 

experience includes several senior-
level engineering and marketing 
positions at Cadence, Verisity, 
Synopsys, and Mentor Graphics. 
Steve earned BSEE and MSEE 
degrees from Oregon State 
University and studied business 
leadership and marketing strategy 
at Stanford, Berkeley, Harvard, 
Kellogg, and Wharton. He teaches 
a Silicon Valley business 
leadership continuing education 
program at the UC Santa Cruz 
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Cadence Design Systems 
408-943-1234 
www.cadence.com

http://bit.ly/9j7tC5 

Figure 2 | A single hardware model must combine standardized methodologies and IP types to support functional 
verification across multiple levels of abstraction.
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Access netw
orks and Ethernet

Migration to 
Ethernet in the 
Access networks
By Asif Hazarika

Embedded devices on the edge are driving network bandwidth demand in the Access 

networks to double yearly, and the benefits of open standards built on Ethernet 

technology are fast becoming the way to get there. This discussion on the activities going 

on in the Access networks reveals the key issues.

Ethernet has become the dominant 
networking technology in enterprises, 
homes, and embedded applications due to 
several factors, including its compliance 
with open standards, scalable bandwidth, 
strong interoperability among vendors, 
and low cost of ownership. Emerging 
Carrier Ethernet standards enable end-to-
end networks to deliver rapidly scalable 
bandwidth, reliable quality of service, 
and the high availability associated with 
carrier grade networks while dramatically 
reducing carriers’ CAPEX and OPEX. 

As broadband connectivity increases its 
penetration the world over, it is important 
to provide a rich set of services in a 
broadband connection. The basis of these 
services is a next-generation network 
transport that can support not only Internet 
Protocol (IP) connectivity, but also 
Ethernet and legacy connectivity, such as 
asynchronous transfer mode, frame relay, 
time division multiplexing, and more.

Network bandwidth is now doubling 
every year, clearly driven by new 
services that support on-demand video, 
social networking, mobile applications, 
and gaming. With support already 
in place from service providers and 
equipment manufacturers around the 
world, Carrier Ethernet technologies 
are becoming an established platform 
for profit acceleration. Furthermore, 
although Carrier Ethernet started by 

providing last-mile access to the Internet, 
it is increasingly being used across the 
provider network.

Scaling current networks
Most of today’s current infrastructure is 
based on legacy Synchronous Optical 
Network (SONET). These networks were 
VSHFLÀFDOO\� GHVLJQHG� IRU� WHOHFRP� DQG�
had all the characteristics of resiliency, 
high availability, and manageability as 
required by service providers. However, 
what was not considered when these 
networks were built is that they would 
have to run at much higher speeds and 
would require delivery of many other 

types of private and public services not 
known at the time.

At the client end, Ethernet equipment 
can pump out 100 Mbps. At this speed, 
621(7� QHWZRUNV� KDYH� D� GLIÀFXOW� WLPH�
keeping up in an economical manner from 
both a CAPEX and OPEX standpoint. 
A DS1/T1 line runs at 1.544 Mbps; 
the plesiochronous digital hierarchy 
equivalent E1 runs at 2.04 Mbps. To 
match up these speeds, multiple T1s or 
E1s need to be run, which increases the 
complexity of provisioning, protection, 
and management. Figure 1 illustrates the 
increase in SONET costs versus Ethernet.

Figure 1 | SONET-SDH costs 6x more than Ethernet for higher than  
10 Mbps speeds. (Image courtesy of Metro Ethernet Forum.)
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[Figure 1 | SONET-SDH costs 6x more than Ethernet for higher than 10 Mbps speeds. (Image courtesy of Metro Ethernet Forum.)]

Ethernet services such as virtual private 
LAN and leased lines, which enable 
global enterprises to connect over large 
geographical regions, have become 
popular. Providing this service over 
legacy SONET interfaces is a challenge 
and drives up costs in a competitive 
market. Ethernet services have gained 
popularity in the enterprise as businesses 
globalize to increase reach and reduce 
costs. Many enterprises are now using 
Virtual Private Line Services (VPLS). 

As demand for bandwidth increases, 
providers are forced to upgrade their 
networks. One of the greatest challenges 
the service provider faces is increasing 
the average revenue per user and 
delivering services at a lower cost per bit. 
This is where Ethernet becomes a viable 
alternative to legacy SONET technology. 
Ethernet is a well-known, ubiquitous 
entity, and economies of scale have made 
it extremely feasible as a replacement. 

2YHU�WKH�SDVW�ÀYH�\HDUV��YDULRXV�VWDQGDUG�
bodies have launched efforts to develop 
and standardize Ethernet into a carrier 
class technology. Carrier Ethernet has 
been developed to give Ethernet the 
carrier class capability that was missing 
in Ethernet, originally developed for 
the enterprise. The four significant 
organizations involved in this effort 
are the Internet Engineering Task Force 
(IETF), Metro Ethernet Forum (MEF), 

Telecommunication Standardization 
Sector (ITU-T), and IEEE 802.1 
working groups. 

Technologies designed to provide carrier 
grade characteristics to Ethernet include:

 f Provider bridging (IEEE 802.1ah)
 f Transparent Interconnections 

of Lots of Links (TRILL)
 f Shortest path bridging 

(IEEE 802.1aq)
 f ITU-T protecting switching 

(ITU-T G 8031, G 8032)
 f Continuity Fault Management 

(CFM, IEEE 802.1ag)
 f Provider backbone bridging 

(IEEE 802.1ad)
 f Ethernet in the First Mile 

(EFM, IEEE 802.3ah)

From the Carrier Ethernet perspective, 
several private line services are offered in 
the metro and Access networks:

 f E-line:�$�0()�GHÀQHG�VHUYLFH�
equivalent to IETF Virtual Private 
Wire Service (VPWS), or ITU-T 
Ethernet Private Line/Ethernet 
Virtual Private Line (EPL/EVPL)

 f E-LAN:�$�0()�GHÀQHG�VHUYLFH�
equivalent to IETF VPLS 
or ITU-T; the User Network 
Interface (UNI) device enables 
the service, which is also called a 
demarcation device (see Figure 2)

 f E-TREE: A special point-
to-multipoint case

[Figure 2 | A User Network Interface (UNI) enables E-LAN, a private line service defined by the Metro Ethernet Forum.]

By having carrier grade attributes, 
Ethernet can now be used from end to 
end to provide services for customers 
in a physically separate location. Multi-
Protocol Label Switching (MPLS) was 
ÀUVW� LQWURGXFHG� LQ� WKH� SDFNHW� QHWZRUN�
core several years ago, and since then, 
has gained popularity by providing 
private line services. 

Services needed in the Access 
network
Driven by video on demand, IPTV, social 
networking, and other capacity-hungry 
applications, the need for high-bandwidth 
connections has led to the introduction 
of DSL, Gigabit-capable Passive Optical 
Network (GPON), and other Ethernet-
based services for broadband connection, 
and the Access infrastructure to support 
this is quickly moving to Ethernet. 
Similarly, 3G smartphones are moving to 
Long-Term Evolution (LTE), meaning that 
4G will drive a similar demand for Access 
equipment to wireless backhaul networks. 
Having full Carrier Ethernet capabilities in 
native Ethernet will enable the delivery of 
end-to-end Ethernet solutions.

The introduction of Ethernet-based 
customer premises equipment requires 
that a matching Ethernet Access Device 
(EAD) be connected to the Access 
aggregation network. Thus, the migration 
from T1/E1 links to pure Ethernet 
with consumer electronics capabilities 
is already happening. EFM has been 
developed to expand the capability of 
Ethernet into the Access.

Links shown at the left of Figure 3 are 
Ethernet 10/100 connections that have 
been aggregated into a GbE link that 
connects to the EAD. Typically, the link 
between the aggregation device and the 
EAD is protected with a redundant link 
that is monitored using CFM. If one link 
is lost, the failure is detected and a switch-
over to the healthy link is achieved. These 
standards, along with the provider bridge 
and provider backbone bridge, provide the 
necessary framework to enable connection 
and paths from the Access nodes or UNI 
through the WAN to the end nodes.

Figure 2 | A User Network Interface (UNI) enables E-LAN, a private line 
service defined by the Metro Ethernet Forum.
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With an abundance of standards-based 
communication protocols involved in 
the construction of scalable Carrier 
Ethernet networks, equipment vendors 
who wish to reduce risk and speed time 
to market should consider adopting a 
comprehensive off-the-shelf software 
platform. To accelerate the introduction 
of Carrier Ethernet features, IP Infusion 
has introduced the ZebOS Network 
Platform, a comprehensive suite of IPv4 
and IPv6 Layer 2/Layer 3 MPLS and 
Metro Ethernet protocols that supports 
full interworking between Ethernet and 
IP/MPLS networks. 

ZebOS powers many different types 
of network elements that span both 
enterprise networks and provider 
networks. In addition to being modular, 
scalable, and portable to various single-
core and multicore hardware and software 
platforms, the carrier grade software 
architecture provides resiliency, high 
availability, and high performance.

End-to-end Ethernet provides numerous 
EHQHÀWV� WKDW� PDNH� WKH� QHWZRUN� PRUH�
scalable, delivering carrier grade high 
performance at much lower cost per bit. 
Its ease of use and deployment provides 
huge return in terms of CAPEX and 
OPEX. We believe that the migration of 
Carrier Grade Ethernet into the Access 
network holds this promise, and major 
carriers around the world who have 
deployed this technology are already 
VHHLQJ�WKH�EHQHÀWV���
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Figure 3 | Links aggregated into a GbE link connect to the Ethernet 
Access Device (EAD).
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Maybe it’s OTPC?
The One Laptop Per Child 
(OLPC) effort is really an 
outstanding cause, but the 
organization might consider 
changing its name to reflect 
this latest initiative – an 
XO tablet, partnering with 
Marvell and its Mobylize 
team. The target is a 1 W 
tablet platform that will aid kids around the world in creating, 
not just viewing, educational content.

The Moby tablet reference design features gigahertz processor 
speed, 1080p full-HD encode and decode, intelligent power 
management, 11n Wi-Fi/Bluetooth/FM/GPS connectivity, 
high-performance 3D graphics, and support for multiple 
software standards, including full Adobe Flash, Android, 
Windows Mobile, and Ubuntu. 

Mobylize  |  www.mobylize.org 

www.embedded-computing.com/p45301 

Android apps 5x happier
The Dalvik Virtual Machine (VM) 
for Android is a good example 
of embedded software that can 
be optimized for a specific core, 
and the recent announcement 
from MIPS and Myriad Group 
illustrates just how much potential 
optimization can bring.

Myriad’s Dalvik Turbo VM replaces the standard Android 
Dalvik engine and is optimized for up to 5x better performance 
on MIPS architecture cores with full code compatibility. This 
helps apps run faster in the same memory footprint and 
extends battery life. The software is operational on all current 
versions of Android up to and including versions 2.1 (Éclair) 
and soon to be available for 2.2 (FroYo). A free evaluation 
version will be available at www.mipsandroid.org as of 
August 1.

Myriad Group AG  |  www.myriadgroup.com 

www.embedded-computing.com/p45302
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WinSystems also offers...
Open Frame Panel PCs I/O Modules

PC/104 expansion Strong, durable packaging6.5-, 12-, and 15-inch units

Ask about our 30-day product evaluation.

Enclosures


