EDITOR’S
FOREWORD
By JOE PAVLAT

Turning 100
We have been writing quite a bit lately about “AdvancedTCA
Turns 10,” as work began on that speciﬁcation in 2001. But a
well-known company in our market space turned 100 in June.
That company, originally known as the Computing Tabulating
Recording Corporation – now known as IBM – opened its doors
in 1911. We think about IBM as a premier technology company,
and it certainly is that, but the real key to IBM’s success has
been not to push a particular product or technology, but rather to
package technology to help businesses operate more efﬁciently.
It is that idea that has allowed IBM to survive and generally
prosper. Over the last century, it has provided the business world
with an ever-evolving range of products – from punch card
tabulators to mainframes to magnetic tape storage systems to
PCs and (more recently) consulting and services.
IBM’s engineers and scientists have invented an enormous
amount of technology along the way, including hard and ﬂoppy
disks, DRAM, relational databases, and the Universal Product
Code. The company holds more patents than any other American
technology company. But these technologies came about not for
the sake of technology, but rather to further the idea of making
products to allow businesses to run better.
Other companies share this model. Apple, for example, has never
developed any basic technology that I can determine, but rather
repackages technology – laptop and desktop computers, music
players, smartphones, and tablets – and makes these products
elegant and easy to use. Apple commands premium prices in the
market as a result of focusing on an idea. Similarly, Amazon’s
founders made it easy to buy over the Internet. It doesn’t really
matter what is being sold, Amazon makes sure it is easy to buy.

In this issue, Dr. Mathias Hellwig (Emerson Network Power)
offers a tutorial on bit error rates and channel modeling for 40 G
systems. Moving away from 40 G technical issues, Austin Hipes
(NEI) discusses virtualization in AdvancedTCA systems and
explores the need for ﬂexible and dynamic provisioning that can
adapt to changing data trafﬁc patterns in operational systems.
On another note, Tom Roberts (Mercury Computer) provides
an interesting application example using Serial RapidIO-based
AdvancedTCA systems for testing the performance of other
AdvancedTCA systems. The low latency and determinism that
SRIO offers is key. Rounding out the articles Trevor Hiatt (IDT)
discusses RapidIO and moving from interconnect to server mode.
This issue’s Software Corner by Curt Schwaderer has something
for anyone who needs solid footing in the comprehension of
network intelligence, a topic growing warmer by the minute.

Joe Pavlat, Editorial Director
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These companies, who concentrate on an idea, might also make
it to 100. Companies who focus on a particular technology, like
Dell (PCs), Cisco (routers), and Microsoft (Windows) might
have a tougher time.
In our world great ideas often need great technology to bring
them to fruition. And bringing you the latest technology advances
and challenges is what this publication is about.
40 G AdvancedTCA remains a hot topic. In the July E-letter
(http://opsy.st/nzw525), Ovidiu Mesesan (Elma Bustronic)
details the issues that must be taken into account when designing
40 G AdvancedTCA backplanes, and Venkataraman Prasannan
(RadiSys) gives us a high-altitude view of 40 G system issues
and the need for careful systems integration.
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SOFTWARE
CORNER
By CURT SCHWADERER

Network intelligence primer
Last issue’s Software Corner column previewed a company
called CriticalBlue and its multicore application analysis tool
called Prism. I am happy to report that thus far I have really
enjoyed working with Prism, and the support people have been
very helpful. I am using this tool with tutorials and some production multicore code and will report on my experience in the next
issue of Software Corner. Meanwhile, another Software Corner
deadline crept up before I had completed my evaluation of Prism,
which brings us to this issue’s column.
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This column covers network intelligence, a very hot topic at the
center of a number of discussions in communications circles. But
what does the term mean? Why is it becoming so important?

$5

What does “network intelligence” mean?
“Network intelligence” describes a network’s ability to identify protocols ﬂying around within the network and extracting
content information that enables analysis of network usage, data
relationships, and/or communications patterns.
When you hear the term “network intelligence” you might think
ﬁrst of lawful surveillance and intercept. And you’d be partially
correct – an aspect of network intelligence does involve surveillance of information being passed through the network to catch
criminals. But that’s only part of the network intelligence puzzle.
The tremendous growth of the Internet over both wired and wireless network topologies has resulted in an explosion of new applications, products, and services. Figure 1 shows an astounding
400 percent growth over the past eight years in annual revenue
from the Internet. Figure 2 shows annual advertising revenue over
a 16-year period for broadcast TV, cable TV, and the Internet.
While comparable growth among the three platforms was fairly
neck and neck from years one through 10, since that time Internet
advertising revenues have grown at a tremendous rate, far outpacing broadcast and cable television revenues.
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Figure 1
Annual revenue generated on the Internet.
Courtesy http://beswiftstaycurrent.com/uncategorized/other-growth/384/
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The concept of an “intelligent network” isn’t particularly new.
But the network intelligence term and its importance to the future
of the network have been enabled through the conﬂuence of a
couple of disruptive technologies:
❯ Multicore processors that are able to process packets faster
and deeper into the packet content at multi-gigabit line rates.
❯ Deep Packet Inspection (DPI) technology comprising
hardware acceleration and software processing
that is able to identify endpoints, protocols, and
the applications inside at very high data rates.
Continues on page 7.
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Figure 2
Internet, TV, cable revenue comparison.
Courtesy http://beswiftstaycurrent.com/uncategorized/other-growth/384/
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Together, these disruptive technologies are enabling the development and deployment of network intelligence.
Why is network intelligence important?
Big business, big revenue, extensive worldwide reach. That’s what
the Internet is about today, and network intelligence implies a solution to a wide variety of challenges presented by the growth of the
Internet. Examples of applications where network intelligence is
important are:
❯ Bandwidth management and trafﬁc shaping. Information
about the type of content being passed can allow network
operators to be smarter about managing their trafﬁc in the
most efﬁcient way possible to ensure the best possible user
experience. If network intelligence can inform operators
about which ﬂows can tolerate packet loss and not cause
retransmission storms, the network becomes more efﬁcient.
❯ Charging and billing. Charging based on the applications
being accessed rather than following a traditional
monthly fee model becomes possible with network
intelligence. Further, service level agreements require
network intelligence. Under a service level agreement,
users who opt for a higher quality of service can access
a wider range of higher-bandwidth applications.
❯ Lawful surveillance. Using network intelligence,
the network can report anomalies as well as identify
and deliver ﬂows belonging to subscribers for which
law enforcement has a warrant. This puts network
intelligence at the heart of issues such as: terrorist
organizations using social media to coordinate and plan;
hackers attempting to do bad things to almost every
Internet service available; and the large push to enforce
copyrights on material by the entertainment industry.
❯ Customized user experience. Network intelligence allows
analysis of individual subscriber viewing and buying habits.
Based on this information, search engines and personal
ads can identify places that match against these habits for
a subscriber. By the network becoming more intelligent,
the applications can become more intelligent about the
kinds of things that are relevant for each subscriber.
Network intelligence resources and participants
A number of solutions providers for network intelligence have
their roots in network processor and protocol analysis technology going back more than 10 years. Companies including
IP Fabrics, Qosmos, and ipoque all have varying historical
expertise in network processors and multicore technology,
protocol analysis, and protocol decoding. So it is natural that
these companies apply their core competencies to the network
intelligence space.
IP Fabrics is a company founded in 2002 to create and sell a
packet processing language and associated “virtual machine” for
the Intel IXP family of network processors. In 2005 the company
used its technology to create DeepSweep – an all-in-one network
surveillance appliance targeted at communications service providers in the U.S. in order to comply with the Communications

Assistance Act for Law Enforcement Associations (CALEA)
laws set forth by the U.S. government. From there, IP Fabrics
developed DeepProbe – a Deep Application Packet Inspection
(DAPI) appliance that can be conﬁgured remotely and deliver
individual streams of applications based on interesting subscribers or endpoints to larger mediation systems that can collect, analyze, and report on a wide variety of information from billing to
lawful surveillance. This product also has the ability to analyze
overall trafﬁc trends and provide information that enables the
trafﬁc types being passed on the network.
Qosmos is a French company that started with protocol analysis
and extended this reach into performing DPI functions that can
be run on a variety of platforms. Its software development kit
product is called the ixEngine. Qosmos has also introduced a
probe called ixMachine that will statefully inspect ﬂows in realtime and deliver relevant information to a collection system.
Rohde & Schwarz recently acquired ipoque, which has a portfolio of products for trafﬁc management and policy enforcement,
as well as an application-decoding engine, a platform for the
development of statistics, and analytical devices for providing
application information.
Network Intelligence Alliance
The Network Intelligence Alliance (NI Alliance) is an organization that enables collaboration among technology providers
whose solutions secure data in transit, ensure efﬁcient data delivery, monetize data transactions, or track real-time information.
This collaboration involves sales and marketing as well as technology integration. The second purpose of the NI Alliance is to
educate the public about the role of network intelligence in protecting sensitive information, delivering value-added services,
applications, and information, and ensuring better performance
of network-dependent applications. Visit: www.nialliance.org.
Summary
We’ve reached critical mass as technologies, products, services,
and network demands push network intelligence to the forefront
of the talk about next-generation networks. Deployments are
happening. Wired and wireless network service providers are
incorporating network intelligence into their current deployments as well as planning additional capabilities in the future.
Merger and acquisition activity around the companies involved
with network intelligence is growing.
OpenSystems Media has created a LinkedIn group called
Network Intelligence where we’ll be sponsoring people and
companies that have technology, products, and applications
involving network intelligence. It’s an open group and I invite
you to join. I also invite you to follow our @multicore_tech
Twitter feed where we report on the latest news, technology, and
events relating to multicore, deep packet inspection, and other
aspects of network intelligence.
For more information, contact Curt at
cschwaderer@opensystemsmedia.com.
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Mobile Communications

Applications

Racing to test
next-gen mobile:
Inside track for
AdvancedTCA?
By Tom Roberts

Test equipment manufacturers increasingly find themselves in time-to-market races
where they feel the eyes of all those counting-on-five-nines users on them. Tom
outlines here what’s needed for the challenges of this race and evaluates what kind
of racing form AdvancedTCA brings to the contest.
One of today’s most demanding applications is testing next generation mobile
communications. At any point in time
hundreds of mobile phone calls can
occur within the range of any given cell
tower, and every user expects a reliability of 5-nines (99.999 percent) or higher.
Long Term Evolution (LTE) telecommunications test equipment must be powerful and flexible enough to simulate
new generations of handsets with a wide
range of behavior. Such equipment must
also test the real-time data throughput of
millions of voice and data calls. Without
such insight and monitoring, telecom
providers cannot maintain network performance and deliver on Service Level
Agreements (SLAs).
Programming test equipment to accurately simulate future services as they
encounter anticipated voice and data
traffic is a must for telecom providers.
Developers of telecommunications test
equipment can stay ahead of the curve
by building flexibility and scalability
into systems that are well capable of the
advanced processing sophisticated simulations demand.
An AdvancedTCA solution architecture,
implemented with a Serial RapidIO data
plane, addresses this challenge (Figure 1).
Take the need for scalability, for example.
The AdvancedTCA architecture is scalable, with system configurations ranging
8

|

August 2011

|

from two to a hundred or more AMC-based
processing elements. When populated with
various kinds of processors, the AMCs can
enable each simulation algorithm to match
the type of processor that delivers optimal
performance. Serial RapidIO links together
the simulating processors to bring about
high-bandwidth, low latency, and deterministic interprocessor communications.
Proper matching for processing
power efficiency
Different processing elements, such
as FPGAs, DSPs, and network processors, are designed to handle different processing requirements. Standard
general-purpose processors, Digital
Signal Processors (DSPs), and FieldProgrammable Gate Array (FPGA) processors each specialize in a particular
type of processing, and some work more
successfully than others for a given processing problem. If an application is
processing-intensive but does not have
properly matched processing technology,
it may need more processing power than
it otherwise would.
FPGAs are most effective for simple
mathematical operations such as add/
multiply. When performing add/multiply and other basic tasks, FPGAs carry
out the operations at the gate level as the
data moves through. Unlike FPGAs, other
types of processing elements must move
the data from memory to a computational

CompactPCI, AdvancedTCA & MicroTCA Systems

unit and back. For beamforming applications, which require an enormous number
of simultaneous mathematical calculations, FPGAs are far superior to other
processor types. Operations that can be
performed with Boolean logic are best
done on FPGAs. FPGAs are also good for
filtering operations, which pull wanted
desirable data from an incoming data stream
or remove unwanted data. For example, in
applications that process antenna-generated data, an FPGA can efficiently filter
out carrier information from incoming
data channels.
DSPs, on the other hand, are very effective for data compression and decompression (codec) operations. In addition,
applications often combine compression and decompression of data using a
pipelined process with echo cancellation
operations, another DSP strength. Echo
cancellation is a critical component of
Voice over Internet Protocol (VoIP)
technology. For codec operations, DSPs
perform significantly better than standard processors or FPGAs.
Network processors, which are specialized programmable Application-Specific
Integrated Circuits (ASICs), are best for
in-depth packet analysis. The format of a
packet is clearly defined, so the desired
information can be extracted efficiently.
A network processor in a router, for
example, defines in real time:

MEN-F-5850 CPCI TCA.qxd

f Where to send an incoming packet
f What its priority is
f How promptly it needs
to be processed

understandable. The goal is 200 to 250
milliseconds of maximum delay end-toend, which must be accurately simulated
in the test equipment.

The network processor functions just mentioned and similar functions are based on
in-depth analysis of the packet content.

These very low latencies must also be reliable. For the application to perform properly, each data processing step must be performed within a clearly defined, extremely
small window of time, and this window
must be the same each time the step is
performed. This characteristic, referred
to as determinism, requires the consistent,
reliable, and highly predictable data movement Serial RapidIO makes possible.

When different types of processing must
be applied to a data stream, it makes
sense to match processing elements to
specific processing needs. For example,
in voice and video applications, the DSP
engine compresses the data, while the
network processor on the router identifies packets as voice or data-only,
assigns a higher priority to voice packets, and sends them out on the network.
Or, in a voice processing application, an
FPGA does waveform processing of the
input signal from the antennae, while
a network processor behind the FPGA
performs packet-level processing.
Latency and determinism
Latency and determinism are critical
characteristics of telecommunications
test processing requirements. Processing
latency – where latency is units of time
measured from ingress port to egress port
– must be very low. The parameters that
define a low-latency response depend on
the application. For example, voice processing applications must control the signal processing delay across the entire network, including both satellite transmission delays and intra- and inter-system
processing delays, to make a phone call

The RapidIO protocol was designed specifically for embedded applications, supporting chip-to-chip and board-to-board
communications. RapidIO delivers communications with high bandwidth, low
latency, determinism, and limited software
dependence. Most of the RapidIO protocol
is implemented in the hardware of its endpoints, simplifying software support and
reducing software overhead.
The case of the LTE test system
Addressing a challenge with
AdvancedTCA telecommunications test
equipment requires expertise and experience in data plane integration, using
combinations of general-purpose processors, DSPs, and FPGAs. For example, to
achieve high bandwidth and low latency,
a Japanese leader in 3G/LTE Radio
Access Network (RAN) testing recently
developed an LTE test system that established a new testing capacity standard.
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CompactPCI®
Goes Serial

■

PCI Express®, Ethernet, SATA,
USB on the backplane

■

CompactPCI® PlusIO
(PICMG 2.30) 100%
compatible to
CompactPCI® 2.0

■

CompactPCI® Serial
(PICMG CPCI-S.0) 100%
compatible to 19”
mechanics (IEEE 1101)

■

Individual system solutions
from inexpensive industrial
PCs to redundant systems
or complex computer clusters

Embedded Solutions – Rugged
Computer Boards and Systems
for Harsh, Mobile and
Mission-critical Environments

Figure 1
A RapidIO-based AdvancedTCA architecture allows
for a great degree of scalability and flexibility.
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Mobile Communications
In this test system a 14-slot
AdvancedTCA chassis (Figure 2) forms
the base platform, though conﬁgurations
can be scaled down based on customer
requirements. A pair of Serial RapidIO
switch blades moves data between processors with maximum efﬁciency using
a dual-star switching topology over the
backplane. AdvancedTCA carrier blades,
each hosting four AMCs, and a specialized processing blade with FPGAs and
DSPs ﬁll out the rest of the slots. To
perform the processing, the AMCs sited

Applications
on the carrier blades use a dedicated
Mercury MTI-203 TI DSP AMC and an
MPC102 dual-core 8641D AMC.
The result is a very high-capability product test system for telecommunications
equipment. Robust system conﬁgurations
like this can be built using Mercury’s
Ensemble 8000 AdvancedTCA or
Ensemble 2000 MicroTCA application platforms. These systems all support high-bandwidth backplane data
movement with the RapidIO switch

Figure 2
A 14-slot AdvancedTCA chassis,
the Mercury Ensemble 8000.

fabric, connecting carrier blades, switch
blades, system software, and a wide
range of processor-based AMCs. The
set of processor-based AMCs includes
Xilinx FPGAs and TI DSPs as well as
PowerQUICC and PowerPC 8641D processors. Application developers can use
the platforms to combine extreme processing density with low-latency, deterministic communications.
Race strategy: it takes a village
With technologies on the racing team that
include multicore processors, the latest
DSPs and FPGAs, and Serial RapidIO
interface, AdvancedTCA can perform
to the level required to meet rigorous
LTE telecommunications test equipment
demands. The result is a modular system
that can handle applications simulating
the latest wireless networks.
Tom Roberts is a
Solution Marketing
Manager at Mercury
Computer Systems. He
joined Mercury in 1999
and has more than 20
years of experience in systems
engineering and technical marketing
with IBM, Nixdorf, Data General,
Digital Equipment, and Compaq. Tom
has a bachelor’s degree in engineering
from Cornell and a master’s degree in
business from the University of Kansas.
Mercury Computer Systems
troberts@mc.com
www.mc.com
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Challenges

AdvancedTCA and Virtualization

Virtualization and
elastic provisioning
in carrier-grade solutions
By Austin Hipes

Austin discusses packet processing,
encryption/decryption, load balancing,
transcoding, and general purpose
processing challenges. He then describes a response to these challenges
that can be deployed on IP-based
telecommunications platforms to save
power and real estate while minimizing
capital expenditure.
Modern carrier-grade platforms comprise unprecedented
amounts of processing, memory, and network I/O resources. For
developers, though, these goodies also come with the mandate to
make the most effective use of modern platforms through scaling
and other techniques. Through the intelligent use of carrier-class
virtualization and elastic provisioning, developers can create
highly scalable platforms and often eliminate unnecessary overprovisioning of resources for peak usage.
Current advances in multicore processors, cryptography accelerators, and high-throughput Ethernet silicon make it possible to
consolidate what previously required multiple specialized server
platforms into a single private cloud. 4G wireless deployments,
HD-quality video to all devices, the continuing transition to VoIP
technologies, increased security concerns, and power efﬁciency
requirements are all driving the need for more ﬂexible solutions.
What is a private cloud?
In this article, the term private cloud refers to a pool of resources
a telecom equipment provider has designed and developed for a
speciﬁc set of purposes. This article is not using private cloud to
mean the general pool of resources found in an IT department and
made possible by the department’s general server capabilities.
To deliver the desired level of service, high availability, management, and capacity, telecom service providers will need to tightly

control equipment resources for most deployments. Depending
on the services and scale required, the private cloud infrastructure could encompass anything from a single AdvancedTCA
chassis deployment all the way through multiframe solutions
that include AdvancedTCA platforms, storage subsystems, and
networking equipment.
Driving factors
Four key areas are driving telecom OEMs toward private cloud
infrastructure:
❯
❯
❯
❯

Hardware advances
Software efﬁciency
Design ﬂexibility
Power efﬁciency

Each one plays a role in an OEM’s decision to expand development resources to move into new areas.
Hardware advances
Single Board Computers (SBCs), multicore processors, and
dense memory conﬁgurations are becoming mainstream. By
early 2012, multiple manufacturers will be producing next-generation SBCs that support 16 physical CPU cores and the ability
to have 128 GB-plus of installed RAM.
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AdvancedTCA and Virtualization
In addition to raw compute power, SBCs
and their supporting AdvancedTCA
switches are also rapidly moving to support 40G Ethernet fabrics in standard
AdvancedTCA platforms. When combined, these advances allow for large
increases in Deep Packet Inspection (DPI)
and transcoding, as well as general
control plane and data plane performance.
System-level acceleration of virtual
machine (VM) function allows for direct
access to levels of performance of shared
hardware resources, as Figure 1 depicts.
Technologies such as Intel’s VT-x allow
direct assignment of I/O devices to VM,
greatly reducing the performance penalty of the emulated virtual devices used
in the past.

Challenges

must access it through the hosting processor via an extra interconnect. This
effect, know as Non-Uniform Memory
Accesses, or NUMA, can allow for performance variances on memory-intensive
applications deployed in a monolithic
fashion on a single SBC. Utilizing VMs,
multiple instances of the same application can run on an SBC, but each can have
its own virtual CPU cores and memory
tied to a single physical processor to help
maintain a uniform performance level.
VMs can create a uniform development environment as well as a testing
environment for programmers. Such an

environment makes it possible to use a
range of tested hardware platforms with
little or no additional application development. Being able to skip further application development makes faster adoption of new hardware possible, as well as
making it easier for OEMs to source computing elements from multiple vendors.
Design ﬂexibility
By deploying a private cloud with virtual
machine infrastructure, your hardware
becomes a pool of resources available to
be provisioned as needed. The control
plane, data plane, and networking can all
share the same pool of common hardware.

Hardware as well as software cryptoacceleration is decreasing the CPU utilization for the much-sought-after encryption for telecom applications. Intel’s new
AES-NI instructions for its latest generation of Xeon processers, for example, can
allow for a two to three times increase in
AES encryption processing when used on
a standard SBC. Additionally, hardware
accelerators like Cavium’s Nitrox III and
Intel’s Cave Creek are likely to achieve
20-40 Gbps encryption throughput by
year’s end.
Software efﬁciency
Many control and data plane applications
do not scale linearly across multiple CPU
cores, often plateau-ing in performance
gains between 2-6 CPU cores , as Figure
2 illustrates. Such leveling off prevents the
applications from utilizing the full potential of modern AdvancedTCA SBCs without the use of virtualization.

Figure 1
VM acceleration via direct device assignment

Some applications are more I/Ointensive, whereas other are more CPUintensive. By mixing such applications
on the same compute node using different VMs, it’s possible to keep resources
separate while more efﬁciently utilizing
the physical infrastructure’s resources.
Most multi-socket SBCs deployed today
have memory controllers embedded
into each processor. To access memory
hosted on one physical processor, the
neighboring processor on the same SBC
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Deployments can be easily upgraded
by simply adding physical resources to
the managed pool. Also, migrating VM
instances from one compute node to
another, (Figure 3), can be nondisruptive.
Many telecom solutions require multiple different hardware solutions simply
because they are made up of applications
that run on different operating systems.
In a private cloud deployment, multiple
operating systems can be run on the
same physical hardware, eliminating
this requirement.

Figure 3
VM migration and load balancing

Figure 4
Dynamic migration of VMs

A private cloud enables running
instances (virtual machines tailored to a
speciﬁc function) to be tailored to different workload environments. For example, you can assign a dedicated service
level to each instance, and as demand
increases or decreases, other instances
can be spawned or decommissioned
as necessary. This allows each process
workload to be tailored for the momentin-time demand required (Figure 4).
This ability to tailor each process workload to address moment-in-time demand
means the practice of over-provisioning
all resources for a “peak workload” can
go by the wayside. As resources are no
longer needed, they are simply added
back into the pool to be used by other
instances that may need to be spawned.
Power efﬁciency
Led by Verizon’s Telecommunications
Equipment Energy Efficiency Ratings
(TEEER), telecom service providers are
requiring higher levels of power efﬁciency
out of the equipment they purchase.
Virtual machines allow for the more efﬁcient use of hardware resources by allowing multiple instances to share the same
physical hardware, maximizing the use of
those resources and increasing the work
per watt of power consumed when compared to traditional infrastructure.

Figure 5
Private cloud architecture

VMs also allow for 1+1 and N+1 redundancy through the use of multiple virtual
instances running fewer independent
hardware nodes, like AdvancedTCA
SBCs. In addition, VMs often require
fewer physical nodes to achieve the
same level of redundancy. By reducing
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the physical node count to achieve the
same uptime goals, less power is consumed overall.
AdvancedTCA and the private
cloud
Now that we’ve explored some of the
reasons why it makes sense to utilize carrier-grade private cloud infrastructure for
many telecom solutions, what is required
to begin development of a private cloud
environment for your solution?
Choosing AdvancedTCA chassis with
SBCs for the compute node (the most
common core element in any private
cloud) makes sense based on their commonality, variety, manageability, and ease
of deployment.
Network switches with Layer 3 functionality are the glue that holds the private cloud together. The selection of
AdvancedTCA switches will depend
largely on the internal and external
bandwidth required for each compute
node. Video streaming or deep packet
inspection typically requires much more
bandwidth (and thus higher bandwidth
switches) than SMSC messaging, for
example, to optimize performance.
The last necessity is also one of the most
critical: shared storage. For an instance to
be launched or migrated to any physical
node, all nodes must also have access to
the same storage. In private cloud infrastructure, a high-performance SAN and a
cluster ﬁle system often supply this access.
Connectivity options typically include
Fibre Channel, SAS, and iSCSI connectivity. iSCSI with link speeds of up to
10 Gbps is the least intrusive approach to
implementation to each node, as the SAN
can be connected to AdvancedTCA fabric
switches to provide storage connectivity to
each node.
To avoid gobbling fabric bandwidth for
storage connectivity, employing SAS or
Fibre Channels that are directly attached
and connected externally to each node via
RTMs is a viable option. With multiple
manufacturers now making AdvancedTCA
blade-based SANs as well as NEBS certiﬁed external SANs, many options are
available to meet the SAN requirements
14
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for a carrier-grade private cloud.
Hypervisor choice is key
One of the most important decisions in
private cloud development is the choice of
hypervisor. Hypervisors form the underlying framework for running multiple VMs
on a single physical server. Each one carries its own strengths and list of supported
hardware. It is advisable to study the characteristics of the main hypervisors available before making a selection to ensure
the best ﬁt to requirements for features,
hardware support, high availability, and
cost. The main hypervisors used today
are VMware ESXi, Citrix XenServer, and
Microsoft Hyper-V, but many others are
available as well (Figure 5).
Next is the selection of a hypervisor
manager. These go by many names, but
essentially a hypervisor manager is a

cluster-aware, multi-hypervisor manager.
This is the overall manager that monitors
the hypervisors in its care and transforms
a bunch of hypervisors running on independent compute nodes into a true private cloud, allowing for VM instances
to migrate across physical hardware
(Figure 6). Often the hypervisor selection
will drive the decision of the hypervisor
manager, but there are several third-party
tools speciﬁcally designed to manage the
most popular virtual environments.
Each running VM must have its own OS.
One of the strengths of a private cloud is
that a single physical node can run multiple operating systems in guest VMs at
the same time. It is important to remember, however, that when running licensed
operating systems, each running VM
typically requires its own license by the
OS provider.

Figure 6
Private cloud management

Figure 7
AdvancedTCA private cloud example
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Lastly, the solution will need shelf management to monitor the
physical hardware provided for the private cloud. This, of course,
is another strength of AdvancedTCA infrastructure for private cloud
deployments, since shelf management with standardized functions
is a required element in any AdvancedTCA solution.
Armed with this basic understanding of what is driving private clouds for carrier-grade solution deployments and what
is required to develop one, let’s look at a basic private cloud
example (Figure 7).
❯ SBCs become “generic.”
❯ The same SBC can run both packet processor
and control plane applications.
❯ Intelligent monitoring and elastic provisioning can optimize
active blade conﬁguration for existing workload.
❯ One chassis can handle compute,
switching, and storage functions.
To increase the port density or service capacity, it is simply a matter of adding more resources into the private cloud pool. This can
be done by adding SBCs into an existing AdvancedTCA chassis or adding another populated chassis to the cluster. Once the
resources are added to the hypervisor manager and made available, the provisioning rules already established will utilize the
newly available resources as they become required.
Summary
Capacity needs in the carrier space are growing at an ever-faster
pace, as is the mix of services demanded by end users. At the same
time, service providers are requiring more power efﬁcient equipment in smaller footprints to ﬁt within their existing central ofﬁce
infrastructure. This scenario has telecom equipment manufacturers
being driven to increase features and capacity while making faster
upgrades – all at the same relentless pace. It’s important to take
advantage of the latest technical improvements today’s hardware
offers and to squeeze every bit of performance out of existing solutions. Through the use of virtualization and private cloud infrastructure, an OEM can simplify application development environments,
drive greater efﬁciency in physical infrastructure, increase application ﬂexibility, and allow for a seamless upgrade path by deploying
as a private cloud. With all these advantages, it is not so much a matter of if, but when, migration to this approach takes place.
Austin Hipes is Vice President, Technology at NEI.
In this role, he manages ﬁeld applications engineers, supports sales design activities, and educates customers on hardware and the latest technology trends. Over the last eight years, Austin has
been focused on designing systems for network
equipment providers requiring carrier-grade
solutions. He was previously Director of Technology at Alliance
Systems and a Field Applications Engineer for Arrow Electronics.
NEI
austin.hipes@nei.com
www.nei.com
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Growing to 40 G
AdvancedTCA:
No wonder bit error rates
and channel modeling
matter for accurate design
By Dr. Mathias Hellwig

While traditional AdvancedTCA system
implementations running at 10 Gbps or lower speeds
cannot simply swallow a potion like Alice and grow,
the migration to 40 Gbps can be successful with
careful attention to the issues Dr. Hellwig outlines
here.
In my ﬁrst article on the challenges of
moving from a 10 Gbps system interconnect to one running at 40 Gbps (see
www.compactpci-systems.com/emag
and choose the December 2010 issue),
I gave a brief introduction to the impact
of Bit Error Rate (BER) and channel
modeling on 40 G AdvancedTCA systems. Here, I would like to dive deeper
into these critical issues for designers of
such systems.
Bit error rate
Information theory models the communication between a transmitter and a
receiver via a channel (see Figure 1). In
practical systems, the semiconductor’s
transmit or receive circuitry implements
the transmitter and receiver, and the
channel between the two consists of the
semiconductor packaging, connectors,
PCB trace lines, and vias. Also included,
depending on the transmission protocol,
are decoupling capacitors. System builders can usually inﬂuence this channel by
selecting the semiconductor device and
connectors, while taking direct design
responsibility for the other elements.
Errors at the receiver due to modiﬁcation of the information traveling along
the channel affect receiver-to-transmitter
communication. When these errors occur,
16
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we call it a bit error, which means the
transmitted binary information is received
with the reverse polarity. The bit error has
a probability Pe and the non-erroneous
transmission has the probability 1 – Pe
for a binary symmetrical channel.

protocols, such as Ethernet, require a
BER of 10-12. For packet networks (using
protocols such as Ethernet, Fibre Channel,
InﬁniBand, and SAS) the BER results in a
Packet Error Rate (PER), which is calculated in parallel to the BER.

Signal integrity requirements inﬂuence
the bit error rate, which is an overall
characteristic of system performance.
This rate (ratio) is expressed by the total
number of transmitted bits to number of
incorrect received bits. Most standard

With Ethernet packet size ranging
from 64 bytes (512 bits) to 1522 bytes
(12176 bits) or even beyond in the case
of jumbo frames, a BER of 10-4, with an
assumed even distribution, would already
affect all large packets. For binary

Figure 1
Binary Symmetric Channel
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symmetric channels we can calculate the
BER as Equation 1 and Figure 2 indicate,
based on the error probability of a transmission of an individual bit.
[Equation 1]

Lower-level protocols typically detect
errors, which leads to discarding the erroneous packet. The acknowledge-based
error correction is left to higher layers
such as TCP or SCTP. An investigation
into the performance of these schemes

under the inﬂuence of BER shows a signiﬁcant throughput degrade with the existence of an already low BER. As a result,
the effect that causes BER must be thoroughly examined in order to accomplish
the targeted throughput.
Due to high power dissipation, electrical
backplane transmission Forward Error
Correction (FEC) is more applicable to
wireless and optical transport networks
than it is to wired networks. The causes
of bit errors in electrical transmission
include noise, attenuation, interference,
and distortion.

Channel modeling
PCB effects
The majority of today’s PCB designs
use FR4 as a base material, as it is cost
effective and well known for its manufacturing capabilities, even though the
material doesn’t have the best highspeed characteristics and therefore
demands more diligent design practice.
Materials such as ROGERS or NELCO
show better high-speed characteristics,
but cost more.
Based on the selected material, PCB conductors are commonly implemented as differential strip lines or differential microstrip
lines with defined line impedance.
The protocol carried over these lines
specifies this differential impedance.
Impedance depends on the:
❯ Geometry of the line
❯ Reference plane and the isolator
❯ Material properties of the
conductor and PCB
Despite taking up slightly more routing
area, using differential electrical signals
is popular as this practice that results in
superior behavior for common mode noise
suppression and offset voltage issues.

Figure 2
Error Probability of a Binary Symmetric Channel

The line impedance (Z0) of the transmission line cannot be derived in a closed
form for strip and microstrip lines,
but Figure 3 and Equation 2 show an
approximation. Note that the elements
(RLGC) in the model are frequencydependent for strip and microstrip lines
and cause dispersion.
[Equation 2]

Figure 3
Equivalent Circuit Model for a Uniform Transmission Line

Physical effects
On standard PCBs, ohmic resistance
on the copper lines induces attenuation.
Today achieving an accurate design
requires considering ohmic resistance
and additional physical effects in the
wake of increased signal speed.
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transmission line caused by the material’s frequency dependency (Figure 4).

“For higher data rates,
however, improving
results requires adding a
frequency dependency.”
The ﬁrst such effect is called the “skin
effect” and can be modeled as a resistance, proportional to the square root
of the frequency and inversely proportional to trace line width. Skin effect
can considerably attenuate the signal
as multi-gigabit line rates are achieved.
Another, more important factor is the
material-dependent relative permittivity.
For FR4 the parameter is speciﬁed as
Ȭr ≈ 4, which is sufﬁciently accurate for
PCB design below 1 gigabit per second
line speed. For higher data rates, however, improving results requires adding a
frequency dependency. What’s more, the
material has to be considered as lossy in
mathematical terms expressed as a complex value for the relative permittivity,
as shown by Equation 3.
[Equation 3]

Considering these two physical phenomena, skin effect and variation of the relative permittivity, it becomes clear that for
a 40 Gbps AdvancedTCA system things
need to change with respect to material
selection and design methodology. This
will be more deeply investigated in the
next sections.

resistance, the skin effect colors the
transmission by attenuating the signal.
Material selection and attention to the
design of the strip line’s cross-section
mitigates this effect.
One of the most challenging parameters is
the relative permittivity, for two reasons.
The imaginary part of the permittivity
causes a loss, reﬂected by the G-element
in the equivalent circuit. Choosing printed
circuit board materials carefully can help
with this loss, but also increases PCB cost.
The real part of relative permittivity, which is frequency-dependent and
needs modeling, also causes concern.
It isn’t always easy to get the necessary
information from PCB manufacturers.
On top of these concerns the real and
imaginary part Ȭۘ, Ȭۘۘ of the relative
permittivity are not independent and
need to be correlated appropriately. This
will be discussed in a later section. And
added to the attenuation caused by the
relative permittivity is dispersion on the

A further effect that impacts the line
impedance is the surface roughness of the
copper sheet material caused by the manufacturing process. Some attempts have
been made to model this, one approach
being to model it as an additional series of
resistance and inductance. However, there
are concerns about the causality of the
model using such an approach.
Finally, the effect of the ﬁberglass weave
of the PCB material creates an anisotropic behavior of the material – in particular the ˺, and mitigations such as angled
routing are proposed.
Design effects
Modern high-speed design abandons the
use of buses as interconnects because of
skew and EMC issues and mainly focuses
on serial interconnects. Skew issues for
serial interconnects are resolved on the
protocol level.
In today’s designs, differential signals
implement these serial interconnects. This
adds another copper line for a signal, but
also inserts substantial beneﬁts from a signal integrity perspective. Two lines carry
the differential signal, and the differential
voltage between the lines deﬁnes the logical level. If v1,v2 are the voltages of each
line to ground, then vD is the differential

Taking all material and design-speciﬁc
considerations into account, the channel
between the transmitter and the receiver
can be modeled in an equivalent circuit, in
a set of s-parameters, by combining both.
Elements to be modeled are the physical
transmission line associated with the current return path, AC-coupling, and the
necessary vias.

Figure 4
Designers need to take manufacturing
variations into account and also consider
that in its role as frequency-dependent
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voltage, and vC is the common voltage,
which is – in the ideal case – constant over
time, as Equation 4 shows.
[Equation 4]

The beneﬁts are:
❯ Greater immunity to common noise,
which is usually a major concern
❯ Less cross-talk and EMC issues
under the assumption that both
lines carrying the differential signal
are coupled by a tight spacing,
tighter than other adjacent signals
❯ Reduced return path issues based
on a virtual reference plane
between the two lines and 3dB gain
advantage in the receiver circuit

Dr. Mathias Hellwig is a System Architect, focused on the deﬁnition
of AdvancedTCA products for the Embedded Computing business
of Emerson Network Power. He is a regular contributor to standards committees with bodies such as PICMG and SCOPE. He has
previously held a variety of engineering and product management
roles with Intel, Force Computers, Inﬁneon, Siemens, and HewlettPackard. Dr. Hellwig holds numerous patents in the area of telecommunications and circuit design and received his Masters and Doctorate qualiﬁcations
from the Ruhr-Universität Bochum in Germany.
Emerson Network Power Embedded Computing
Mathias.Hellwig@Emerson.com
www.Emerson.com/EmbeddedComputing

As mentioned in the previous section, the
current return path in the reference plane
needs to be carefully investigated because
gaps or split ground in the reference
plane of the transmission path will create Electromagnetic Interference (EMI),
resonances, and increased cross-talk.
Deﬁning the PCB layering is a critical
step in modeling the channel for highspeed signals. This step deﬁnes via geometry, PCB material selection, and the line
impedance and must cover all variances
that the manufacturing process imposes
on the parameters.
The package model of the transmitter and
receiver can be obtained from the vendor
as s-parameter or HSPICE macro models; the same applies for any connectors
in the transmission path. The generation of these s-parameters is the same as
described above; only it is done by the
vendor’s design team.
Conclusion
This article introduces just two of the challenges of implementing a 40 Gbps system
with AdvancedTCA technology. It has
been shown that it isn’t a straightforward
approach from traditional system implementations running at 10 Gbps or lower,
but it’s no mad tea party either! Designers
can take heart from the range of options
available to solve these problems.
CompactPCI, AdvancedTCA & MicroTCA Systems
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Why redesign for 40
Gigabit Ethernet?
By Trevor Hiatt

Trevor details why comparing Ethernet technology to
other fabrics is especially timely now, as demand for
greater I/O performance continues to track up.
Editor’s note: Please see the longer edition of this article at http://opsy.st/oQAHMO.

Enterprise data centers, cloud computing,
High Performance Computing (HPC),
and embedded systems are markets all
being pushed toward next-generation
fabric performance. Increasing data
demand in these markets is driving the
need for increased I/O performance. The
demand is pushing 10-gigabit fabric ports
to 40-gigabit and more. With this drive
come hardware redesign and an opportunity to reevaluate the incumbent Ethernet
technology against competing fabrics.
While 10 Gigabit Ethernet (10 GbE)
has become ubiquitous in these markets,
QDR and FDR InﬁniBand, PCI Express
Gen2 and Gen3, and RapidIO Gen2 are
worthy challengers.
InfiniBand has proven very successful with a wide variety of switching,

Host Bus Adapter (HBA), and Network
Interface Card (NIC) component, hardware, and software solutions, winning
the highest performance systems in these
markets. RapidIO, like InﬁniBand, successfully exposes the underlying weaknesses of Ethernet technology, and provides lower, more predictable network
latency. RapidIO, like InﬁniBand, must
support the co-existence of Ethernet and
RapidIO in the same system. The ability to use native RapidIO networking as
if it were Ethernet creates a compelling
argument for using RapidIO in greenﬁeld systems. Its ecosystem support of
20 Gbps ports and Ethernet encapsulation support make RapidIO a logical
choice when 10 GbE systems must be
redesigned for next-generation throughput and performance.

Figure 1
Block diagram of a potential server/compute system implementation.
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An example of a RapidIO-based
compute/server hardware
implementation
Large port count non-blocking switch
cards have already been developed using
RapidIO Gen2 switches from Integrated
Device Technology, Inc. (IDT). These
switch cards could be deployed in data
center/HPC environments. Figure 1
depicts a switch card implementation
that might be leveraged for top-of-rack
switching support.
The switch card shown in Figure 1,
which may be top of rack for example,
leverages IDT’s 12 4x-port, 240 Gbps
full non-blocking CPS-1848 RapidIO
Gen2 switch. Such a switch card could be
scaled to greater full non-blocking capacity for a greater number of interconnect
ports as needed. Each server/compute
node/blade bridges PCIe to RapidIO via
IDT’s Tsi721 protocol conversion device.
This architecture is highly scalable and
could support inter-chassis connectivity more efﬁciently than PCIe. Figure 1
highlights the use of x86 processors, but
the processor choice could just as easily
be any other General Processing Unit
(GPU)/processor type that supports the
PCIe Gen2/1 interface.
One choice for moving from interconnect to server mode is IDT’s Tsi721 PCIe
Gen2 to RapidIO Gen2 protocol conversion bridge device. The Tsi721 converts
from PCIe to RapidIO and vice versa
with full line rate bridging at 20 Gbaud.
Using the Tsi721, designers can develop
heterogeneous systems that leverage the
peer-to-peer networking performance of
RapidIO while at the same time using

multiprocessor clusters that may only
be PCIe enabled. Efﬁciently transferring
large amounts of data without processor
involvement can take place using the full
line rate block Direct Memory Access
(DMA) plus Messaging Engines of the
Tsi721. The advantages of RapidIO Type
9 messaging in support of virtualization
and higher performance than 10 GbE
make cutting down on cabling possible.
This example system is used as a reference for discussion through the remainder of this article.
For this example system, messaging
between a pair of nodes is supported
with two separate concepts: Logical I/O
and Messaging. Logical I/O transactions are supported with direct bridging
translation, as well as the Block DMA
Engines. As do Ethernet-based systems,
our example system supports DMA and
Remote DMA (RDMA). Messaging is
supported by the Messaging Engines. In
comparison, Ethernet messaging support
takes place through Transport Control
Protocol and other protocols. RapidIO
supports a single I/O Virtualization
(IOV) per channel, which is less than
available Ethernet solutions.
Protocol comparison
Ethernet offers a means of delivering peerto-peer trafﬁc processor networks, be it
chip-to-chip, board-to-board, or between
chassis. However, Ethernet evolved from
the LANs and WANs, leaving architects
the task of ﬁnding an efﬁcient way of
using Ethernet in embedded systems. The
Ethernet fabric’s LAN/WAN background
has led to an assumption that a processor
at each node is available to terminate the
protocol stack. While this arrangement
would be reasonable for LANs and WANs,
it introduces too much latency and power
consumption in real-time embedded systems (including servers).
PCI and PCIe standards offer an alternative; however, they were really designed
for monolithic single host processor systems, with the concept of a root complex.
Scaling to multiple processors on line
cards, over backplanes, with multiple
hosts becomes difﬁcult even with nontransparent bridging. The problem can be

managed for a small number of endpoints
or computing nodes, but the memory
mapping becomes difﬁcult very quickly
as systems scale in size.
Built from the ground up for multiprocessor peer-to-peer networks, RapidIO attributes include:
❯ Reliable communication
❯ Sub-microsecond end-toend packet delivery
❯ 100ns switch cut-through latency
❯ No processor overhead to
terminate the protocol
❯ Support for “any topology”
direct interconnect, mesh,
star, dual star, and the like
❯ High performance messaging for
transmitting large amounts of data
❯ Push architecture with the option
of every processor in the system
having its own memory subsystem
RapidIO has become the leading embedded interconnect, and with its carrier-class
serial communication speciﬁed for backplane connectivity, it is able to natively
support intra-board, inter-board, and
cabled chassis-to-chassis connectivity
within a room or between rooms.
Subsidiary speciﬁcations were developed
for Ethernet to better serve the embedded
space and extend beyond wide area network and local area network environments.
These enhancements targeted toward data
center environments collectively deﬁned
Data Center Bridging (DCB). The embedded and data center spaces are characterized by lossless transport, improved ﬂow
control, and low latency.
Quality of Service (QoS) and ﬂow
control comparison
One of the drivers for increased bandwidth in the enterprise data centers and the
cloud is the need to combine the storage
network, typically running up to 8 Gbps
for Fibre Channel, with the inter-server
connectivity network, which is typically
1 Gbps Ethernet. These networks have different QoS constraints. Additionally, storage networks must not discard packets.
RapidIO-based systems achieve reliable
delivery with predictable QoS today.

For applications that require more aggressive and effective QoS, RapidIO offers
advanced flow control and data plane
capabilities. The RapidIO protocol deﬁnes
multiple ﬂow control mechanisms at the
physical and logical layers. By managing physical-layer ﬂow control at the link
layer, short-term congestion events are
effectively managed using both receiverand transmitter-controlled ﬂow control.
Longer-term congestion may be controlled
at the logical layer using XOFF and XON
messages, which enable the receiver to
stop the ﬂow of packets when congestion
is detected along a particular ﬂow.
Virtual Channels (VCs) support new
QoS capabilities. Features here provide
reliable or best-effort delivery policies,
enhanced link-layer ﬂow control, and
end-to-end trafﬁc management. VCs also
allow up to 16 million unique virtual
streams between any two endpoints.
Ethernet has also improved its ﬂow control story through pursuit of Data Center
Bridging (DCB) technology, which
allows one end of the link to halt transmission by the other end of the link in
order to avoid buffer overﬂow and resulting packet discard. The simpliﬁed routing of packets made possible by Virtual
Local Area Network (VLAN) tagging, as
well as the prioritization of packets which
is part of the VLAN tag, have also done
much to improve Ethernet latency and
QoS characteristics.
However, there are multiple DCB QoS
and ﬂow control limitations compared
with RapidIO. See “Comparing Ethernet
and RapidIO” (http://opsy.st/gBSePR).
For example, Ethernet’s ﬂow control support primarily comes from 802.3x PAUSE
support. Even with enhanced ﬂow control
mechanisms, overhead in the congestion
notiﬁcation is high, as the notiﬁcation
propagates from the source to the edge of
the network, whereas in RapidIO congestion notiﬁcation is quite fast through control symbol transmission. Ethernet mechanisms are arguably not widely adopted,
and some vendors offer proprietary support for limited topologies. RapidIO’s
link-layer ﬂow control allows the transmitter to pack the receiver continuously full,
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which improves scheduling efﬁciency and
thereby overall switching efﬁciency.
Performance comparison: latency
and throughput
The latency of Ethernet switch devices
continues to decrease; to the point where
industry-leading Ethernet switches now
have around 200 ns latency. However,
RapidIO switch device latency is under
100 ns and continues to decrease similarly.
This trend will continue for both technologies as companies make use of smaller

Challenges
silicon process geometries and higher
physical layer speeds. End-to-end packet
termination may be longer than 10 μs for
Ethernet and under 1μs for RapidIO.
RapidIO offers guaranteed delivery via
link-layer error recovery. Link-layer
control symbols minimize control loop
latency. Embedding control symbols in
packets further shrinks latency. Lossless
Data Center Ethernet (DCE) still requires
ofﬂoad engines and/or software stacks,
which tend to add latency.

RapidIO Gen2 switches offer 20 Gbps per
port. The Tsi721 converts data from PCIe
to RapidIO, and vice versa, and bridges
at the full line-rate of 16 Gbps for packets
as small as 64 bytes. This is higher than
the generally available 10 GbE, but certainly less than the increasing number of
40 GbE approaches becoming available.
From a raw bandwidth perspective,
Ethernet is ahead of RapidIO. However,
with the announcement of the RapidIO
10xN roadmap (http://www.compactpcisystems.com/news/id/?27341), the pending availability of those physical speciﬁcations, and future plans toward 25xN,
RapidIO bandwidth will close the gap
with Ethernet. RapidIO performance and
protocol efﬁciency allow robust protocol
encapsulation. Messaging and/or data
streaming provide native Ethernet encapsulation capabilities.
Conclusion
The redesign effort required to move
from 10 GbE to 40 GbE opens greenﬁeld
opportunities for competing interconnect fabrics to ﬁnd a place in enterprise
servers, data centers, cloud computing, and HPC. Its 20 Gbps throughput
makes RapidIO Gen2 a strong contender
for these opportunities. System designers who are able to leverage RapidIO’s
smaller and less mature ecosystem can
move to 20 Gbps with switching, PCIe
bridging, and all embedded CPU solutions available today. The beneﬁts include
a highly scalable and reliable system. It’s
possible to realize the advantages of a
fault-tolerant, carrier-class system while
at the same time dramatically lowering
costs, power, and latency and gaining
superior ﬂow control and QoS.
Trevor Hiatt is a Senior
Product Manager in the
IDT Communications
division. He is
responsible for strategic
product deﬁnition,
program management, and product
marketing for the division’s Serial
RapidIO products.
IDT
trevor.hiatt@IDT.com
www.idt.com/go/SRIO
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CompactPCI, AdvancedTCA & MicroTCA Systems

DISCOVER
new levels of interconnect reliability

For lengthy space missions tasked with discovering the effects of atmospheric phenomena on vital
communication transmissions and data gathering, it’s critical that equipment be long lasting and
impervious to damaging effects. Hypertronics interconnect solutions featuring the Hypertac®
hyperboloid contact technology offer the reliability and dependability that are required in making

space discovery possible. Hypertronics is the choice of engineers worldwide for mission critical systems.
Hypertac Features
Low Insertion/Extraction Forces
Long Contact Life
Lower Contact Resistance
Higher Current Ratings
Shock and Vibration Immunity

Benefits
High Density Interconnect Systems
Low Cost of Ownership
Low Power Consumption
Maximum Contact Performance
Reliability Under Harsh Conditions

Maintain your system integrity with Hypertronics
reliable connectors and dependable solutions.

www.hypertronics.com/discover
cPCI

HYPERTRONICS: WHEN FAILURE IS NOT AN OPTION

User & Control Plane Processing for LTE, 4G, NGMN and IMS Networks

Adax products provide industry leading performance and capacity for LTE, 4G, NGMN & IMS
networks. The Adax PacketRunner provides the keystone product that allows NEPs unlimited I/O
Subsystem conﬁgurations to choose from. Designed to exceed your system requirements, Adax
solutions offer superior scalability, ﬂexibility and price/performance ratios, making them the perfect
choice for your SS7, ATM, IP, signaling and bearer plane needs.

s !DAX 0ACKET2UNNER Advanced, Intelligent, Packet Processing ATCA carrier blade with Cavium 5650, 8 GBs
RAM, 4 AMC bays, robust power and thermals
s 0ACKET!-# Front-end processing of the Layer 2 protocols for Carrier Grade transport from Edge to Core
networks
s ($# SS7/ATM TDM controller with 8 E1/T1 Annex A or ATM ports, 248 LSLs and TDM-iTDM IW
s !4- ATM Signaling and ATM-IP IW, 4 OC3/STM-1 ports

For more information please visit our website or call:
Adax Inc: +1 510 548 7047 Email: sales@adax.com
Adax Europe: +44 (0) 118 952 2800 Email: sales@adax.co.uk
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s !DAX'7 Signaling Gateway on NEBS cPCI, ATCA blade or ProcessorAMC

